

    
      
          
            
  
Overview


What is vantage6?

Vantage6 is a privacy-enhancing technology (PET) platform that allows organizations to
collaborate on data analysis tasks without sharing the data itself. Vantage6 is
open source and completely free to use.

What vantage6 does:


	deliver algorithms to data stations and collecting their results


	manage users, organizations, collaborations, computation tasks and their
results


	provide control (security) at the data stations to the data owners




The vantage6 infrastructure is designed with three fundamental functional
aspects of federated learning.


	Autonomy. All involved parties should remain independent and autonomous.


	Heterogeneity. Parties should be allowed to have differences in hardware
and operating systems.


	Flexibility. Related to the latter, a federated learning infrastructure
should not limit the use of relevant data.






Overview of this documentation

This documentation space consists of the following main sections:


	Overview → You are here now


	Introduction → Introduction to vantage6 concepts


	Quickstart → Quickstart guide - run vantage6 locally


	User guide → How to use vantage6 as a researcher


	Node admin guide → How to install and configure vantage6 nodes


	Hub admin guide → How to configure and deploy the central vantage6 components


	Community → How to collaborate on the development of vantage6


	Algorithm Development → Develop vantage6 algorithms


	Technical reference → In-depth documentation of vantage6 features


	Code documentation →
Documentation of the vantage6 infrastructure code


	Glossary → A dictionary of common terms used in these docs


	Release notes → Log of what has been released and when






Vantage6 resources

This is a - non-exhaustive - list of vantage6 resources.

Documentation


	docs.vantage6.ai [https://docs.vantage6.ai] → This documentation.


	vantage6.ai [https://vantage6.ai] → vantage6 project website


	Academic papers [https://vantage6.ai/vantage6/] →
Technical insights into vantage6




Source code


	vantage6 [https://github.com/vantage6/vantage6] → Contains all
components (and the python-client).


	Planning [https://github.com/orgs/vantage6/projects] → Contains all
features, bugfixes and feature requests we are working on. To submit one
yourself, you can create a
new issue [https://github.com/vantage6/vantage6/issues].




Community


	Github Discussions [https://github.com/vantage6/vantage6/discussions]  → Ask
questions or share your ideas with the vantage6 community


	Community meetings → Bi-monthly developer
community meeting






Video overview

This video provides an overview of the vantage6 project. The video is from 2020 and
therefore does not reflect the latest features and developments, but the core
concepts are still valid. The architecture of the vantage6 infrastructure is also still
valid, however, many new components have been added and terminology has changed
since the video was recorded.
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Introduction

In many research projects, data is distributed across multiple organizations. This
makes it difficult to perform analyses that require data from multiple sources, as the
data owners don’t want to share their data with others. Vantage6 is a platform that
enables privacy-enhancing analyses on distributed data. It allows organizations to
collaborate on analyses while only sharing aggregated results, not the raw data.

As a user, you can use vantage6 to run your algorithms on sensitive data. In order to
create the tasks to run your algorithms, you need to understand how vantage6
works. We will first explain the basic
architecture of vantage6, followed by a description of the resources available
in vantage6. Using those concepts, we will explain give an example of a simple algorithm
and explain how it is run within vantage6.


Vantage6 components

In vantage6, a client can pose a question to the headquarters (HQ). The
headquarters knows which organizations work together in a network. Each organization
contributes one node to the network that may contain sensitive data. HQ alerts the
nodes of new questions. Nodes then fetch algorithms to answer the question.
When the algorithm completes, the node sends the non-sensitive, aggregated results back
to HQ.
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The roles of these vantage6 components are as follows:


	Headquarters coordinates communication with clients and nodes. HQ tracks the
status of the computation requests, stores the results, and keeps track of who is
allowed to do what.


	Node(s) have access to data and execute algorithms


	Clients (i.e. users or applications) request computations from the nodes via the
client


	Algorithms are scripts that are run on the sensitive data. Each algorithm is
packaged in a container image; the node pulls the image from a container registry and runs
it on the local data. Note that the node owner can control which algorithms are
allowed to run on their data.




Headquarters is part of the vantage6 hub, which is the collection of all central
components of the vantage6 infrastructure. Apart from HQ, the hub contains the following
important components:


	Authentication service: The authentication service for the vantage6 network.


	Algorithm store: A place to share vantage6 algorithms (optional).


	User interface: A web interface to use vantage6 (optional).




In addition, the hub can also spin up more services, such as message brokers, databases,
and monitoring services, if the configuration specifies so.

On a technical level, vantage6 may be seen as a container
orchestration tool for privacy-preserving analyses. It deploys a network of
containerized applications that together ensure insights can be exchanged
without sharing record-level data.



Vantage6 resources

There are several entities in vantage6, such as users, organizations,
tasks, etc. These entities are created by users that have sufficient permission to
do so and are stored in a database that is managed by HQ. This process
ensures that the right people have the right access to the right actions, and that
organizations can only collaborate with each other if they agree to do so.

The following statements and the figure below should help you understand
their relationships.


	A collaboration is a collection of one or more organizations.


	For each collaboration, each participating organization needs a node to compute
tasks. When a collaboration is created, accounts are also created for the nodes so
that they can securely communicate with HQ.


	Collaborations can contain studies. A study is a subset of organizations from the
collaboration that are involved in a specific research question. By setting up
studies, it can be easier to send tasks to a subset of the organizations in a
collaboration and to keep track of the results of these analyses.


	Each organization has zero or more users.


	The permissions of the user are defined by the assigned rules.


	It is possible to collect multiple rules into a role, which can also be assigned
to a user.


	Each collaboration can contain multiple sessions in which data may be analysed.
A session can contain multiple dataframes. A dataframe is a collection of
data retrieved from the original source database that is stored on the node. A
dataframe can be modified by additional user defined preprocessing steps and can
be used as input for tasks.


	Users can create tasks for one or more organizations within a collaboration and
session. Tasks lead to the execution of the algorithms.


	A task should produce an algorithm run for each organization involved in the
task. The results are part of such an algorithm run.




The following schema is a simplified version of the database. The 1-n, 0-n and
n-n relationships describe one-to-many, zero-to-many and many-to-many relationships,
respectively.
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A simple federated average algorithm

To compute an average, you usually sum all the values and divide them by the number of
values. In Python, this can be done as follows:

x = [1,2,3,4,5]
average = sum(x) / len(x)





In a federated data set the values for x are distributed over multiple locations.
Let’s assume x is split into two parties:

a = [1,2,3]
b = [4,5]





In this case we can compute the average as:

average = (sum(a) + sum(b))/(len(a) + len(b))





The goal is to compute the average without sharing the individual numbers. In the case
of an average algorithm, each node therefore shares only the sum and the number of
elements in the dataset. By summing the sums and dividing by the sum of the number of
elements, the average can be found. This way, the individual numbers are
never shared:

# on node 1
a = [1,2,3]
return {"sum": sum(a), "count": len(a)}

# on node 2
b = [4,5]
return {"sum": sum(b), "count": len(b)}

# computing the average of both nodes
average = (node_1["sum"] + node_2["sum"]) / (node_1["count"] + node_2["count"])







How algorithms work in vantage6

The average algorithm explained above can be separated in a central part and a
federated part. The federated part uses the data to compute the sum and the number
of elements. The central part is the aggregation of these results. In order to do so, it
is also responsible to start the federated parts and to collecting their results.
Note that for more complex algorithms, this can be an iterative process: the central
part can send new tasks to the federated parts based on the results of the previous
round of federated tasks.


[image: Algorithm hierarchy]

Fig. 1 Common task hierarchy in vantage6. The user (left) creates a task for the central
part of the algorithm (pink hexagon). The central part creates subtasks for the
federated parts (green hexagons). When the subtasks are finished, the central part
collects the results and computes the final result, which is then available to the
user.



Now, let’s see how this works in vantage6. It is easy to confuse HQ with
the central part of the algorithm: HQ is the central part of the infrastructure
but not the place where the central part of the algorithm is executed
(Fig. 2). The central part
is actually executed at one of the nodes, because it gives more flexibility: for
instance, an algorithm may need heavy compute resources to do the aggregation, and it
is better to do this at a node that has these resources rather than having to upgrade
HQ’s resources whenever a new algorithm needs more resources.


[image: algorithm-flow]

Fig. 2 The flow of the average algorithm in vantage6. The user creates a task for the
central part of the algorithm. This is registered at HQ, and leads to the
creation of a central algorithm container on one of the nodes. The central algorithm
then creates subtasks for the federated parts of the algorithm, which again are
registered at HQ. All nodes for which the subtask is intended start their
work by executing the federated part of the algorithm. The nodes send the results
back to HQ, from where they are picked up by the central algorithm. The
central algorithm then computes the final result and sends it to HQ, where
the user can retrieve it.




Note

It is also possible for the user to create the subtasks directly, and to compute
the central part of the algorithm themselves. However, this is not the most common
approach as it is generally easier to let the central algorithm do the work.





How to run algorithms in vantage6

Once you have set up a vantage6 hub and nodes, you are ready to run your algorithms.
You can create tasks from the web interface, the
Python client or by interacting with the API
directly. There are a number of public algorithms available from the
community algorithm store. Linking this store
to your HQ will allow you to quickly get a set of algorithms that you can run on your nodes.

You can also develop your own vantage6 algorithms.
The only requirement is that you package the algorithm in a container image that vantage6
can run. The focus of vantage6 is on setting up an
infrastructure to run algorithms on sensitive data and ensuring that the data is kept
private - the algorithm implementation is kept highly flexible.

The freedom in defining the code also allows you to use federated learning libraries such as
PySyft [https://openmined.github.io/PySyft/index.html], TensorFlow [https://www.tensorflow.org/] or
Flower [https://flower.ai/] within your vantage6 algorithm. Also, it is not only
possible to run federated algorithms, but also MPC algorithms or other protocols.


Note

Vantage6 tries to limit the definition of algorithms as little as possible. This
means that within a project, it should be established which algorithms are allowed
to run on the nodes. Review of this code - or trust in persons that have created the
algorithm - is the responsibility of each node owner. They are ultimately in control
over which algorithms are run on their data.



Vantage6 is designed to be as flexible as possible,
so you can use any programming language and any libraries you like. Python is the most
common language to use within the vantage6 community, and also has the most
tools available to help you with algorithm development.
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Quickstart

This quickstart section will show you how to run a vantage6 network, comprising of
three nodes and a vantage6 hub (consisting of HQ, authentication service, algorithm
store and user interface), on your local machine.


Requirements

Make sure you have installed the requirements for vantage6: Python and Kubernetes. These
are required for all vantage6 components. Installation instructions are present, for
instance, in the hub requirements section.

If you are using Docker Desktop, you can simply
switch on Kubernetes [https://docs.docker.com/desktop/features/kubernetes/].
Otherwise, we recommend installing microk8s [https://microk8s.io/].



Installation

Create a virtual Python environment. We recommend using
uv [https://docs.astral.sh/uv/] for package management. You can create and activate
a Python environment with:

uv venv --python 3.13
source .venv/bin/activate  # On Windows: .venv\Scripts\activate





Then, install the vantage6 command line interface (CLI) by running:

uv pip install vantage6






Note

While vantage6 5.0.0 has not yet been released, you can install the latest version of the CLI
by running:

uv pip install vantage6









Start a local vantage6 network

In the Python environment where you installed the vantage6 package, you can easily set up a
local vantage6 network by running the following command:

v6 sandbox new





This will start an interactive dialog that will ask you to provide a name for the
network. Note that default settings are used - you can view custom options with
v6 sandbox new --help.

The network is automatically started. Using the default settings, this will start up
all hub components (HQ, authentication service, algorithm store and user interface) and
three nodes. The nodes contain some
test data [https://github.com/vantage6/vantage6/blob/main/vantage6/vantage6/cli/sandbox/data/olympic_athletes_2016.csv]
about olympic medal winners. Note also that HQ is coupled automatically to the
community algorithm store, thereby making the community algorithms directly available to
you in your local setup.

You can now access the user interface by navigating to http://localhost:30760 in your
browser and log in with the username admin and password admin. Enjoy!


Note

If you are using Windows or WSL with Docker Desktop to run your sandbox, the sandbox
files are stored in a WSL folder. Unfortunately, this folder is deleted when you
restart WSL or your machine itself. This means your sandbox will be lost.

Also, it is helpful to install wslview, which allows you to open the browser
from WSL. This makes authenticating from the client easier. You can install
it with:

sudo apt-get install wslview








Note

If you are using microk8s, we have seen networking issues when you move your machine
to a different network, e.g. from home to work. What we found helped is to reset the
certificates of your microk8s cluster, so that they no longer depend on an outdated
IP address. To do this, run:

microk8s config > ~/.kube/config
kubectl config use-context microk8s
sudo microk8s refresh-certs --cert ca.crt









Stopping the network

Once you are done, you can stop and remove the network by running:

# Stop the network
v6 sandbox stop

# Remove the network permanently (clean up logs, configuration files, etc)
v6 sandbox remove





Note that you after stopping the network, you can always run v6 sandbox start to
start the network again (but not if you removed the network!).
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Available algorithms

The vantage6 community has developed a number of algorithms for a variety of use cases. These can
be found in the
vantage6 community store [https://portal.uluru.vantage6.ai/communitystore].
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1. User guide

In this section of the documentation, we explain how you can interact with the
vantage6 hub and the nodes as a user.

There are several ways in which you can interact with the vantage6 hub: the
User interface (UI), the Python client, and the API. In the sections below,
we describe how to use each of these methods, and what you need to install
(if anything).

For most use cases, we recommend to use the User interface, as this requires
the least amount of effort. If you want to automate your workflow, we recommend
using the Python client.


Warning

Depending on the algorithm used in your project, it may be required to use a specific
language to post a task and retrieve the results. This could happen when
the output of an algorithm contains a language specific datatype and or
serialization. For instance, if the algorithm returns a numpy array, you need to use
Python to retrieve the results - and thus you will not be able to see the results in
the UI.





	1.1. User interface

	1.2. Python client
	1.2.1. Requirements

	1.2.2. Install

	1.2.3. Use
	Overview

	Authentication

	Creating an organization

	Creating a collaboration

	Registering a node

	Creating a task









	1.3. API
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1.1. User interface

The User Interface (UI) is a website where you can login with your vantage6
user account. Which website this is, depends on the vantage6 hub you are
using. If you are using the Uluru community service, go to
https://portal.uluru.vantage6.ai and login with your user account.

Using the UI should be relatively straightforward. If anything is unclear, please
contact us via Github Discussions [https://github.com/vantage6/vantage6/discussions]
so that we may clarify any questions you have.


[image: ../_images/ui-screenshot.png]

Fig. 1.1 Screenshot of the vantage6 UI




Note

If you are a hub administrator and want to set up a user interface, see
this section on deploying a UI.




Note

If you are running your own local vantage6 network with v6 sandbox
or v6 dev, the UI is started automatically. How to use
these commands is explained here.
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1.2. Python client

The Python client is the recommended way to interact with the vantage6 hub
for tasks that you want to automate. It is a Python library that facilitates
communication with the vantage6 hub, e.g. by encrypting and decrypting data
for tasks for you. It can create computation tasks and collect their
results, manage organizations, collaborations, users, etc. Everything you can do
with the UI, you can also do with the Python client, making it a powerful tool for
automation.


1.2.1. Requirements

You need Python to use the Python client. We recommend using Python 3.13, as
the client has been tested with this version. For higher versions, it may be
difficult to install the dependencies.


Warning

If you use vantage6 version 4, you should use Python 3.10 instead of Python 3.13.





1.2.2. Install

It is important to install the Python client with the same version as the
vantage6 hub you are talking to, most importantly the API version of vantage6 HQ. Check
your HQ version by going to
https://<my-v6-HQ>/version (e.g. http://localhost:30761/hq/version) to find its version.

Then you can install the vantage6-client with:

# install the latest version
uv pip install vantage6-client

# install a specific version
uv pip install vantage6-client==<version>

# or, if you are using conda / pyenv / ...
pip install vantage6==<version>







1.2.3. Use

First, we give an overview of the client. From the section Authentication
onwards, there is example code of how to login with the client, and then
create organizations, tasks etc.


Overview

The Python client contains groups of commands per resource type. For example,
the group client.user has the following commands:


	client.user.list(): list all users


	client.user.create(username, password, ...): create a new user


	client.user.delete(<id>): delete a user


	client.user.get(<id>): get a user




You can see how to use these methods by using help(...) , e.g.
help(client.role.create) will show you the parameters needed to create a
new role:

help(client.role.create)
# Register new role
#
# Parameters
# ----------
# name : str
#     Role name
# description : str
#     Human readable description of the role.
# rules : list
#     Rules that this role contains.
# organization : int, optional
#     Organization to which this role belongs. In case this is
#     not provided the users organization is used. By default
#     None.
# field: str, optional
#     Which data field to keep in the returned dict. For instance,
#     "field='name'" will only return the name of the role. Default is None.
# fields: list[str], optional
#     Which data fields to keep in the returned dict. For instance,
#     "fields=['name', 'id']" will only return the names and ids of the
#     role. Default is None.
#
# Returns
# -------
# dict
#     Containing meta-data of the new role





The following groups (related to the Vantage6 resources) of methods are
available. They usually have list(), create(), delete()
and get() methods attached - except where they are not relevant (for
example, a rule that gives a certain permission cannot be deleted).


	client.user


	client.organization


	client.rule


	client.role


	client.collaboration


	client.task


	client.run


	client.result


	client.node




Finally, the class client.util contains some utility functions, for example
to check if HQ is up and running or to change your own password.



Authentication

This section and the following sections introduce some minimal examples for
administrative tasks that you can perform with our
Python client. We start by authenticating.

To authenticate, we create a config file to store our login information.
We do this so we do not have to define the hq_url, auth_url and so on every
time we want to use the client. Moreover, it enables us to separate the sensitive
information (login details, organization key) that you do not want to make publicly
available, from other parts of the code you might write later (e.g. on
submitting particular tasks) that you might want to share publicly.

# config.py

# HQ address, e.g. https://uluru.vantage6.ai/api, or http://localhost:7601/hq
# for a local sandbox HQ
hq_url = "https://<my_hq_url>:<my_port>/<my_api_path>"
# Authentication service address, e.g. https://auth.uluru.vantage6.ai/, or
# http://localhost:30764 for a local sandbox auth service
auth_url = "https://<my_auth_url>:<my_port>"

# If your collaboration is encrypted, you need to provide the filepath to the private
# key of your organization. If your collaboration is not encrypted, you can leave this
# as None.
organization_key = None

# Normally, these are not needed, unless your server admin has configured them
# to non-default values
keycloak_realm = "vantage6"
keycloak_client = "public_client"





Then, we connect to the vantage6 hub by initializing a Client
object, and authenticating

from vantage6.client import UserClient as Client

# Note: we assume here the config.py you just created is in the current directory.
# If it is not, then you need to make sure it can be found on your PYTHONPATH
import config

# Initialize the client object, and run the authentication
client = Client(
    hq_url=config.hq_url,
    auth_url=config.auth_url,
    auth_realm=config.keycloak_realm,
    auth_client=config.keycloak_client,
    log_level='debug'
)
# Authenticate. This will try to open a browser to authenticate. If this is not
# possible (e.g. because you are on a VM), it will print a URL that you need to
# open in your browser
client.authenticate()

# Optional: setup the encryption, if you have an organization_key
client.setup_encryption(config.organization_key)






Note

If you are using a service account, the authentication process is a bit different:

# instead of client.authenticate(), you need to initialize the service account
# and then authenticate with it
client.initialize_service_account(
   client_secret="<my-client-secret>",
   username="<my-username>"
)
client.authenticate_service_account()





You get the client secret in a downloaded file when you create a service account in
the User Interface. If you create a service account via the Python client or API,
the client secret is returned in the JSON response.





Creating an organization

After you have authenticated, you can start generating resources. The following
also assumes that you have a login on the vantage6 hub that has the
permissions to create a new organization. Regular end-users typically do
not have these permissions (typically only administrators do); they may skip
this part.

The first (optional, but recommended) step is to create an RSA keypair.
A keypair, consisting of a private and a public key, can be used to
encrypt data transfers. Users from the organization you are about to
create will only be able to use encryption if such a keypair has been
set up and if they have access to the private key.

from vantage6.common import warning, error, info, debug, bytes_to_base64s
from vantage6.client.encryption import RSACryptor
from pathlib import Path

# Generated a new private key
# Note that the file below doesn't exist yet: you will create it
private_key_filepath = r'/path/to/private/key'
private_key = RSACryptor.create_new_rsa_key(Path(private_key_filepath))

# Generate the public key based on the private one
public_key_bytes = RSACryptor.create_public_key_bytes(private_key)
public_key = bytes_to_base64s(public_key_bytes)





Now, we can create an organization

client.organization.create(
    name = 'The_Shire',
    address1 = '501 Buckland Road',
    address2 = 'Matamata',
    zipcode = '3472',
    country = 'New Zealand',
    domain = 'the_shire.org',
    public_key = public_key   # use None if you haven't set up encryption or simply leave it out
)





Users can now be created for this organization. Any users that are
created and who have access to the private key we generated above can
now use encryption by running

client.setup_encryption('/path/to/private/key')





after they authenticate.



Creating a collaboration

Here, we assume that you have a Python session with an authenticated
Client object, as created in Authentication. We
also assume that you have a login on the vantage6 hub that has the
permissions to create a new collaboration (regular end-users typically
do not have these permissions, this is typically only for
administrators).

A collaboration is an association of multiple
organizations that want to run analyses together.
First, you will need to find the organization id’s of the organizations
you want to be part of the collaboration.

client.organization.list(fields=['id', 'name'])





Once you know the id’s of the organizations you want in the
collaboration (e.g. 1 and 2), you can create the collaboration:

collaboration_name = "fictional_collab"
organization_ids = [1,2] # the id's of the respective organizations
client.collaboration.create(name = collaboration_name,
                            organizations = organization_ids,
                            encrypted = True)





Note that a collaboration can require participating organizations to use
encryption, by passing the encrypted = True argument (as we did
above) when creating the collaboration. It is recommended to do so, but
requires that a keypair was created when Creating an organization
and that each user of that
organization has access to the private key so that they can run the
client.setup_encryption(...) command after
Authentication.



Registering a node

Here, we again assume that you have a Python session with an authenticated
Client object, as created in Authentication, and that you have a login
that has the permissions to create a new node (regular end-users typically do not
have these permissions, this is typically only for administrators).

A node is associated with both a collaboration and an organization (see
Vantage6 resources). You will need to find
the collaboration and organization id’s for the node you want to
register:

client.organization.list(fields=['id', 'name'])
client.collaboration.list(fields=['id', 'name'])





Then, we register a node with the desired organization and
collaboration. In this example, we create a node for the organization
with id 1 and collaboration with id 1.

# A node is associated with both a collaboration and an organization
organization_id = 1
collaboration_id = 1
api_key = client.node.create(collaboration = collaboration_id, organization = organization_id)
print(f"Registered a node for collaboration with id {collaboration_id}, organization with id {organization_id}. The API key that was generated for this node was {api_key}")





Remember to save the api_key that is returned here, since you will
need it when you Configure the node.



Creating a task

Preliminaries

Here we assume that


	you have a Python session with an authenticated Client object, as
created in Authentication.


	you already have the algorithm you want to run available as a
container in a container registry


	the nodes are configured to look at the right database




In this manual, we’ll use the averaging algorithm from
ghcr.io/vantage6/algorithm/demo/average:latest, so the second requirement is met.
We’ll assume the nodes in your collaboration have been configured to look as
something like:

databases:
  fileBased:
  - name: olympic_athletes_db
    uri: /my/local/path/to/data/olympic_athletes_2016.csv
    type: csv
    volumePath: /my/local/path/to/data
    originalName: olympic_athletes_2016.csv
    mount_mode: copy





The third requirement is met when all nodes have the same labels in their
configuration. As an end-user running the
algorithm, you’ll need to align with the node owner about which database
name is used for the database you are interested in. For more details, see
how to configure your node.

Determining which collaboration / organizations to create a task for

First, you’ll want to determine which collaboration to submit this task
to. To list all collaborations (that you have access to), run:

>>> client.collaboration.list(fields=['id', 'name'])
[
 {
   'id': 1,
   'name': 'example_collab1',
 }
]





In this example, we see that there is only one collaboration called example_collab1,
which has the id 1. To find out which organizations are associated with
collaboration 1, run:

>>> client.organization.list(collaboration=1, fields=['id', 'name'])
[
   {'id': 2, 'name': 'example_org1'},
   {'id': 3, 'name': 'example_org2'},
   {'id': 4, 'name': 'example_org3'}
]





Now we see that this collaboration has three organizations associated with it, of which
the organization id’s are 2, 3 and 4.

Creating a session and extracting data from a database

First, we need to create a session. A session is a collection of dataframes and tasks
that are related to each other.
For example, a session can be used to run a study, or a campaign.

session = client.session.create(
   name="my_session",
   collaboration=1
   scope="collaboration",
   display=True
)





This will create a session with the name “my_session” and the scope “collaboration”,
which means that it will be available to everyone in the collaboration.

Next, we need to extract data from a database. We can do this by creating a dataframe.

dataframe = client.dataframe.create(
   label="olympic_athletes_db",
   method="read_csv",
   image="ghcr.io/vantage6/algorithm/demo/average",
   arguments={},
   session=session["id"]
)
extraction_results = client.wait_for_results(dataframe["last_session_task"]["id"])





This will create a database extraction task that will yield a dataframe. Note that your
extraction method should match the database type you are using. The read_csv method
will only work for CSV files. For a SQL database, you might want to create a task like:

dataframe = client.dataframe.create(
   label="my_database",
   method="read_sql_database",
   image="ghcr.io/vantage6/algorithm/demo/average",
   arguments={"query": "SELECT * FROM my_table"},
   session=session["id"]
)





This section provides more information on the available
data extraction methods.

Creating a task that runs the central algorithm

Now, we have two options: create a task that will run the central part of an
algorithm (which runs on one node and may spawns subtasks on other nodes),
or create a task that will (only) run the partial methods (which are run
on each node). Typically, the partial methods only run the node local analysis
(e.g. compute the averages per node), whereas the central methods
performs aggregation of those results as well (e.g. starts the partial
analyses and then computes the overall average). First, let
us create a task that runs the central part of the
ghcr.io/vantage6/algorithm-average:latest algorithm:

arguments = {
    'column_name': 'age'
}

average_task = client.task.create(
   collaboration=1,
   organizations=[2],
   name="an-awesome-task",
   image="ghcr.io/vantage6/algorithm/demo/average:latest",
   description='',
   method='central_average',
   arguments=arguments,
   session=1,
   databases=[
      {'dataframe_id': dataframe["id"]}
   ],
   action="central_compute"
)





Note that the arguments we defined are specific to
this algorithm: this algorithm expects an argument column_name to be
defined, and will compute the average over the column with that name.
Furthermore, note that here we created a task for collaboration with id
1 (i.e. our example_collab1) and the organization with id 2
(i.e. example_org1). I.e. the algorithm need not necessarily be run on all the
organizations involved in the collaboration. if you run the central task as in the
example above, it is even very common to only run it on one organization: the central
part usually creates subtasks that may run on multiple organizations.

Creating a task that runs the partial algorithm

You might be interested to know output of the partial algorithm (in this
example: the averages for the ‘age’ column for each node). In that case,
you can run only the partial algorithm, omitting the aggregation that the
central part of the algorithm will normally do:

arguments = {
    'column_name': 'age'
}

average_task = client.task.create(
   collaboration=1,
   organizations=[2,3],
   name="an-awesome-task",
   image="ghcr.io/vantage6/algorithm/demo/average:latest",
   description='',
   method='partial_average',
   arguments=arguments,
   session=1,
   databases=[
      {'dataframe_id': dataframe["id"]}
   ],
   action="federated_compute"
)





Note that when running the partial algorithm, you should run it on all organizations
that you want to get the results from. In this example, we run the partial algorithm
on both organizations 2 and 3.

Inspecting the results

Of course, it will take a little while to run your algorithm. You can use the following
code snippet to run a loop that checks HQ every 3 seconds to see if the task has been
completed:

print("Waiting for results")
task_id = average_task['id']
result = client.wait_for_results(task_id)





You can also check the status of the task using:

task_info = client.task.get(task_id, include_results=True)





and then retrieve the results

result_info = client.result.from_task(task_id=task_id)





The number of results may be different depending on what you run, but
for the central average algorithm in this example, the results would be:

>>> result_info
[{'average': 53.25}]





while for the partial algorithms, dispatched to two nodes, the results would be:

>>> result_info
[{'sum': 253, 'count': 4}, {'sum': 173, 'count': 4}]










            

          

      

      

    

  

  
    
    

    1.3. API
    

    
 
  

    
      
          
            
  
1.3. API

Both the vantage6 HQ and the algorithm store have an API. These APIs can be called via
HTTP requests from a programming language of your choice.


Note

In older versions, you could explore how to use the HQ API on
https://<my-v6-HQ>/apidocs (e.g. https://uluru.vantage6.ai/apidocs for
the Uluru HQ). From version 4.11 onwards, however, this documentation
has been removed because the package supplying it was no longer maintained. We plan
to provide similar support in the future but at present, this is unfortunately not
available.
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2. Node admin guide

The vantage6 node is the software that runs on the machine of the data
owner. It is responsible for the execution of the privacy-enhanced learning and analysis
tasks and the communication with vantage6 HQ.

Each organization that is involved in a collaboration has
its own node in that collaboration. They should therefore install the node
software on a virtual machine or kubernetes cluster hosted in their own infrastructure.
The node should have access to the data that is used in the privacy-enhanced learning
and analysis.

The following pages explain how to install and run the node software.



	2.1. Requirements
	2.1.1. Python

	2.1.2. Kubernetes environment

	2.1.3. Helm





	2.2. Install

	2.3. Use
	2.3.1. Quick start

	2.3.2. Available commands
	Local test setup









	2.4. Configure
	2.4.1. How to create a configuration file?

	2.4.2. Where is my configuration file?

	2.4.3. All configuration options

	2.4.4. Configuration file location

	2.4.5. Security
	Configuring algorithm access to the data





	2.4.6. Logging
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2.1. Requirements


Note

This section is almost the same as the hub requirements section - the
requirements for all vantage6 components are very similar.



Below are the minimal requirements for vantage6 infrastructure components. Note
that these are recommendations: it may also work on other
hardware, operating systems, versions of Python etc. (but they are not tested
as much).

Hardware


	x86 CPU architecture + virtualization enabled


	4 GB memory (minimum)


	50GB+ storage


	Stable and fast (1 Mbps+ internet connection)






Software


	Operating system: Ubuntu 20.04+ , MacOS Big Sur+, Windows 10+


	Python v3.13


	Helm


	A Kubernetes environment (e.g. Microk8s, Docker Desktop, Kubernetes Cluster)




Below, we provide more details on the software requirements.


Note

The hardware requirements of the node also depend on the algorithms that
the node will run. For example, you probably need more compute power for a
machine learning model than for a descriptive statistical algorithm.




2.1.1. Python

Installation of any of the vantage6 packages requires Python 3.13.
For installation instructions, see python.org [https://python.org] or use the
package manager native to your OS and/or distribution.


Note

We recommend you install vantage6 in a new, clean Python environment.

Higher versions of Python (3.14+) will most likely also work, as might lower
versions. However, we develop and test vantage6 on version 3.13, so that is the
best choice.




Warning

Note that Python 3.13 is only used in vantage6 v5.0.0 and higher. In lower versions,
Python 3.10 is required. Before vantage6 v3.8.0, Python 3.7 was used.





2.1.2. Kubernetes environment

A Kubernetes environment is required to run the vantage6 infrastructure. For development
environments, we recommend using Microk8s or Docker Desktop. For production environments,
we recommend using a Kubernetes cluster, or microk8s on a VM. Here are some details on
the different options:


	Microk8s: For Ubuntu, we recommend installing
Microk8s [https://microk8s.io/docs/getting-started], which is a lightweight
Kubernetes distribution that is easy to install and use. We recommend using this for
development environments as well as for deploying nodes. Deploying the central hub
components (HQ, auth, algorithm store) is also possible with Microk8s, but usually
it would be preferable to use a Kubernetes cluster, e.g for easier scaling.


	Docker Desktop: If you are using Docker Desktop, you can simply
switch on Kubernetes [https://docs.docker.com/desktop/features/kubernetes/].
This is useful for development  environments. This is only recommended for development
environments.


	Kubernetes Cluster: For production environments, we recommend using a Kubernetes
cluster. There are numerous cloud providers that offer Kubernetes as a service. An
example is the Azure Kubernetes Service [https://azure.microsoft.com/en-us/products/kubernetes-service]
but there are many others, including those from
European providers [https://european-alternatives.eu/category/managed-kubernetes-services].





Note

To use vantage6, you also need to install kubectl. Usually, though, this comes
with your Kubernetes distribution. kubectl is a command line tool for
managing Kubernetes clusters. Vantage6 uses it to manage the vantage6 Kubernetes
resources.





2.1.3. Helm

Helm [https://helm.sh/docs/intro/install/] is a package manager for Kubernetes. It
is used to deploy and manage the Kubernetes resources for the vantage6 infrastructure.
The vantage6 infrastructure is available in several Helm charts. Therefore, you need
helm to deploy and manage the Kubernetes resources for the vantage6 infrastructure.
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2.2. Install

To install the vantage6 node make sure you have met the
requirements. Then, we provide a command-line
interface (CLI) with which you can manage your node. The CLI is a Python
package that can be installed using uv. We always recommend to install the CLI
in a virtual environment [https://docs.python.org/3/tutorial/venv.html].

Run this command to install the CLI in your environment:

# using uv (recommended)
uv pip install vantage6

# or, if you are using conda / pyenv / ...
pip install vantage6





Or if you want to install a specific version:

uv pip install vantage6==x.y.z

# or, if you are using conda / pyenv / ...
pip install vantage6==x.y.z





You can verify that the CLI has been installed by running the command
v6 --help. If that prints a list of commands, the installation is
completed.

The next pages will explain to configure, start and stop the node. The
node software itself will be downloaded when you start the node for the first
time.
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2.3. Use

This section explains which commands are available to manage your node.


2.3.1. Quick start

To create a new node, run the command below. A menu will be started that
allows you to set up a node configuration file. For more details, check
out the Configure section.

v6 node new





To run a node, execute the command below. The --attach flag will
cause log output to be printed to the console.

v6 node start --name <your_node> --attach





Finally, a node can be stopped again with:

v6 node stop --name <your_node>






Note

Before the node is started, it is attempted to obtain the HQ version.
If HQ has version x.y.z, a node of version x.y.<latest> is
started - this is the latest available node version for the HQ version.
If no HQ version can be obtained, the latest node of the same major
version as the command-line interface installation is started.





2.3.2. Available commands

Below is a list of all commands you can run for your node(s). To see all
available options per command use the --help flag,
e.g. v6 node start --help .



	Command

	Description





	v6 node new

	Create a new node configuration file



	v6 node start

	Start a node



	v6 node stop

	Stop a node



	v6 node restart

	Restart a node (stop and start combined)



	v6 node files

	List the files of a node (e.g. config and log
files)



	v6 node attach

	Print the node logs to the console



	v6 node list

	List all existing nodes



	v6 node
create-private-key

	Create and upload a new public key for your
organization



	v6 node
set-api-key

	Update the API key in your node configuration
file







Local test setup

Check out this section if you want to run an entire test network
locally.
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2.4. Configure

The vantage6 node requires a configuration file to run. This is a yaml file with a
specific format, which is used to start the node using its Helm chart.

The next sections describes how to configure the node. It first provides a few
quick answers on setting up your node, then shows an example of all
configuration file options. Next, we explain where your vantage6
configuration files are stored, and finally, we explain how to configure the node so
that your data is protected optimally.


2.4.1. How to create a configuration file?

The easiest way to create an initial
configuration file is via: v6 node new. This allows you to configure the
basic settings. For more advanced configuration options, which are listed below,
you can view the example configuration file.



2.4.2. Where is my configuration file?

To see where your configuration file is located, you can use the following
command

v6 node files






Warning

This command will not work if you have put your configuration file in a
custom location. Also, you may need to specify the --system flag
if you put your configuration file in the
system folder.





2.4.3. All configuration options

The following configuration file is an example that intends to list all possible
configuration options.

You can download this file here: node_config.yaml

# Set the namespace in which the node will be deployed. Optional, by default the
# Release.Namespace is used
namespace: vantage6-node

node:

  # The name of the node.
  name: node-1

  # The API key of the node.
  apiKey: abcdefghijklmnopqrstuvwxyz1234567890

  # The image to use for the node.
  image: ghcr.io/vantage6/infrastructure/node:latest

  # Node image pull policy. Possible values are: Always (default), IfNotPresent, Never
  imagePullPolicy: Always

  # The URL, port and API path to the vantage6 HQ
  hq:
    url: http://my-vantage6-hq.org
    port: 7601
    path: /api

  # Namespace in which the task kubernetes resources are created. This must be a
  # namespace where the node has access to create pods.
  taskNamespace: vantage6-tasks

  # Kubernetes node name, used for local persistent volumes
  k8sNodeName: docker-desktop

  # Keycloak configuration to authenticate the node.
  keycloak:
    url: http://my-vantage6-auth.org
    realm: vantage6

  encryption:
    # Whether encryption is enabled or not. This should be the same as the `encrypted`
    # setting of the collaboration to which this node belongs.
    enabled: false

    # Location to the private key file. Required if encryption is enabled.
    private_key: /path/to/private_key.pem

  # Whether kubernetes secrets should be created for the node. If set to False, it will
  # be expected that the secrets are already created. By default true.
  createSecrets: true

  # Port for the node proxy to run on
  proxyPort: 7654

  # Storage settings on host of the node machine. This defines where the database is
  # stored as well as the task directory (which will contain the input/output of the
  # tasks).
  persistence:
    tasks:
      storageClass: local-storage
      size: 10Gi
      hostPath: /path/to/where/task/files/are/stored
    database:
      storageClass: local-storage
      size: 5Gi

  # Database settings
  databases:
    # File-based databases - these must be existing local files on the node machine.
    # They will be mounted in the node container.
    fileBased:
    - name: olympic_athletes_db
      uri: /my/local/path/to/data/olympic_athletes_2016.csv
      type: csv
      volumePath: /my/local/path/to/data
      originalName: olympic_athletes_2016.csv
      # OPTIONAL: controls how file/folder databases are exposed to algorithm
      # containers.
      # - copy (default): copy file data into the node data volume
      # - ro: bind-mount host path read-only into algorithm containers
      # NOTE: For now, `ro` has tested support for Linux hosts only. On
      # Windows/macOS hosts, use `copy` (default).
      # Use `ro` only for file/folder-backed data sources.
      mount_mode: copy
    # Service-based databases - these are databases that are running on the node
    # machine. They will be accessed using the URI.
    serviceBased:
    - name: myPostgres
      uri: postgres://vantage6-postgres:5432/vantage6
      type: other

      # The environment variables set here will be passed to the algorithm containers as
      # DATABASE_<NAME>_<ENV_VAR_NAME>. In this example, the node will set the
      # DATABASE_MYPOSTGRES_USER and DATABASE_MYPOSTGRES_PASSWORD environment variables.
      env:
        USER: vantage6
        PASSWORD: vantage6
      # It is also possible not to specify the details of the service-based databases
      # in this configuration file, but elsewhere in kubernetes (e.g. a parent chart's
      # values.yaml file).
      #
      # In this case, the node expects the following environment variables to be set:
      #
      # DATABASE_LABELS: comma-separated list of database names
      # DATABASE_<NAME>_URI: URI of the database
      # DATABASE_<NAME>_TYPE: type of the database
      #
      # Optionally, you can also specify additional environment variables for each
      # database by setting DATABASE_<NAME>_<ENV_VAR_NAME> variables, for example:
      #
      # DATABASE_<NAME>_MY_ENV_VAR: my_value
      #
      # It is recommended to do this through Kubernetes secrets.

  # Whether or not your node shares some configuration (e.g. which images are allowed
  # to run on your node) with HQ. This can be useful for other organizations in your
  # collaboration to understand why a task is not completed. Obviously, no sensitive
  # data is shared. Default true.
  share_config: true

  # Whether or not to share algorithm logs with HQ. Otherwise they will only be
  # displayed as part of the node logs. Default is true.
  # NOTE: It's recommented to set this to false when using sensitive data
  share_algorithm_logs: true

  # Define who is allowed to run which algorithms on this node.
  policies:
    # Control which algorithm images are allowed to run on this node. This is
    # expected to be a valid regular expression. It's important to set this policy when
    # using sensitive data to control which algorithms are allowed to run on the node.
    allowed_algorithms:
      - ^ghcr\.io/vantage6/algorithm/[a-zA-Z]+/[a-zA-Z]+$
      - ^myalgorithm\.ai/some-algorithm

    # It is also possible to allow all algorithms from a particular algorithm store. Set
    # these stores here. They may be strings or regular expressions. If you don't
    # specify this, algorithms from any store are allowed (unless other policies prevent
    # this).
    allowed_algorithm_stores:
      # allow all algorithms from the vantage6 community store
      - https://store.uluru.vantage6.ai
      # allow any store that is a subdomain of vantage6.ai
      - ^https://[a-z]+\.vantage6\.ai$

    # If you define both `allowed_algorithm_stores` and `allowed_algorithms`, you can
    # choose to only allow algorithms that both policies allow, or you can allow
    # algorithms that either of them allows. By default, this is False: only algorithms
    # that are given in *both* the `allowed_algorithms` and `allowed_algorithm_stores`
    # are allowed.
    allow_either_whitelist_or_store: false

    # Define which users are allowed to run algorithms on your node by their ID
    allowed_users:
      - 2
    # Define which organizations are allowed to run images on your node by
    # their ID or name
    allowed_organizations:
      - 6
      - root

    # Whether or not to always require that the algorithm image is successfully pulled
    # before running it. This ensures that no potentially outdated local images are used
    # if internet connection is not available. Default value is true.
    require_algorithm_pull: true

  # Whitelisting settings to specify external addresses algorithms are allowed to
  # connect to. Only Kubernetes network policies are supported. See:
  # https://kubernetes.io/docs/concepts/services-networking/network-policies
  # Only add egress destinations that are absolutely necessary for your algorithm
  # to function (for example, a required database server). Whitelists are defined
  # per task type. The allowed task types are: data_extraction, preprocessing,
  # federated_compute, central_compute, postprocessing.
  #
  # Each entry in the whitelist defines one allowed connection path. Multiple entries
  # are OR'd together (traffic is allowed if it matches any entry). You can specify:
  # - namespaceSelector: to allow connections to all pods in a namespace or a subset of
  #   pods in a namespace when used in combination with podSelector
  # - podSelector: to allow connections to pods matching labels (make sure that the
  #   namespace of this pod is whitelisted)
  # - ipBlock: to allow connections to IP addresses or CIDR ranges (e.g. a database
  #   server that is not part of the cluster)
  whitelist:
    data_extraction:
      egress:
      # Whitelist the namespace 'frontend' and 'backend'
      - namespaceSelector:
        matchExpressions:
        - key: namespace
          operator: In
          values: ["frontend", "backend"]
      # Whitelist the namespace 'ops' and the pod (within this namespace) with the
      # label 'app: ledger'
      - namespaceSelector:
          matchLabels:
            kubernetes.io/metadata.name: ops
        podSelector:
          matchLabels:
            app: ledger
    central_compute:
      egress:
        # Whitelist the IP block 10.20.0.0/16
        - ipBlock:
            cidr: 10.20.0.0/16

  # Prometheus settings, for sending system metadata to HQ.
  prometheus:
    # Whether or not to enable Prometheus reporting. Default is false.
    enabled: false

    # Interval (in seconds) at which the node sends system metadata to HQ.
    # This should align with the Prometheus scrape_interval to avoid stale data.
    report_interval_seconds: 45

  # If your project uses a private Docker registry for algorithm images, you can specify
  # them here so that the node can login and pull private images.
  private_docker_registries:
    - registry: my-private-registry.com
      username: my-username
      password: my-password

  # Logging settings for the node.
  logging:
    # Controls the logging output level. Could be one of the following
    # levels: CRITICAL, ERROR, WARNING, INFO, DEBUG, NOTSET
    level: DEBUG

    # Location to the log file
    file: node.log

    # Size in kb of a single log file
    max_size: 1024
    use_console: true

    # Date format for the log file
    datefmt: "%Y-%m-%d %H:%M:%S"

    # Format for the log file
    format: "%(asctime)s - %(name)-14s - %(levelname)-8s - %(message)s"

    # Storage configuration for logs. Storage size is set to 128M by default,
    # and storage class is k8s storage class that is used for the node.
    storageSize: "128M"
    storageClass: "local-storage"

    # Host path for storing the logs (required for local-storage PV)
    volumeHostPath: "/var/log/vantage6-node"

    # Maximum number of log files to keep. Log files are rotated when the size of the
    # current log file exceeds `max_size`.
    backup_count: 5

    # Loggers to include in the log file
    loggers:
    - level: warning
      name: urllib3
    - level: warning
      name: socketIO-client
    - level: warning
      name: socketio.server
    - level: warning
      name: engineio.server
    - level: warning
      name: sqlalchemy.engine

  # Additional debug flags
  debug:
    # Set to `true` to enable the Flask/socketio into debug mode.
    socketio: false
    # Set to `true` to set the Flask app used for the LOCAL proxy service
    # into debug mode
    proxy_server: false

  # Development settings - these should ONLY be used when running `v6 dev` environment,
  # which will use these settings automatically.
  dev:
    # Set extension for the task directory. In the development environment, the task
    # directory is mounted as a volume and shared by multiple nodes. This extension is
    # added to the task directory to avoid conflicts in storing the task results for
    # this node. It should not be used outside of the ``v6 dev`` environment.
    task_dir_extension: my_node_1







2.4.4. Configuration file location

The directory where the configuration file is stored depends on your
operating system (OS). It is possible to store the configuration file at
system or at user level. By default, node configuration files
are stored at user level, which makes this
configuration available only for your user.

The default directories per OS are as follows:



	Operating
System

	System-folder

	User-folder





	Windows

	C:\ProgramData\vantage\node\

	C:\Users\<user>\AppData\Local\vantage\node\



	MacOS

	/Library/Application/Support/vantage6/node/

	/Users/<user>/Library/Application Support/vantage6/node/



	Linux

	/etc/vantage6/node/

	/home/<user>/.config/vantage6/node/







Note

The command v6 node looks in these directories by default. However, it is
possible to use any directory and specify the location with the --config
flag. But note that doing that requires you to specify the --config
flag every time you execute a v6 node command!

Similarly, you can put your node configuration file in the system folder
by using the --system flag. Note that in that case, you have to specify
the --system flag for all v6 node commands.





2.4.5. Security

As a data owner it is important that you take the necessary steps to
protect your data. Vantage6 allows algorithms to run on your data and
share the results with other parties. Vantage6 offers maximum flexibility when it comes
to algorithms, but this also means that you (or someone you trust) need to validate that
algorithms do what
they promise and are secure before allowing them to run on your data.

Once you approved the algorithm, it is important that you can verify
that the approved algorithm is the algorithm that runs on your data.
There are two important steps to be taken to accomplish this:


	Setting policies on the allowed algorithms in the policies section
of the node-configuration file. You can specify a list of regex expressions
here. Some examples of what you could define (note that these examples overlap so
in practice you would not use all of them):

policies:
   allowed_algorithms:
      - ^ghcr\.io/vantage6/algorithm/[a-zA-Z]+/[a-zA-Z]+
      - ^ghcr\.io/vantage6/algorithm/glm$
      - ^ghcr\.io/vantage6/algorithm/glm@sha256:82becede498899ec668628e7cb0ad87b6e1c371cb8a1e597d83a47fac21d6af3$
   allowed_algorithm_stores:
      - https://store.uluru.vantage6.ai





These four examples lead to the following restrictions:
1. ^ghcr\.io/vantage6/algorithm/[a-zA-Z]+/[a-zA-Z]+: allow all images


from the ghcr.io/vantage6 registry that start with algorithm/





	^ghcr\.io/vantage6/algorithm/glm$: only allow the GLM image, but
all builds of this image


	^ghcr\.io/vantage6/algorithm/glm@sha256:82becede498899ec668628e7cb0ad87b6e1c371cb8a1e597d83a47fac21d6af3$
a1e597d83a47fac21d6af3$: allows only this specific build from the GLM
image to run on your data


	https://store.uluru.vantage6.ai: allow all algorithms from the
Uluru community algorithm store. Only the most recent version of the algorithm
uploaded to the store will be allowed to run on your data.




By default, only algorithms are allowed to run that fulfill both the
allowed_algorithms and allowed_algorithm_stores policies. You can change this
by setting the allow_either_whitelist_or_store policy to true.

Note that you can also define regular expressions for the algorithm stores, and that
you can combine the two policies. The section Configuring algorithm access to the data
below explains the considerations you need to take into account when setting these
policies.



	Enable DOCKER_CONTENT_TRUST to verify the origin of the image.
For more details see the documentation from
Docker [https://docs.docker.com/engine/security/trust/].





Warning

By enabling DOCKER_CONTENT_TRUST you might not be able to use
certain algorithms. You can check this by verifying that the images you want
to use are signed.




Configuring algorithm access to the data

As explained above, you can specify a list of
allowed algorithms in the configuration file of the data station. Only algorithms
specified on that list, by providing the names of the images of these algorithms,
are allowed to run on the data station. Also, you can specify the exact (non-forgeable)
hash (i.e. version) of the trusted algorithm. Note that this process requires manual
updates to the data station configuration, as well as a data station restart,
each time that a new algorithm is approved or an existing algorithm is updated.

It is also possible to allow a set of algorithms at once by providing a pattern, i.e.
a regular expression. This makes it e.g. possible to allow a certain
directory with algorithms. The disadvantage of this approach is that if an
attacker (or IT personnel with malintent) manages to get access to that
directory, a malicious algorithm that would be put there, would pass the filter
of allowed algorithms. Similarly, specifying single algorithms without hashes
would not be fully secure if an attacker can access that address.

A third possibility is to allow algorithms from a trusted algorithm store. The
benefit of this is that the algorithm store already manages the algorithms
currently allowed including most up-to-date version information. When the
algorithm is updated, the store will tell the node automatically to only allow
the new version. The disadvantage of this approach is that if an attacker gains
access to the store, the node is not protected from malicious algorithms.

The safest policy regarding allowed algorithms is to specify an exact list of
all allowed algorithms, including the version (specified by the image hash), at
the node. However, this also entails a significant maintenance burden if the
algorithms are updated frequently. Institutes following this policy would have to log in
to their data station for every algorithm change to update the allowed algorithm
configuration. Although this is a quick update, it would still require a manual
action every time. Also, as a manual action, it is error prone. Errors will probably
prevent the algorithm from running successfully on that node. Alternatively, manual
errors may lead to security concerns, but this is less likely.

If your project has a separate algorithm store and image registry, a good alternative is
to define two policies at the node, that ascertain
restrictions on both the algorithm store and the registry. One policy defines
that only algorithms from the projects’s own algorithm store are allowed and the
other policy only allows algorithms from the project’s own image registry. That way,
an attacker would need to gain access to both the private registry, the algorithm store
and HQ before being able to send a malicious task. The probability of a
successful attack on all of these components is much lower than a successful attack on
a single component.




2.4.6. Logging

To configure the logger, look at the logging section
in the example configuration file in All configuration options.

Useful commands:


	v6 node files: shows you where the log file is stored


	v6 node attach: shows live logs of a running node in your current
console. This can also be achieved when starting the node with
v6 node start --attach








            

          

      

      

    

  

  
    
    

    3. Hub admin guide
    

    
 
  

    
      
          
            
  
3. Hub admin guide

The vantage6 hub is the collection of all central components of the vantage6
infrastructure - so everything that is not a node. The hub contains both components
based on vantage6 software, such as vantage6 HQ and the user interface, as well as
components based on external software, such as the authentication service (Keycloak)and
monitoring (Prometheus). Below, each of the components is listed and explained.


3.1. Required components


	Vantage6 HQ
	The vantage6 HQ is the core component of the vantage6 infrastructure.
It is responsible for managing the nodes and tasks.



	Authentication
	Vantage6 authentication is managed through a separate
Keycloak [https://www.keycloak.org/] service. The users as well as the nodes
credentials are managed through this service.







3.2. Recommended components

The following components are in principle optional, but recommended to use vantage6.


	User interface
	A web interface that allows your users to interact more easily with the vantage6 hub.



	Algorithm store
	The algorithm store is used to store and manage algorithms for your project.
Managing your algorithms in the store in the store is required if you want to use them
in the UI. If your projects only use algorithms that are available in the
community store, you don’t need your own algorithm store.



	Docker registry
	You can use the (public) Docker hub [https://hub.docker.com/] to upload your
algorithm Docker images. However, for production scenarios, where you want to work
with sensitive data, we recommend storing your own algorithms in your own Docker
registry.



	Mailserver
	If you want to send emails to your users, e.g. to help them reset their
password, you need to set up an SMTP server.







3.3. Optional components


	Message broker
	If you have an HQ with a high workload, you may want to set up a RabbitMQ message
queue service to improve the performance. This enables horizontal scaling of the
vantage6 HQ. Note that is easy to add this service to the hub as it can be
deployed as part of the vantage6 HQ.



	Blob storage
	In order to facilitate usage of large input arguments and output results for your
algorithms, it is possible to use Azure Blob Storage for storage rather than the
relational database.



	Prometheus
	If you want to monitor the performance of your vantage6 hub and nodes, you can use
Prometheus. This is a powerful tool that allows you to monitor various metrics from
your vantage6 hub and nodes.
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3.4.1. Components

This section describes the components of the vantage6 hub.
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Headquarters

Vantage6 HQ is the central point of the vantage6 platform. It is responsible
for managing the organizations, nodes, collaborations, etc., and managing the
communication of task requests and results between the nodes and the users.

Communication with the vantage6 server is managed through a RESTful API and
socketIO server.


Configure

Vantage6 HQ requires a configuration file to run. This is a yaml file with a
specific format, designed to be used with the vantage6 HQ Helm chart.
This section will help you to create a basic configuration file, but
will not cover all possible configuration options, as that would make a basic setup too
complex.

Below, we list all possible configuration options. You can download this file here:
hq_config.yaml

# Override the kubernetes chart name
nameOverride: vantage6-hq

# Specify the kubernetes namespace in which the server will be deployed. Optional,
# by default the Release.Namespace is used
namespace: vantage6-hq

server:

  # Whether the HQ is deployed standalone or as part of a vantage6 hub.
  standalone: false

  # The description of the server
  description: Vantage6 server version 5

  # Let the server know where it is hosted. This is used for communication with other
  # vantage6 components. E.g. for the community server:
  baseUrl: https://uluru.vantage6.ai
  # For a localhost server with default settings:
  # baseUrl: http://localhost:7601

  # API path prefix. Server may be reached at https://my_server.org/<apiPath>/<resource>.
  apiPath: /hq

  # The image used to start HQ
  image: ghcr.io/vantage6/infrastructure/hq:latest
  # Node image pull policy. Possible values are: Always (default), IfNotPresent, Never
  imagePullPolicy: Always

  # The number of replicas of the server
  replications: 1

  # Port that the server exposes on the internal network from the containers
  internal:
    port: 7601

  # Port that the server exposes on the kubernetes service to the outside world
  port: 7601

  # If you want to couple algorithm stores to the server on startup, you can add them
  # here. The name is used to identify the algorithm store in the server's database.
  # The url is the URL of the algorithm store's API.
  algorithm_stores:
    - name: Local store
      url: http://localhost:7602/api
      api_path: /api

  # Keycloak configuration. Values here override the global Keycloak settings
  # in the hub configuration (`global.keycloak`) for HQ.
  keycloak:
    url: https://auth.vantage6.ai
    realm: vantage6
    adminUsername: admin
    adminPassword: admin
    adminClient: backend-admin-client
    adminClientSecret: myadminclientsecret

  # The secret key used to generate JWT authorization tokens. This should
  # be kept secret as others are able to generate access tokens if they
  # know this secret. This parameter is optional. In case it is not
  # provided in the configuration it is generated each time the server
  # starts, thereby invalidating all previous distributed keys.
  # Recommended for development, but DO NOT use in production!
  jwt:
    secret: "super-secret-key-that-you-shouldnt-use-in-production"

  # Cleanup settings: This is used to cleanup the database from old results.
  # Every hour, results older than the threshold for completed runs are deleted.
  # Disabled by default.
  # Careful! Make sure you have regular backups of your database before enabling this
  # feature, as a wrong configuration could lead to data loss.
  runs_data_cleanup_days: 30
  # Whether to also delete the algorithm arguments of the runs. False by default.
  runs_data_cleanup_include_args: false

  # Set up with which origins the server should allow CORS requests. The default
  # is to allow all origins. If you want to restrict this, you can specify a list
  # of origins here. Below are examples to allow requests from the Uluru UI, and
  # port 7600 on localhost. Usually, only the UI needs to access the server.
  cors_allowed_origins:
    - https://portal.uluru.vantage6.ai
    - http://localhost:7600

  # Settings for the large result store. By default, the server uses a database to store all arguments and results.
  # Adding this will set Vantage6 to use blob storage rather than the database for both argumentsand results.
  large_result_store:
    # Type of the large result store. Currently, only "azure" is supported.
    type: "azure"
    # The name of the Blob Storage container to use for storing large results.
    container_name: test-container

    # Use this block for connection string authentication:
    # -------------------------------------------------------
    # Connection string to the Storage account. Useful for testing purposes, such as connecting to Azurite.
    # The example connection string uses the default account name and key for Azurite.
    connection_string: "DefaultEndpointsProtocol=http;AccountName=devstoreaccount1;AccountKey=Eby8vdM02xNOcqFlqUwJPLlmEtlCDXJ1OUzFT50uSRZ6IFsuFq2UVErCz4I6tq/K1SZFPTOtr/KBHBeksoGMGw==;BlobEndpoint=http://172.17.0.1:10000/devstoreaccount1;QueueEndpoint=http://172.17.0.1:10001/devstoreaccount1;"
    # -------------------------------------------------------

    # Or use this block for service principal authentication:
    # -------------------------------------------------------
    # Credentials for accessing the Blob Storage. If provided, these will be used instead of the connection string.
    # tenant_id, client_id, and client_secret are required for authentication.
    tenant_id: "your-tenant-id"
    client_id: "your-client-id"
    client_secret: "your-client-secret"
    # Name of the storage account.
    storage_account_name: "your-storage-account-name"
    # -------------------------------------------------------

  logging:
    # Controls the logging output level. Could be one of the following
    # levels: CRITICAL, ERROR, WARNING, INFO, DEBUG, NOTSET
    level: DEBUG

    # Location to the log file
    file: hq.log

    # Size in kb of a single log file
    max_size: 1024
    use_console: true

    # Date format for the log file
    datefmt: "%Y-%m-%d %H:%M:%S"

    # Format for the log file
    format: "%(asctime)s - %(name)-14s - %(levelname)-8s - %(message)s"

    # Storage configuration for logs. Storage size is set to 128M by default,
    # and storage class is k8s storage class that is used.
    storageSize: "128M"
    storageClass: "local-storage"

    # Host path for storing the logs (required for local-storage PV)
    volumeHostPath: "/var/log/vantage6-hq"

    # Maximum number of log files to keep. Log files are rotated when the size of the
    # current log file exceeds `max_size`.
    backup_count: 5

    # Loggers to include in the log file
    loggers:
    - level: warning
      name: urllib3
    - level: warning
      name: socketIO-client
    - level: warning
      name: socketio.server
    - level: warning
      name: engineio.server
    - level: warning
      name: sqlalchemy.engine

  # Development mode settings. Only use when running a vantage6 infrastructure locally.
  # Commands such as `v6 sandbox` and `v6 dev` will use these settings automatically.
  dev:
    # Specify the URI to the host from within a server container. When using
    # Docker Desktop, you can use the special hostname `host.docker.internal` to refer
    #to the host machine. On Linux, you should normally use http://172.17.0.1.
    host_uri: host.docker.internal

    # Address of the algorithm store. This can be provided to the server for
    # a custom address of the local algorithm store within the k8s cluster.
    store_address: http://vantage6-store-store.service.default.svc.cluster.local

    # Whether to forward ports to host locally using kubernetes or not, using the
    # NodePort feature of kubernetes. If set to false, the ports will
    # not be forwarded. In production, this should be false and you are responsible
    # for forwarding the ports with your own ingress, gateway or load balancer.
    # In `v6 dev`, this is also set to false as ports are forwarded by devspace.
    forward_ports: true
    # If forward_ports is true, this is the port that will be exposed on the host.
    local_hub_port_to_expose: 30761
    # And these ports will be exposed for the UI and prometheus (if enabled).
    local_ui_port_to_expose: 30760
    local_prometheus_port_to_expose: 30763

  # Additional debug flags
  debug:
    # Set to `true` to enable debug mode for the socketio server
    socketio: false

    # Set to `true` to enable debug mode in the Flask app
    flask: false

ui:

  # The image used to start the UI
  image: ghcr.io/vantage6/infrastructure/ui:latest
  # Node image pull policy. Possible values are: Always (default), IfNotPresent, Never
  imagePullPolicy: Always
  # Service port for the UI
  port: 7600
  # keycloak settings
  keycloak:
    realm: vantage6
    client: public_client
    publicUrl: http://localhost:7680

  # Allowed algorithm stores for Bearer token inclusion (comma-separated URLs)
  # Use "*" to allow all stores (less secure) or specify specific URLs, e.g.
  # allowedAlgorithmStores: "http://localhost:7602 https://store.uluru.vantage6.ai".
  # If you don't want to run tasks via the UI, you can also set this to an empty string
  # for the strictest CSP policy.
  allowedAlgorithmStores: "*"
  # Community algorithm store URL.
  communityStoreUrl: https://store.uluru.vantage6.ai
  # Community algorithm store API path
  communityStoreApiPath: /api

rabbitmq:
  # The image of the RabbitMQ server
  image:
    repository: rabbitmq
    tag: 3-management

  # The username of the RabbitMQ server
  username: rabbitmquser

  # The password of the RabbitMQ server
  password: rabbitmquserpassword

  # The vhost of the RabbitMQ server
  vhost: /vantage6

database:

  # whether or not to use an external database
  external: false

  # The URI of the external database. Only used if `external` is set to true.
  uri: postgresql://vantage6:vantage6@localhost:5432/vantage6

  # The image of the database
  image:
    repository: postgres
    tag: 13

  # The username of the database
  username: vantage6

  # The password of the database
  password: vantage6

  # The name of the database
  name: vantage6

  # Path on the host machine where the database is stored
  volumePath: /mnt/data_server

  # The name of the k8s node where the server is running
  k8sNodeName: docker-desktop

# Settings for enabling monitoring of vantage6 nodes resource usage (e.g. CPU, memory).
# This is done using Prometheus. There are two components to this:
# 1. The Prometheus exporter (running as part of vantage6 HQ), which collects
#    the metrics from the nodes.
# 2. The Prometheus server (running as a separate service), which scrapes the
#     metrics exposed by the Prometheus exporter and stores them.
prometheus:
  # Set to true to enable Prometheus reporting. Default is false. Note that nodes need
  # to be configured to report metrics to the server to be useful.
  enabled: false

  # **The settings below are only used if enabled is true**
  # The port on which the Prometheus exporter will be available.
  exporter_port: 7603
  # image to use for the Prometheus server.
  image: prom/prometheus:latest
  # The size of the storage for the Prometheus server.
  storageSize: 2Gi
  # The kubernetes storage class to use for the Prometheus server.
  storageClass: local-storage
  # The host path for storing the Prometheus server data.
  volumeHostPath: /var/lib/prometheus






Where is my configuration file?

To see where your configuration file is located, you can use the following
command

v6 hq files






Warning

This command will only work for if HQ has been deployed using the v6 commands.



The directory where to store the configuration file depends on your
operating system (OS). It is possible to store the configuration file at
system or at user level. At the user level, configuration files are only
available for your user. By default, HQ configuration files are stored at
system level - except if you have created a sandbox environment using the
v6 sandbox commands.

The default directories per OS are as follows:



	OS

	System

	User





	Windows

	C:\ProgramData\vantage\hq

	C:\Users\<user>\AppData\Local\vantage\hq



	MacOS

	/Library/Application/Support/vantage6/hq

	/Users/<user>/Library/Application Support/vantage6/hq



	Linux

	/etc/xdg/vantage6/hq/

	/home/<user>/.config/vantage6/hq/







Warning

The command v6 hq looks in certain directories by default. It is
possible to use any directory and specify the location with the --config
flag. However, note that using a different directory requires you to specify
the --config flag every time!

Similarly, you can put your HQ configuration file in the user folder
by using the --user flag. Note that in that case, you have to specify
the --user flag for all v6 hq commands.






Permission management

Almost everything in vantage6 HQ is under role-based access control: not
everyone is allowed to access everything.

There are three types of entities that can attempt to use vantage6 HQ: users,
nodes and algorithm containers. Not every resource is available to all three
entities. For example, only users can create new users or
organizations, and only nodes are allowed to update the results of a task
(the algorithm itself cannot do this as it exits when it finishes, and users
are not allowed to meddle with results).

The fact that users are allowed to create new organizations, does not mean that
all users are allowed to do so. There are permission rules that determine what
every user is allowed to do. These rules are assigned to a user by another user.
A user that creates a new user is never allowed to give the new user more
permissions than they have themselves.

Nodes and algorithm containers all have the same permissions, but for specific
situations there are specific checks. For instance, nodes are only allowed to
update their own results, and not those of other nodes.

The following rules are defined:


[image: Rule overview]

Fig. 3.1 The rules that are available per resource, scope, and operation. For example,
the first rule with resource ‘User’, scope ‘Own’ and operation ‘View’ will
allow a user to view their own user details. Note that this figure may become
outdated - however, the principles remain the same.



The rules have an operation, a scope, and a resource that they work on. For
instance, a rule with operation ‘View’, scope ‘Organization’ and resource
‘Task’, will allow a user to view all tasks of their own organization.

There are six operations (view, edit, create, delete, send and receive). The
first four correspond to GET, PATCH, CREATE and DELETE requests, respectively.
The last two allow users to send and receive data via socket events.
For example, sending events would allow them to kill tasks that are running on
a node.

The scopes are:


	Global: all resources of all organizations


	Organization: resources of the user’s own organization


	Collaboration: resources of all organizations that the user’s organization is
in a collaboration with


	Own: these are specific to the user endpoint. Permits a user to see/edit their
own user, but not others within the organization.




A user may be assigned anywhere between zero and all of the rules.


Note

When you create a new hub, the first time it is started, a new user ‘admin’
is created that has all permissions. This user should be used to create
the first users and organizations.



To make it easier to assign permissions to users, there are roles. A role is
simply a set of rules. When a user is assigned a role, they are assigned all
the rules that are part of that role.

The permission structure of vantage6 allows for a lot of flexibility. However,
especially for beginning users, it can be a bit daunting to set up all the
permissions. Therefore, there are some default roles that can be used to quickly
set up a hub. These roles are, in descending order of permissions:


	Root: all permissions


	Collaboration Admin: can do almost everything for all organizations in
collaborations that they are a member of, e.g. create new users but not
delete the entire collaboration


	Organization Admin: can manage users, roles, and nodes in their own
organization, and view organization resources


	Researcher: can view the organization’s resources and create tasks


	Viewer: can only view the organization’s resources




We do recommend that you review the permissions of these roles before using them
in your own project.
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Authentication service

The authentication service is responsible for authenticating users and nodes. It uses
the popular Keycloak [https://www.keycloak.org/] service to handle authentication
within the vantage6 infrastructure. Vantage6 uses Keycloak because it is a mature
and well-supported authentication service that is easy to deploy, customize and
integrate with existing authentication services.


Configure

The Keycloak operator requires a YAML file to configure the Keycloak instance. This file
is generated by the v6 hub new command.

Below, we list all possible configuration options. You can download this file here:
auth_config.yaml

keycloak:
  # Whether the Keycloak is deployed standalone or as part of a vantage6 hub.
  standalone: false

  # Specify the version of the Keycloak Operator to use.
  operatorVersion: "26.0.0"

  # Specify the number of Keycloak instances to deploy.
  instances: 1

  # Whether to use production settings. Note that this setting impacts many settings.
  # In case it is false, this causes users and secrets to be set to simple, non-secure
  # (initial) values. Always set this to true in production environments.
  production: true

  # TLS settings - should be enabled for production environments.
  tls:
    enabled: true
    autoGenerated: true

  # Set the username and password for the Keycloak admin. This user is created when
  # Keycloak is initialized and can be used to login to the Keycloak admin UI and
  # manage Keycloak settings.
  auth:
    # For production environments, we recommend storing the admin password in a secret
    # (which MUST contain the 'username' and 'password' keys).
    adminUserSecret: admin-user-secret
    # For development environments, you can set the username and password directly:
    # adminUser: admin
    # adminPassword: admin

  # Development settings - only needed for development environments.
  dev:
    # Whether to forward ports to the host machine. Necessary for sandbox environments.
    forward_ports: true
    # The port on the host machine to expose the Keycloak authentication service to
    # for sandbox environments.
    local_auth_port_to_expose: 30764

  # Ensure that the auth pod has enough resources to run. The default values are enough
  # in most cases, but for a larger environment, you might need to increase the limits.
  resources:
    limits:
      memory: 2Gi
      cpu: 1000m
    requests:
      memory: 1Gi
      cpu: 500m

  # The following configuration initializes the Keycloak realm upon startup. Doing so
  # ensures that Keycloak is ready to be used by vantage6 services.
  realmImport:
    enabled: true

    # Keycloak realm name. If used as not standalone, not that this overwrites the
    # global hub setting.
    realm: vantage6

    # access token lifespan in seconds
    accessTokenLifespan: 300

    # sso session idle timeout in seconds. This is the time before the refresh token
    # expires. With default settings, this value controls the time before the refresh
    # token expires. If set to a value greater than 3600 seconds, you should also set
    # ssoSessionMaxLifespan and/or clientSessionIdleTimeout and/or clientSessionMaxLifespan
    # to higher values to effectively lengthen the session.
    ssoSessionIdleTimeout: 1800

    # password policy configuration. If you prefer not to have a password policy,
    # you can set this to an empty string. In production we recommend a strong policy.
    passwordPolicy: "length(8) and upperCase(1) and lowerCase(1) and digits(1) and specialChars(1)"

    # Allow users to reset their password via email.
    resetPasswordAllowed: false

    # Brute force protection settings.
    # - bruteForceProtected: enable brute force protection
    # - permanentLockout: whether to lock out a user permanently after a certain number
    #   of failed login attempts.
    # - failureFactor: the number of failed login attempts before a user is locked out.
    bruteForceProtected: true
    permanentLockout: false
    failureFactor: 5

    # Define the vantage6 admin user. This user will be created in the realm.
    admin:
      username: admin
      # In production, use a strong password here.
      password: Admin123!

    # Whether to verify email on first login. This should only be enabled if an SMTP
    # server is configured to send emails.
    verifyEmail: true

    # Whether to require users to update their password on first login.
    passwordUpdateRequired: true

    # Public client configuration. The public client is used by users to authenticate
    # in the browser.
    publicClient:
      name: public_client
      # Redirect URIs are the URIs that Keycloak is allowed to redirect to after
      # authentication. This should normally be set to the UI URL. If you have
      # other applications that can use the vantage6 Keycloak instance, those should be
      # added as well.
      redirectUris:
        - "http://localhost:7600/*"

    # Secret used for the backend admin client. Note that if this is defined, it will
    # override the hub's global backend admin client secret.
    backend_client_secret: myadminclientsecret

    # SMTP server configuration. This is used to send emails to users.
    smtpServer:
      host: your-smtp-server-hostname.org
      port: 587                 # usually 587 for STARTTLS, 465 for SSL
      from: your-email-address@your-domain.com
      ssl: false                # true for SSL, false for STARTTLS
      starttls: true            # true for STARTTLS, false for SSL
      # Authentication settings - should usually be used, unless you are running tests
      # with a local SMTP server.
      auth: true
      authType: basic           # always use 'basic' for username and password
      user: your-username       # your username (often the same as the email address)
      password: your-password   # your password
      # Optional settings for the reply-to address.
      replyTo: reply-to-email-address@your-domain.com
      replyToDisplayName: display-name-for-reply-to

database:
  # For production environments, we recommend using an external database.
  external: true

  # Hostname and port of the external database, required if external is set to true.
  host: your-database-hostname.org
  port: 5432

  # Credentials and database name.
  username: keycloak
  password: keycloak
  name: keycloak

  # Development settings - only used if external is set to false.
  # Specify the image to use for the database.
  # image:
  #   repository: postgres
  #   tag: "13"
  # Specify the path to the volume where the database is stored.
  # volumePath: /mnt/data_auth
  # Specify the name of the k8s node where the database is running.
  # k8sNodeName: docker-desktop
  # Specify the storage class to use for the database.
  # storageClass: local-storage







Customize

The number of configuration options in Keycloak is enormous. The vantage6 helm chart
intends to provide a way to deploy a Keycloak instance that is both adapted to the
vantage6 infrastructure and secure by default. To support all the Keycloak configuration
options is not in scope of this project. However, you can customize your Keycloak
deployment further by logging in to the Keycloak admin console, or by using the Keycloak
CLI or API.

You can login to the Keycloak admin console by opening a browser and navigating to
the address where you deployed the Keycloak service. For sandbox environments, this
will be http://localhost:30764. For production environments, this will be the
address of the Keycloak service in your Kubernetes cluster. You can login with the
Keycloak admin credentials - see where these are configured in the admin section of
the configuration file above.

Once you are logged in, you customize your Keycloak deployment in any way you want. Take
care that you don’t overwrite the vantage6-specific configuration, such as the backend
client, as this may cause issues in communicating with vantage6 HQ and store.


Note

With keycloak, it is also possible to use another identity provider. For instance,
you could configure a Microsoft or Google login page. It is also possible to
configure your own Keycloak instance and link it to the vantage6 keycloak service.





Install and use

Once you have configured Keycloak, you can start it in a similar way to the other
components. You can start it with the following command:

v6 auth start





Or you can start it as part of the hub:

v6 hub start





The Helm chart for the Keycloak authentication service is based on the
Keycloak Operator [https://www.keycloak.org/operator/installation], which is
Keycloak’s recommended way to deploy Keycloak in a Kubernetes cluster.
The first time you start the authentication service, it will install the Keycloak
Operator automatically. The custom resource definitions (CRDs) for the Keycloak Operator
are downloaded and installed in your Kubernetes cluster. These custom Kubernetes
resources specify how your Kubernetes service should deploy Keycloak.

If you prefer to install the CRDs yourself (and not as part of the v6 auth start
command), you can install them using the following command:

v6 auth install-keycloak
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Store

The vantage6 store is a component that stores the algorithms that can be used by the
nodes. This allows the user to easily find the algorithm they need, and know how to
use it.

There is a community algorithm store hosted at
https://store.uluru.vantage6.ai.
This store is maintained by the vantage6 community and allows you to easily reuse
algorithms developed by others. You can also create your own algorithm store. This
allows you to create a private algorithm store, which is only available to your own
collaborations.

If you would like to contribute to the community store, you should first check the
production-ready algorithm guidelines [https://docs.vantage6.ai/en/main/algorithms/review_guidelines.html]
to see if you meet the requirements. If you do, you can send an email to
Frank Martin or Bart van Beusekom to acquire an account and upload your algorithm. The algorithm
will go through a review process before it is added to the community store.


Linking algorithm store to HQ

Algorithm stores can be linked to a vantage6 HQ or to a specific collaboration on an
HQ. That way, the algorithms in the store become easily available to the users - either
to all users registered on that HQ, or to all users in the specific collaboration.

Users can link algorithm stores to a collaboration if they have permission to modify
that collaboration. Algorithm stores can only be linked to an HQ by users that have
permission to modify all collaborations on the HQ. To link an algorithm store, go to
the collaboration settings page on the UI or use the Python client function
client.store.create().



Configuration options

The algorithm store requires a configuration file to run. This is a yaml file with
a specific format.

The next sections describes how to configure the algorithm store. It first provides a few
quick answers on setting up your store, then shows an example of all configuration file
options, and finally explains where your configuration files are stored.


How to create a configuration file

The easiest way to create an initial configuration file is via:
v6 algorithm-store new. This allows you to configure the
basic settings. For more advanced configuration options, which are listed below,
you can view the example configuration file.



Where is my configuration file?

To see where your configuration file is located, you can use the following
command

v6 algorithm-store files






Warning

This command will only work for if the algorithm store has been deployed
using the v6 commands.

Also, note that on local deployments you may need to specify the
--user flag if you put your configuration file in the
user folder.



You can also create and edit this file manually.



All configuration options

The following configuration file is an example that intends to list all possible
configuration options.

You can download this file here: algorithm_store_config.yaml

# The namespace in which the algorithm store is deployed. By default, the namespace is
# set to Release.Namespace (which is vantage6 by default).
namespace: vantage6-store

store:

  # Whether the algorithm store is deployed standalone or as part of a vantage6 hub.
  standalone: false

  # Human readable description of the algorithm store instance. This is to help
  # your peers to identify the store
  description: Vantage algorithm store version 5

  # The number of replicas of the algorithm store. By default, the number of replicas is
  # set to 1.
  replications: 1

  # API path prefix. Store may be reached at https://mystore.org/<api_path>/<endpoint>.
  api_path: /store

  # The image used to start the algorithm store.
  image: ghcr.io/vantage6/infrastructure/algorithm-store:latest
  # Node image pull policy. Possible values are: Always (default), IfNotPresent, Never
  imagePullPolicy: Always

  # The internal port on the container pod that the store runs on
  internal:
    port: 7602

  # The port to expose the store on in the cluster
  port: 7602

  # Keycloak configuration. Values here override the global Keycloak settings
  # in the hub configuration (`global.keycloak`) for the algorithm store.
  keycloak:
    url: https://my-vantage6-auth.org
    realm: vantage6
    adminUsername: admin
    adminPassword: admin
    adminClient: backend-admin-client
    adminClientSecret: myadminclientsecret

  # The URI of the vantage6 HQ that provides the admin user that will be admin
  # user in the store on startup. Note that if set, this overrides the global HQ address
  # in the hub configuration
  vantage6HQUri: https://my_hq.org/my_api_path

  policies:
    # Set who is allowed to view the algorithms in the store. Possible values are:
    # - "public": everyone can view the algorithms
    # - "authenticated": users with a token valid for this store can view the algorithms
    # - "private": only users with explicit permission in the algorithm store can view
    #   the algorithms
    algorithmView: public

    # Set the minimum number of reviewers that need to approve an algorithm before it
    # is available in the store. In case this number is lower than
    # min_reviewing_organizations, the min_reviewing_organizations still has to be met
    # to proceed with the review process.
    minReviewers: 2

    # Define whether or not developers are able to assign reviewers to their own
    # algorithms.
    assignReviewOwnAlgorithm: false

    # Define the minimum amount of organizations that must be involved in the review
    # process.
    minReviewingOrganizations: 2

    # Specify the users that are allowed to review algorithms. This is a list of
    # usernames that identify unique users. This policy works in combination with the
    # permission system. If this policy is not set, all users with the right permissions
    # are allowed to review algorithms.
    allowedReviewers:
      - some_username

    # Specify the users that are allowed to assign reviews. This is a list of usernames
    # that identify unique users. This policy works in combination with the permission
    # system. If this policy is not set, all users with the right permissions are
    # allowed to assign reviews.
    allowedReviewAssigners:
      - some_username

  # set up with which origins the store should allow CORS requests. The default
  # is to allow all origins. If you want to restrict this, you can specify a list
  # of origins here. Below are examples to allow requests from the Uluru UI, and
  # port 7600 on localhost. Usually, only the UI needs to access the store.
  cors_allowed_origins:
    - https://portal.uluru.vantage6.ai
    - http://localhost:7600

  # Credentials used to login to private Docker registries. These credentials are used
  # to e.g. find the digests of the algorithm.
  private_docker_registries:
    - registry: docker-registry.org
      username: docker-registry-user
      password: docker-registry-password

  # development mode settings. Only use when running both the algorithm store and
  # the HQ that it communicates with locally
  dev:
    # Specify the URI to the host. This is used to generate the correct URIs to
    # communicate with HQ. On Windows and Mac, when using Docker Desktop, you
    # can use the special hostname `host.docker.internal` to refer to the host machine.
    # On Linux, you should normally use http://172.17.0.1.
    host_uri: http://host.docker.internal

    # disable review process - all submitted algorithms are automatically accepted, which
    # can be useful while developing algorithms locally. By default, the review process
    # is enabled.
    disable_review: false

    # Define whether or not developers are able to review their own algorithms. For
    # production, this is not recommended, but it can facilitate development. By default,
    # this is disabled.
    review_own_algorithm: false

    # Whether to forward ports to host locally using kubernetes or not, using the
    # NodePort feature of kubernetes. If set to false, the ports will
    # not be forwarded. In production, this should be false and you are responsible
    # for forwarding the ports with your own ingress, gateway or load balancer.
    # In `v6 dev`, this is also set to false as ports are forwarded by devspace.
    forward_ports: true
    # If forward_ports is true, this is the port that will be exposed on the host.
    local_port_to_expose: 30762

  logging:
    # Controls the logging output level. Could be one of the following
    # levels: CRITICAL, ERROR, WARNING, INFO, DEBUG, NOTSET
    level: DEBUG

    # Location to the log file
    file: store.log

    # Size in kb of a single log file
    max_size: 1024
    use_console: true

    # Date format for the log file
    datefmt: "%Y-%m-%d %H:%M:%S"

    # Format for the log file
    format: "%(asctime)s - %(name)-14s - %(levelname)-8s - %(message)s"

    # Storage configuration for logs. Storage size is set to 128M by default,
    # and storage class is k8s storage class that is used.
    storageSize: "128M"
    storageClass: "local-storage"

    # Host path for storing the logs (required for local-storage PV)
    volumeHostPath: "/var/log/vantage6-store"

    # Maximum number of log files to keep. Log files are rotated when the size of the
    # current log file exceeds `max_size`.
    backup_count: 5

    # Loggers to include in the log file
    loggers:
    - level: warning
      name: urllib3
    - level: warning
      name: socketIO-client
    - level: warning
      name: socketio.server
    - level: warning
      name: engineio.server
    - level: warning
      name: sqlalchemy.engine

database:
  # whether or not to use an external database
  external: false

  # the URI of the external database. Only used if external is set to true.
  uri: postgres://vantage6:vantage6@localhost:5432/vantage6

  # The image of the database. Should only be set if external is set to false.
  image:
    repository: postgres
    tag: 13

  # The username of the database. Should only be set if external is set to false.
  username: vantage6

  # The password of the database. Should only be set if external is set to false.
  password: vantage6

  # The name of the database. Should only be set if external is set to false.
  name: vantage6

  # Hostpath of the database mount. Only used if external is set to false.
  volumePath: /mnt/data_store

  # The name of the k8s node where the database is running
  k8sNodeName: docker-desktop







Configuration file location

The directory where to store the configuration file depends on your
operating system (OS). It is possible to store the configuration file at
system or at user level. At the user level, configuration files are only
available for your user. By default, algorithm store configuration files are
stored at system level - except if you have created a sandbox environment using the
v6 sandbox commands.

The default directories per OS are as follows:



	OS

	System

	User





	Windows

	C:\ProgramData\vantage\algorithm-store

	C:\Users\<user>\AppData\Local\vantage\algorithm-store



	MacOS

	/Library/Application/Support/vantage6/algorithm-store

	/Users/<user>/Library/Application Support/vantage6/algorithm-store



	Linux

	/etc/xdg/vantage6/algorithm-store/

	/home/<user>/.config/vantage6/algorithm-store/







Warning

The command v6 algorithm-store looks in certain directories by default. It is
possible to use any directory and specify the location with the --config
flag. However, note that using a different directory requires you to specify
the --config flag every time!

Similarly, you can put your algorithm store configuration file in the user folder
by using the --user flag. Note that in that case, you have to specify
the --user flag for all v6 algorithm-store commands.






Permissions


Policies

Algorithm store policies are defined by the algorithm store administrator in the
configuration file and determine
the general permission and access rules for the algorithm store. Arguably, the most
important policy is who is allowed to view the algorithms in the store. For the
community store, this is set to public, meaning that anyone can view the algorithms. For
a private store, this can be set to private, meaning that only authorized users can
view the algorithms.

Other examples of algorithm store policies are e.g. setting how many reviewers
are required to approve an algorithm, or whether algorithm reviewers should be from a
different organization as the algorithm developer or not.



Permission management

Apart from the policies, there are also access rules at the user level. Rules are used
to determine the actions that a user is allowed to take in the algorithm store.

In order to perform operations in the algorithm store, a user must be registered in the
algorithm store and must be authenticated. Then, rules can be assigned to the user to
give them the necessary permissions.

Just like in the vantage6 HQ, in the algorithm store rules are used to allow or
prevent a user from performing an operation. An operation is an action that can be
performed on a resource of the algorithm store. The following operations are defined:


	Create


	Delete


	Edit


	View




These operations can be performed on the available resources according to the following schema:










	Resource

	View

	Create

	Edit

	Delete



	Algorithm

	✅

	✅

	✅

	✅



	User

	✅

	✅

	✅

	✅



	Role

	✅

	✅

	✅

	✅



	Review

	✅

	✅

	✅

	✅






Rules can be assigned to a user by another user who has at least the same permission level
as the rules assigned. Single rules can be assigned, but default combinations of rules
are available, as roles. The following default roles available in the algorithms store:


	Root: Has all permissions.


	Developer: Can submit new algorithms to the store and edit them before they are
reviewed.


	Algorithm Manager: Can assign reviewers to new algorithms, and manage
algorithms. Whenever a new algorithm is submitted, users with permission to register
new reviews are alerted, so users with this role as well as the root role will be
alerted to assign reviewers (if an email server has been set up).


	Reviewer: Can approve or reject algorithms that they have been requested to
review.


	Viewer: Can view all resources in the store.


	Store Manager: Can manage the store’s users and their permissions.




Note that all default roles have permission to view all resources. To give an example,
the permissions of a reviewer are shown below.










	Resource

	View

	Create

	Edit

	Delete



	Algorithm

	✅

	❌

	❌

	❌



	User

	✅

	❌

	❌

	❌



	Role

	✅

	❌

	❌

	❌



	Review

	✅

	❌

	✅

	❌









Store processes

The algorithm store manages the lifecycle of vantage6 algorithms, from its initial
submission by the algorithm developer to the running of the algorithm and finally its
replacement by a newer version. Here, we give an overview of these processes.


Algorithm submission

The first step in the lifecycle of an algorithm is its submission to the algorithm store.
An algorithm developer can do this via the algorithm store section of the UI or by using
the Python client’s command client.algorithm.create(). The algorithm developer needs
to provide data such as a name, description, where to find the code and the algorithm
image, and which functions the algorithm provides and how to call them.

Each function of the algorithm is described, apart from its name and description, by the
following fields:


	Parameters: A list of parameters that the function expects. Each parameter has a
name, a description, and a type. For example, if you want to compute an average, a
parameter could be a column name. Apart from standard data types like integers,
strings and booleans, vantage6 also supports organizations and columns as parameter
types. When using these types, the user interface knows to show a dropdown with the
available organizations or columns.


	Databases: A list of databases that the function expects. Most algorithms use a
single database, but some algorithms might need multiple databases (e.g. one with
patient data and another with population data). Each database has a name
and a description. The user interface will show a dropdown with the available databases
when the user needs to select a database.


	Visualizations: A list of visualizations that the function can produce. Each
visualization has a name, a description, and a type. When viewing the results of an
algorithm run in the UI, the UI will attempt to plot the results if a visualization
is available. Depending on the visualization type, additional data might be required.
For instance, for a line graph, the algorithm developer can set the x-axis and y-axis
columns that should be visualized.




Note that there is a utility command in the CLI v6 algorithm generate-store-json that
can be used to generate a JSON file that can be used to import the algorithm into the
store. This is easier than manually submitting the algorithm, but to be most useful, it
requires you to have proper docstrings in your algorithm code.



Algorithm review

After an algorithm is submitted, it needs to undergo a review process. At this point, a
store manager will assign reviewers for this particular algorithm.
Reviewers are recommended to assess the algorithm using the
algorithm-review-checklist. The reviewers can then view the algorithm and
provide feedback. If the algorithm is approved, it will be easily runnable by
researchers using the UI. While the algorithm is under review, it is not yet
available for running tasks via the UI. If any of the reviewers rejects the algorithm,
or the store manager does not assign reviewers, the algorithm will not become available.
Note that an algorithm may still be run via the
Python client, but a node configured to allow only algorithms from a certain algorithm
store will not accept algorithms that are not yet approved in that store.

The reviewer can provide comments to the developer when rejecting an algorithm. If
the algorithm is rejected, the process is repeated as soon as the developer
submits an improved version of the algorithm.

If your algorithm store has been configured with an email SMTP server, emails will be sent
all along the process to alert users that, for instance, their review is requested.

Regularly, a developer has submitted an update to an algorithm that was already
approved. In such cases, when the changes are approved, the algorithm store will
invalidate the previous version of the algorithm. This means that the previous version
can then no longer be used to run tasks.

At any point, the store manager can also invalidate an approved algorithm without
replacing it with a new version. This is a safeguard to
ascertain that algorithms can quickly be removed from the store if necessary.

Everyone involved in the process (developers, store manager, reviewers, and
researchers) can only execute their actions after logging into vantage6. Note that one
user may fulfill several roles: a store
manager may also be an algorithm reviewer. There are however some restrictions,
that can be set up in the algorithm store policies.




Recommended algorithm store policies

Setting up an algorithm store is useful to collect all algorithms that are
relevant to your project. By having an algorithm store, you can choose to only make
algorithms from this store available to the researchers in your project.

The algorithm store allows for the definition of several policies around
algorithm review. The following policies are recommended when using the algorithm on
sensitive data:


	Each algorithm must be reviewed by at least two reviewers.


	The reviewers must not be involved in the development of the algorithm.


	At least one reviewer is a member of a different organization than the
developer.


	If the developer also has the store manager role, they should not be allowed to
assign reviews for their own algorithms.


	If a store manager also has the reviewer role, they may be allowed to assign
themselves as a reviewer.




To ascertain that these policies are followed, they can be enforced by the
algorithm store wherever possible. For instance, if an algorithm
must be reviewed by at least two reviewers, an algorithm will simply not become
available when just a single reviewer approves the algorithm. However, not all
policies can be fully enforced from the software: if developers A and B
collaborate on an algorithm, and A submits it, the algorithm store does not know
that B was involved in developing the algorithm, so it will not be able to
prevent assignment of B as a reviewer.

Together, the recommended policies ensure that at least three authenticated
researchers (a developer and two reviewers) of at least two different institutes
in your project must be involved to approve an algorithm. By involving three trusted
researchers in the process, the risk of approving an inadequate algorithm is minimized.


Note

The policies above could be implemented in the algorithm store configuration file
as follows:

policies:
    min_reviewers: 2
    assign_review_own_algorithm: false
    min_reviewing_organizations: 2
    # ... <other policies>





See the algorithm store configuration file
section for more details on the available policies.
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UI

This section describes the UI component of the vantage6 hub.


User Interface

The User Interface (UI) is a web application that makes it easier for your
users to interact with the vantage6 hub. The UI is deployed together with HQ, since it
is tightly coupled to it.
The Kubernetes services that deploy the UI are part of the HQ Helm chart. Hence,
you merely need to start HQ and the UI will be started automatically.

Settings for the UI are also included as part of the HQ configuration file - see the
UI part of the HQ configuration file for more details.
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Image registry

The image registry is a service that allows you to store and retrieve images.


Docker registry

A Docker registry or repository provides storage and versioning for Docker
images. Installing a private Docker registry is useful if you don’t want to
share your algorithms. Also, a private registry may have security benefits,
for example, you can scan your images for vulnerabilities and you can limit
the range of IP addresses that the node may access to the vantage6 hub and the
private registry.


Note

If you use your own registry, make sure that it conforms to the
OCI distribution specification [https://distribution.github.io/distribution/spec/api/].
This specification is supported by all major container registry providers, such
as Docker Hub, Harbor, Azure Container Registry and Github container registry.



The image registry is not really a part of the vantage6 infrastructure. You should
install and configure your own image registry, depending on your needs. Below, we list
some of the most popular image registries that we recommend.


Github Container Registry

Github Container Registry is a private registry that is provided by Github. It is a
turn-key solution for hosting your own Docker images. It is free to use (at time of
writing) and links to your Github repository. We use it to host the main vantage6
images.



Harbor

Another solution for hosting a Docker registry is
Harbor [https://goharbor.io]. Harbor provides access control, a user
interface and automated scanning on vulnerabilities. This setup is more complex, but it
offers more features.



Docker Hub

Docker itself provides a registry as a turn-key solution on Docker Hub.
Instructions for setting it up can be found here:
https://hub.docker.com/_/registry.

Note that some features of vantage6, such as timestamp based retrieval of the
newest image, or multi-arch images, are not supported by the Docker Hub
registry.


Note

If you are using a private docker registry, your nodes need to login to it in order
to be able to retrieve the algorithms. You can do this by adding the following
to the node configuration file:

private_docker_registries:
  - registry: docker-registry.org
    username: docker-registry-user
    password: docker-registry-password












            

          

      

      

    

  

  
    
    

    Mailserver
    

    
 
  

    
      
          
            
  
Mailserver

Some features of the vantage6 hub use an SMTP server to send emails. For example,
the authentication service can send an email to a user when they lost their password, or
the algorithm store can send an email to alert someone that an algorithm review is
requested from them. Check out the example configuration files of the Authentication
and algorithm store to see how to configure the SMTP server.

You need to set up the SMTP server yourself. There are many SMTP servers available, and
we will not go into detail here. Just remember that you need to configure the vantage6
hub to use your SMTP server (see hq-config-file-structure).


Note

We would like to add recommendations and installation instructions for SMTP servers
here. Feel free to contribute!
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Message broker

The RabbitMQ message broker [https://https://www.rabbitmq.com/] is important if your
HQ has a high workload.

It is required to enable horizontal scaling of vantage6 HQ.
By horizontal scaling, we mean that you can run multiple instances of the
vantage6 HQ simultaneously to handle a high workload. This is useful when a
single machine running HQ is no longer sufficient to handle all
requests.

Below, we will first explain how RabbitMQ is used within vantage6, and then discuss how
you can deploy it.


How it works

In vantage6, a websocket connection between HQ and nodes is used to process various
changes in the network’s state. For example, a node can create a new (sub)task
for the other nodes in the collaboration. HQ then communicates these
tasks via the socket connection. Now, if we use multiple instances of
HQ, different nodes in the same collaboration may connect to
different instances, and then, HQ would not be able to deliver the new
task properly. This is where RabbitMQ comes in.

When RabbitMQ is enabled, the websocket messages are directed via the RabbitMQ
message queue, and delivered to the nodes regardless of which HQ instance
they are connected to. The RabbitMQ service thus helps to ensure that all
websocket events are still communicated properly to all involved parties.


Deploy

Deployment of RabbitMQ is straightforward: you merely need to start your vantage6 HQ
and RabbitMQ will be started automatically, as it is part of the HQ Helm chart.

You can configure your RabbitMQ instance by editing the RabbitMQ section of the
HQ configuration file.
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Azure Blob Storage

For algorithms that require large input arguments or output results, the default relational
database is not well suited. Azure blob storage can be used
instead. In this case, references to the input arguments and output results will be stored
in the database, whereas the actual data is stored in Azure Blob Storage [https://azure.microsoft.com/en-us/products/storage/blobs].

See Configure for more details on the configuration,
and Blob Storage for more information. Note that you need to create an Azure
Blob Storage service from Azure - this cannot be done from vantage6.
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Prometheus

The Prometheus [https://prometheus.io/] component is responsible for collecting
metrics from the vantage6 nodes. The node collects metrics such as CPU usage, memory
usage, system load, etc., and sends them to vantage6 HQ over the
socket connection. At vantage6 HQ, a Prometheus exporter is running
that exposes the metrics to Prometheus.


How to use

To use Prometheus, you only need to configure vantage6 HQ and the nodes correctly.

You can configure the server correctly by configuring the prometheus section of the
HQ configuration file. An example is included in the HQ configuration file
here. When this is configured correctly, an HQ deployment
will automatically start a Prometheus server that scrapes the metrics from the nodes.

The nodes then need to be configured such that they allow sending metrics to HQ. To
enable this, check out the prometheus section of the
node configuration file. It is not problematic if only
part of the nodes allow sending metrics to HQ - then you will simply see the metrics
for fewer nodes.
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3.4.2. Requirements


Note

The requirements for the hub are very similar to the
node requirements.



Below are the minimal requirements for vantage6 infrastructure components. Note
that these are recommendations: it may also work on other
hardware, operating systems, versions of Python etc. (but they are not tested
as much).

Hardware


	x86 CPU architecture + virtualization enabled


	4 GB memory (minimum)


	50GB+ storage


	Stable and fast (1 Mbps+ internet connection)




Note that the IP addresses of hub components should also be reachable by all users and nodes. This usually means there should be one or more public IP addresses.

Software


	Operating system: Ubuntu 20.04+ 


	Python v3.13


	Helm


	A Kubernetes environment (e.g. Microk8s, Docker Desktop, Kubernetes Cluster)




Below, we provide more details on the software requirements.


Note

Ubuntu is highly recommended as operating system. It is possible to run a
vantage6 hub for development on Windows or MacOS, but for production purposes we
recommend using Ubuntu.




Python

Installation of any of the vantage6 packages requires Python 3.13.
For installation instructions, see python.org [https://python.org] or use the
package manager native to your OS and/or distribution.


Note

We recommend you install vantage6 in a new, clean Python environment.

Higher versions of Python (3.14+) will most likely also work, as might lower
versions. However, we develop and test vantage6 on version 3.13, so that is the
best choice.




Warning

Note that Python 3.13 is only used in vantage6 v5.0.0 and higher. In lower versions,
Python 3.10 is required. Before vantage6 v3.8.0, Python 3.7 was used.





Kubernetes environment

A Kubernetes environment is required to run the vantage6 infrastructure. For development
environments, we recommend using Microk8s or Docker Desktop. For production environments,
we recommend using a Kubernetes cluster, or microk8s on a VM. Here are some details on
the different options:


	Microk8s: For Ubuntu, we recommend installing
Microk8s [https://microk8s.io/docs/getting-started], which is a lightweight
Kubernetes distribution that is easy to install and use. We recommend using this for
development environments as well as for deploying nodes. Deploying the central hub
components (HQ, auth, algorithm store) is also possible with Microk8s, but usually
it would be preferable to use a Kubernetes cluster, e.g for easier scaling.


	Docker Desktop: If you are using Docker Desktop, you can simply
switch on Kubernetes [https://docs.docker.com/desktop/features/kubernetes/].
This is useful for development  environments. This is only recommended for development
environments.


	Kubernetes Cluster: For production environments, we recommend using a Kubernetes
cluster. There are numerous cloud providers that offer Kubernetes as a service. An
example is the Azure Kubernetes Service [https://azure.microsoft.com/en-us/products/kubernetes-service]
but there are many others, including those from
European providers [https://european-alternatives.eu/category/managed-kubernetes-services].





Note

To use vantage6, you also need to install kubectl. Usually, though, this comes
with your Kubernetes distribution. kubectl is a command line tool for
managing Kubernetes clusters. Vantage6 uses it to manage the vantage6 Kubernetes
resources.





Helm

Helm [https://helm.sh/docs/intro/install/] is a package manager for Kubernetes. It
is used to deploy and manage the Kubernetes resources for the vantage6 infrastructure.
The vantage6 infrastructure is available in several Helm charts. Therefore, you need
helm to deploy and manage the Kubernetes resources for the vantage6 infrastructure.
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3.4.3. Install


Local installation

To install the vantage6 hub, make sure you have met the
requirements. Then, we provide a command-line interface (CLI)
with which you can manage your hub. The CLI is a Python package that can be
installed using uv. We always recommend to install the CLI
in a virtual environment [https://docs.python.org/3/tutorial/venv.html],
for example using uv [https://docs.astral.sh/uv/].

Run this command to install the CLI in your environment:

uv pip install vantage6





Or if you want to install a specific version:

uv pip install vantage6==x.y.z





You can verify that the CLI has been installed by running the command
v6 --help. If that prints a list of commands, the installation is
completed.



Production installation

Check the deployment section for deployment examples.
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3.4.4. Use


Hub

You can manage the hub as a whole using the v6 hub command, and manage individual
components using their respective commands, i.e. v6 hq, v6 algorithm-store,
v6 auth.

To quickly set up a local environment, see the Quickstart section.


Production - Quick start

To create a new vantage6 hub, run the command below. A questionnaire will be started
that allows you to set up configuration files for the hub’s components, i.e. for HQ,
algorithm store, and authentication service.

v6 hub new





For more details, check out the hub-configure section.

To run a vantage6 hub, execute the command below.

v6 hub start --name <your_hub>





To show the current logs of the hub components, you can use the following commands:

v6 hq attach
v6 algorithm-store attach
v6 auth attach





Finally, a vantage6 hub can be stopped again with:

v6 hub stop --name <your_hub>







Available commands

The following commands are available for the hub as a whole. To see all the
options that are available per command use the --help flag,
e.g. v6 hub start --help.


Table 3.1 Available commands





	Command

	Description





	v6 hub new

	Create configuration files for all hub’s components



	v6 hub start

	Start the hub



	v6 hub stop

	Stop the hub









Managing individual components

The individual components of the hub can be managed separately. The separate commands
offer more options, since some actions cannot be performed on the hub as a whole. For
example, the attach command that shows the logs would be confusing if shown for all
components simultaneously.


Available commands

The commands v6 hq, v6 algorithm-store and v6 auth contain roughly the same
set of subcommands. Below, the commands they have in common are listed, as example for
HQ.


Table 3.2 Commands available for all hub components





	Command

	Description





	v6 hq start

	Start HQ



	v6 hq stop

	Stop HQ



	v6 hq files

	List the files that HQ is using



	v6 hq attach

	Show HQ’s logs in the current terminal



	v6 hq remove

	Remove the configuration files and data directories associated with HQ



	v6 hq list

	List the available HQ instances






There are also a few commands that are specific to a certain hub component. These are
listed below.


Table 3.3 Commands available only for specific hub components





	Command

	Description





	v6 hq import

	Import HQ entities such as organizations, users and collaborations



	v6 hq version

	Shows the HQ version.



	v6 algorithm-store version

	Shows the algorithm store version.



	v6 auth install-keycloak

	Installs custom Kubernetes resources required to run the authentication service.






To see all the options that are available per command use the --help flag, e.g.
v6 hq start --help.



Testing

You can test the infrastructure via the v6 sandbox and v6 test commands. The purpose of
v6 sandbox is to easily setup and run a test hub accompanied by N nodes locally
(default is 3 nodes). For example, if you have N = 10 datasets to test a particular
algorithm on, then you can spawn a hub and 10 nodes with a single command. By default,
the nodes are given access to a test dataset of olympic medal winners, containing data
on e.g. their age, height, length, weight, medal type and sport.

The v6 test command is used to run the v6-diagnostics algorithm [https://github.com/vantage6/v6-diagnostics].
You can run it on an existing network or create a v6 sandbox network and run the
test on that in one go.

You can view all available commands in the table below, or alternatively, use
v6 sandbox --help. By using --help with the individual commands (e.g.
v6 sandbox start --help), you can view more details on how to
execute them.



	Command

	Description





	v6 sandbox new

	Create a new network, and start it



	v6 sandbox start

	Start the network



	v6 sandbox stop

	Stop the network



	v6 sandbox remove

	Remove the network completely



	v6 test feature-test

	Run the feature-tester algorithm on an existing
network



	v6 test integration-test

	Create a dev network and run feature-tester on that
network






An overview of the tests that the v6-diagnostics algorithm [https://github.com/vantage6/v6-diagnostics]
runs is given below.


	Environment variables: Reports the environment variables that are set in the algorithm
container by the node instance. For example the location of the input,
token and output files.


	Input file: Reports the contents of the input file, usually the algorithm method
and its arguments. You can verify that the input
set by the client is actually received by the algorithm.


	Output file: Writes ‘test’ to the output file and reads it back.


	Token: Check that central compute tasks receive a token through the environment
variables.


	Local proxy: Sends a request to the local proxy. The local proxy is used to reach
HQ from the algorithm container. This is needed as parent containers
need to be able to create child containers (=subtasks). The local proxy also
handles encryption/decryption of the algorithm arguments and results as the algorithm
container is not allowed to know the private key.


	Subtask creation: Creates a subtask (using the local proxy) and waits for the result.


	Isolation test: Checks if the algorithm container is isolated such that it can not
reach the internet. It tests this by trying to reach google.nl, so make sure
this is not a whitelisted domain when testing.


	Database readable: Check if the file-based database is readable.






Import resources into HQ


Note

If you are using a sandbox or development environment, a test set of users,
organizations and collaborations is created for you automatically.



You can easily create a set of test users, organizations and collaborations by
using a batch import. To do this, use the
v6 hq import /path/to/file.yaml command. An example yaml file is
provided below.

You can download this file here.


Example batch importorganizations:

  - name:       IKNL
    domain:     iknl.nl
    address1:   Godebaldkwartier 419
    address2:   ""
    zipcode:    3511DT
    country:    Netherlands
    users:
      - username: admin
        password: Password123!
      - username: frank
        password: Password123!
      - username: bart
        password: Password123!
    public_key: 

  - name:       Small Organization
    domain:     small-organization.example
    address1:   Big Ambitions Drive 4
    address2:   ""
    zipcode:    1234AB
    country:    Nowhereland
    users:
      - username: admin-small-organization
        password: Password123!
      - username: stan
        password: Password123!
    public_key: 

  - name:       Big Organization
    domain:     big-organization.example
    address1:   Offshore Accounting Drive 19
    address2:   ""
    zipcode:    54331
    country:    Nowhereland
    users:
      - username: admin-big-organization
        password: Password123!
    public_key: 

collaborations:

  - name: ZEPPELIN
    participants:
      - name: IKNL
      - name: Small Organization
      - name: Big Organization
    encrypted: false

  - name: PIPELINE
    participants:
      - name: IKNL
      - name: Big Organization
    encrypted: false

  - name: SLIPPERS
    participants:
      - name: Small Organization
      - name: Big Organization
    encrypted: false






Warning

All users that are imported using v6 hq import receive all permissions.
Therefore, this should only be used for testing purposes.
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3.4.5. Deployment

The hub deployment should be done using vantage6 Helm charts in a Kubernetes
cluster. For small projects, the hub may also be deployed on a VM using microk8s,
which is a lightweight Kubernetes distribution that is easy to install and use.


Helm charts

Published charts live in GHCR as OCI Helm artifacts under the vantage6
organization:


	oci://ghcr.io/vantage6/helm/hub: parent chart (recommended)


	oci://ghcr.io/vantage6/helm/hq: Vantage6 HQ, UI, RabbitMQ, Prometheus


	oci://ghcr.io/vantage6/helm/auth: Authentication service (Keycloak)


	oci://ghcr.io/vantage6/helm/store: Algorithm store




The hub chart is the easiest way to deploy everything together, since it installs
those components as subcharts. You can also install hq, auth, or store on
their own (advanced usage).


Note

We recommend pinning the chart version explicitly (or using the CLI, which resolves
the version for you). For example, for chart version 5.0.0 and HQ, run
helm install my-hq oci://ghcr.io/vantage6/helm/hq --version 5.0.0.
Substitute hub, auth, or store for other components as needed.



The image registry, mailserver and blob storage are optional components that cannot be
installed by vantage6. You have to install and deploy them yourself.



Configuration

The hub chart configuration file contains the configuration of the subcharts, as well
as some global configuration.

The configuration file looks as followsand can be downloaded here:
hub_config.yaml

# This is an example `values.yaml` for deploying the complete vantage6 hub in
# production using the `hub` parent chart (HQ + Auth/Keycloak + Algorithm Store).
#
# The hub chart can create Gateway + cert-manager Certificates for you. The subchart
# services remain internal ClusterIP services.

hubGateway:
  enabled: true
  hosts:
    auth: auth.uluru.vantage6.ai
    hq: hq.uluru.vantage6.ai
    portal: portal.uluru.vantage6.ai
    store: store.uluru.vantage6.ai
  # How to manage certificates for the gateway of your hub.
  tls:
    # Default: cert-manager issues/renews certs. Recommended to let cert-manager
    # handle the certificates for you.
    mode: cert-manager
    # If you want to use existing TLS certificates, you can specify the secrets here.
    # This is useful if you want to use your own certificates.
    existingSecrets:
      auth: ""
      hq: ""
      portal: ""
      store: ""
  # If you want to use cert-manager to issue/renew certificates, you can specify the
  # cluster issuer here.
  certManager:
    enabled: true
    clusterIssuer: letsencrypt-prod

# Global settings shared between HQ, auth and algorithm store. Values here act
# as defaults and can be overridden in the subcharts below.
global:
  # Shared URLs for the vantage6 services. `external` are the public-facing URLs;
  # `internal` are in-cluster service URLs other components should use.
  urls:
    external:
      auth: https://auth.vantage6.org
      store: https://store.vantage6.org
      ui: https://portal.vantage6.org
      hq: https://hq.vantage6.org
    internal:
      # You can typically leave these empty and let the charts derive them from
      # the release name and namespace. Override only for custom routing.
      auth: ""
      store: ""
      ui: ""
      hq: ""

  # Shared Keycloak configuration used as default for HQ and Store. The auth
  # chart itself can also use these as defaults.
  keycloak:
    url: https://auth.vantage6.org
    realm: vantage6
    adminClient: backend-admin-client
    publicClient: public_client
    adminUsername: admin
    adminPassword: change-me
    adminClientSecret: change-me-too

  # Optional shared node name for local-storage based volumes (logs, prometheus).
  # If set, HQ and Store can inherit this when they use hostPath PVs.
  k8sNodeName: linux-node-1

  # Optional wait settings used by initContainers when deploying via the hub
  # chart. When enabled, Store and HQ will wait for Auth (and HQ can wait for
  # Store) before starting their main containers.
  wait:
    auth:
      enabled: true
      maxAttempts: 60
      intervalSeconds: 5
      image: curlimages/curl:8.7.1
    store:
      enabled: true
      maxAttempts: 60
      intervalSeconds: 5
      image: curlimages/curl:8.7.1

hq:
  # configuration for the headquarters should be placed here

auth:
  # configuration for the authentication service should be placed here

store:
  # configuration for the algorithm store should be placed here





The configuration of the subcharts is placed under the corresponding subchart key.
For example, the configuration of the authentication service is placed under the
auth key. The full configuration options of the subcharts are described elsewhere
for the auth, HQ
and algorithm store components.



Deployment

Once you have generated the configuration files, you can deploy the hub using the
command v6 hub start. This command installs the hub Helm chart, which in turn
deploys HQ, authentication service and algorithm store as subcharts.

In some production environments, it may not be feasible to deploy the hub using the
CLI, for instance because Python is not available. In these cases, you can deploy the
hub using the Helm charts directly. The base commands are:

# deploy full hub (HQ, auth, store) — set CHART_VERSION to match the release
helm install my-hub-release oci://ghcr.io/vantage6/helm/hub --version "${CHART_VERSION}"

# or deploy the components individually (advanced usage)
helm install my-hq-release oci://ghcr.io/vantage6/helm/hq --version "${CHART_VERSION}"
helm install my-auth-release oci://ghcr.io/vantage6/helm/auth --version "${CHART_VERSION}"
helm install my-store-release oci://ghcr.io/vantage6/helm/store --version "${CHART_VERSION}"





Of course, you may specify additional flags to the helm commands - see
the helm documentation [https://helm.sh/docs/helm/helm_install] for more information.

When deploying via v6 hub start, the CLI carries out another set of checks and
installations to ensure that the hub is deployed correctly. This includes:


	Ensure the Keycloak operator (and its CRDs) are installed. This is required to deploy
the Keycloak authentication service.


	When using the built-in gateway, ensure that an Envoy Gateway
installation is available. If no suitable installation is detected,
v6 hub start will automatically install Envoy Gateway (including the
required Gateway API CRDs) into the cluster.


	When using the built-in gateway and hubGateway.tls.mode is set to
cert-manager, ensure that the cert-manager CRDs are installed so that the
Certificate resources rendered by the hub chart can be created. The
cert-manager controller itself is expected to be managed by the platform or
cluster administrator; if it is not detected, v6 hub start will emit a
warning rather than attempting to install it automatically.




For more details on the gateway and TLS configuration, see Configuring access to the services.



Configuring secrets

To keep sensitive information secure, vantage6 uses Kubernetes Secrets.
The vantage6 CLI creates Kubernetes Secrets for credentials. If you don’t use the CLI,
you should create the secrets in this section manually.


Warning

Most Kubernetes secrets are currently created by the Helm chart based on the
values.yaml file. This practice is not ideal because the secrets are stored in plain
text in the values.yaml file. We will soon provide a way to create these secrets using
the CLI as well (see
Issue #2391 [https://github.com/vantage6/vantage6/issues/2391]) - so the number of
secrets in this section will increase soon.




Authentication chart (auth)


	Purpose: Store the keycloak admin username/password. Note that this is a different
admin than the vantage6 admin - it is used to manage the Keycloak service.


	Created by: v6 auth new


	Reference in Helm values: keycloak.auth.adminUserSecret


	Required keys:


	username


	password











External databases

For production environments, it is recommended to use external PostgreSQL databases
instead of the databases deployed by the Helm charts. This provides better control over
database persistence, management, backups, and scaling.


Configuring external databases

When running v6 hub new, you will be prompted for database URIs for the authentication
service, HQ, and the algorithm store (if enabled). The questionnaire will ask for:


	Auth Database URI: The connection string for the Keycloak authentication service database


	HQ Database URI: The connection string for the HQ (server) database


	Algorithm Store Database URI: The connection string for the algorithm store database




You should provide your own database URIs in the format:
postgresql://username:password@host:port/database_name

When deploying the hub, the database URIs must be accessible from within
the Kubernetes cluster. Use the actual hostname or IP address of your database server.
Ensure your Kubernetes cluster can access the database server.


Note

You should create databases for the hub components that you specified in the hub
configuration file before deploying the hub. Vantage6 will NOT create the databases
for you when using external databases.






Configuring access to the services

For production environments, you still need to configure how your hub can be accessed
from the internet. The hub chart provides a built-in
Gateway API configuration (managed by an Envoy Gateway controller), but you
can also bring your own routing solution.


Note

For a local environment (using v6 sandbox) or a development environment
(using v6 dev), access is configured automatically on your local machine.




Using the built-in Gateway

If the gateway is enabled, the hub chart will create one Gateway resource and four
HTTPRoute resources - one for each public component:


	auth (Keycloak authentication service)


	hq (HQ)


	portal (UI)


	store (algorithm store)




These settings are controlled via the hubGateway section in your hub values file
(hub_config.yaml). A minimal
example:

If you already have your own Gateway API controller and certificate management
in place, you can disable hubGateway and instead configure your own
Gateway/ HTTPRoute, Ingress or LoadBalancer resources that route to the
services exposed by the hub chart.



Enabling TLS with cert-manager

The gateway can be configured to use cert-manager to issue and renew certificates. The
hub chart will then create Certificate
resources for each public endpoint. In such cases, v6 hub start will ensure that the
cert-manager CRDs are present. The ClusterIssuer and cert-manager controller
that reconcile these Certificates should be provided by the cluster platform
or installed separately, according to your organization’s standards.

The steps below summarize how to enable browser-trusted HTTPS for the hub
endpoints on your Kubernetes cluster using cert-manager and Let’s Encrypt.


	Install cert-manager controller (cluster admin action):

# Ensure CRDs are present. You can do this manually, or let
# ``v6 hub start`` apply them automatically when configured.
kubectl apply -f https://github.com/cert-manager/cert-manager/releases/download/v1.15.5/cert-manager.crds.yaml

# Install controller, webhook and cainjector
kubectl apply -f https://github.com/cert-manager/cert-manager/releases/download/v1.15.5/cert-manager.yaml





Verify that the cert-manager pods are running:

kubectl -n cert-manager get deploy
kubectl -n cert-manager get pods







	Create a ClusterIssuer that matches the hub configuration. An example
manifest is provided in this repository and can be downloaded here:
clusterissuer-letsencrypt-prod.yaml.
Adapt the email field and apply it:

kubectl apply -f /path/to/clusterissuer-letsencrypt-prod.yaml





The issuer name (by default letsencrypt-prod) must match
hubGateway.certManager.clusterIssuer in your hub values file.



	Configure the hub to use cert-manager by setting in your hub values:

hubGateway:
  enabled: true
  tls:
    mode: cert-manager
  certManager:
    enabled: true
    clusterIssuer: letsencrypt-prod





Ensure that the hostnames under hubGateway.hosts resolve publicly to the
IP address of the Gateway load balancer so that HTTP-01 challenges can
succeed.



	Deploy or restart the hub:

v6 hub start --name <your_hub> --user --local-chart-dir ./charts/





The hub chart will create Certificate resources for the configured
endpoints; cert-manager will obtain and renew the corresponding TLS
certificates automatically. You can monitor progress with:

kubectl -n default get certificate
kubectl -n default describe certificate <certificate-name>
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4. Algorithm Development

This section will helps you to develop vantage6 algorithms. You are not going to
find a list of algorithms here - see the community store section
for that.


Contents:


	4.1. Algorithm concepts
	4.1.1. Algorithm structure

	4.1.2. Input & output

	4.1.3. Wrappers

	4.1.4. Child containers

	4.1.5. Networking

	4.1.6. Cross language





	4.2. Algorithm development step-by-step guide
	4.2.1. Starting point

	4.2.2. Setting up your environment

	4.2.3. Implementing your algorithm

	4.2.4. Returning results

	4.2.5. Environment variables

	4.2.6. Example functions
	Central function

	Partial function

	Data extraction function

	Preprocessing function





	4.2.7. Functions provided by the vantage6 infrastructure

	4.2.8. Testing your algorithm

	4.2.9. Writing documentation

	4.2.10. Package & distribute

	4.2.11. Uploading your algorithm to the algorithm store

	4.2.12. Calling your algorithm from vantage6

	4.2.13. Updating your algorithm





	4.3. Algorithm code structure
	4.3.1. Defining functions

	4.3.2. Implementing the algorithm functions

	4.3.3. Advanced decorators

	4.3.4. Algorithm wrappers

	4.3.5. Dockerfile structure





	4.4. Production-ready algorithm guidelines
	4.4.1. Reviewing code and documentation

	4.4.2. Prevent common federated learning exploits





	4.5. Classic Tutorial
	4.5.1. Mathematical decomposition

	4.5.2. Federated implementation
	Federated part

	Central part

	Local testing





	4.5.3. Vantage6 integration
	📂Algorithm Structure

	Local testing

	Building and Distributing
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4.1. Algorithm concepts

This page details the concepts used in vantage6 algorithms. Understanding
these concepts is helpful when you to create your own algorithms. A guide to
develop your own algorithms can be found in the Algorithm development step-by-step guide.

Algorithms are executed at the vantage6 node. The node receives a computation
task from the vantage6 HQ. The node will then retrieve the algorithm,
execute it and return the results to HQ.

Algorithms are shared using Docker images [https://docs.docker.com/get-started/#what-is-a-container-image] which are stored in a Docker image registry. The node
downloads the algorithms from the Docker registry. In the following sections we
explain the fundamentals of algorithm containers.


	Algorithm structure: The typical structure of an algorithm


	Input & output: Interface between the node and algorithm container


	Wrappers: Library to simplify and standardized the node-algorithm input
and output


	Child containers: Creating subtasks from an algorithm container


	Networking: Communicate with other algorithm containers and the
vantage6 HQ


	Cross language: Communicate across languages with data serialization





4.1.1. Algorithm structure

Multi-party analyses commonly have a central part and a
remote part. The remote part is responsible for the actual analysis and the
central part is often responsible for aggregating the partial results of
the remote parts. An alternative to aggregating is orchestration, where
the central part does not combine the partial results itself, but instead
orchestrates the remote parts in a certain way that also leads to a global
result. Of course, the central part may also do both aggregation and
orchestration.

In vantage6, we refer to the orchestration part as the central function and
the remote part as the partial function or federated function.

A common pattern for a central function would be:


	Start remote tasks for the partial models from all participants


	Wait for the remote tasks to complete and obtain the partial models


	Combine the partial models to a global model




For iterative algorithms, step 1-3 can be repeated in a single central function until
the model converges.

In vantage6, it is also possible to run only the partial parts of the analysis on the
nodes and combine them on your own machine, but it is usually preferable to run
the central part within vantage6, because then you don’t have to keep your machine
running during the analysis, you do not need to run the central part yourself, and the
results are stored on the HQ, so they may also be accessed by other users.


Note

Central functions also run at a node and not at HQ. For more
information, see here [https://vantage6.ai/news/algorithm-journey/].





4.1.2. Input & output

The algorithm runs in an isolated environment at the data station.
It is important to limit the connectivity and accessability of an algorithm
run for security reasons. For instance, by default, algorithms cannot access the
internet, which would prevent any malicious algorithms from sending data over the
internet.

In order for the algorithm to do its work, it is provided with several
environment variables and file mounts. These file mounts
are provided by the vantage6 infrastructure, so the algorithm developer does
not need to provide these files themselves.

The available file mounts are:


	Input
	The input file contains the user defined input. Usually, this consists of the
algorithm method that should be called together with its arguments. The user
specifies this when a task is created.



	Output
	The algorithm writes its output to this file. When the docker
container exits, the contents of this file will be sent back to the
vantage6 HQ.





The file mounts are mapped to environment variables that are described in the
Environment variables section.



4.1.3. Wrappers

The vantage6 algorithm wrappers simplify and standardize the interaction
between algorithm and node. The algorithm wrapper does the following:


	Supply the appropriate environment variables and file mounts to
your algorithm.


	Select the appropriate algorithm function to run and call it with the appropriate
arguments.


	Write the output of your algorithm function to the output file




The wrapper is language specific and currently only supports Python.
Extending this to other languages should however be straightforward.


[image: ../_images/algorithm_wrapper.png]

Fig. 4.1 The algorithm wrapper handles algorithm input and output.





4.1.4. Child containers

When a user creates a task, one or more nodes spawn an algorithm
container. These algorithm containers can create new tasks themselves.

Only central functions are supplied with a JWT token (see Input & output).
This token can be used to communicate with the vantage6 HQ. In case
you use an algorithm wrapper, you can supply an AlgorithmClient using
the appropriate decorator.

A child container can be a parent container itself. There is no limit to
the amount of task layers that can be created, but this is exceedingly rare. It is
common to have only a single parent container which handles multiple child containers.


[image: ../_images/container_hierarchy.png]

Fig. 4.2 Each container can spawn new containers in the network. Only central function
containers are provided with a unique token which they can use to
communicate to the vantage6 HQ.



The token to which the central function containers have access supplies limited
permissions to the container. For example, the token can only be used to create child
tasks in the same collaboration.



4.1.5. Networking

The algorithm containers are deployed in an isolated network to reduce their
exposure. Hence, by default, the algorithm containers cannot reach the internet. The
main exception is that
the vantage6 HQ is reachable through a local proxy service. In the algorithm you can use
the HOST, POST and API_PATH to find the address of the HQ.

Algorithm containers can be granted access to the internet by whitelisting addresses and
domains in your node configuration. This can for
instance be used to allow the algorithm to reach a database in the local network. This
feature should be used with caution - whitelisting unsafe addresses and domains can
expose your data to attacks.



4.1.6. Cross language

Because algorithms are run as Docker images they can be
written in any programming language. This is an advantage as developers can use
their preferred language for the problem they need to solve.


Warning

The wrappers are only available for Python, so when
you use different language you need to handle the IO yourself. Consult the
Input & Output section on what the node supplies to your algorithm
container.



When data is exchanged between the user and the algorithm they both need
to be able to read the data. When the algorithm uses a language specific
serialization (e.g. a pickle in the case of Python or RData in
the case of R) the user needs to use the same language to read the
results. Therefore, we recommend using a type of serialization that
is not specific to a language. In the vantage6 infrastructure wrappers, JSON is used.


Note

Communication between algorithm containers can use language specific
serialization as long as the different parts of the algorithm use the same
language.
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4.2. Algorithm development step-by-step guide

This page offers a step-by-step guide to develop a vantage6 algorithm.
We refer to the algorithm concepts section
regularly. In that section, we explain the fundamentals of algorithm containers
in more detail than in this guide.

Also, note that this guide is mainly aimed at developers who want to develop
their algorithm in Python, although we will make an effort to indicate where
this differs from algorithms written in other programming languages. Writing your algorithm in
Python is recommended because it is currently the best supported  language for vantage6.


4.2.1. Starting point

When starting to develop a new vantage6 algorithm in Python, the easiest way to
start is:

v6 algorithm create





Running this command will prompt you to answering some questions, which will
result in a personalized starting point or ‘boilerplate’ for your algorithm.
After doing so, you will have a new folder with the name of your algorithm,
boilerplate code and a checklist in the README.md file that you can follow to
complete your algorithm.



4.2.2. Setting up your environment

It is good practice to set up a virtual environment for your algorithm
package.

# This code is just a suggestion - there are many ways of doing this.

# go to the algorithm directory
cd /path/to/algorithm

# create a Python environment. Be sure to replace <my-algorithm-env> with
# the name of your environment.
uv venv --python 3.13
source .venv/bin/activate  # On Windows: .venv\Scripts\activate

# install the algorithm dependencies
uv sync





Also, it is always good to use a version control system such as git to
keep track of your changes. An initial commit of the boilerplate code could be:

cd /path/to/algorithm
git init
git add .
git commit -m "Initial commit"





Note that having your code in a git repository is necessary if you want to
update your algorithm at a later stage.



4.2.3. Implementing your algorithm

Your personalized starting point should make clear to you which functions you need to
implement - there are TODO comments in the code that indicate where you need
to add your own code.

You may wonder why the boilerplate code is structured the way it is. This
is explained in the code structure section.



4.2.4. Returning results

Returning the results of you algorithm is rather straightforward. At the end
of your algorithm function, you can simply return the results as a dictionary:

def my_function(column_name: str):
    return {
        "result": 42
    }





These results will be returned to the user after the algorithm has finished.


Warning

The results that you return should ideally be JSON serializable. This means that
you should not, for example, return a pandas.DataFrame or a
numpy.ndarray. Such objects may not be readable to a non-Python-using
recipient, or may even be insecure to send over the internet. They should
be converted to a JSON-serializable format first (e.g. with df.to_json() in
pandas).





4.2.5. Environment variables

The algorithms have access to several environment variables. You can also
specify additional environment variables via the algorithm_env option
in the node configuration files (see the
example node configuration file). You can access
environment variables in your functions as follows:

import os

def my_function():
    # environment variable that specifies the input file
    env_var = os.environ["ENV_VAR_SPECIFIED_IN_NODE_CONFIG"]

    # do something with the input file and database URI
    pass





You can view all environment variables that are available to your algorithm by
print(os.environ). This includes a number of environment variables that are
provided by the vantage6 infrastructure.



4.2.6. Example functions

Below are simple but typical examples of different types of algorithm functions -
central, partial, data extraction, and preprocessing functions.


Central function

from vantage6.algorithm.decorator.algorithm_client import algorithm_client
from vantage6.algorithm.decorator.action import central
from vantage6.algorithm.client import AlgorithmClient
from vantage6.algorithm.tools.util import info, error

@central
@algorithm_client
def main(client: AlgorithmClient, *args, **kwargs):
   # Run partial function.
   info("Creating subtask for partial function")
   task = client.task.create(
      method="my_partial_function",
      arguments={
         "function_argument_1": "value_1",
         "function_argument_2": "value_2"
      },
      organizations=[1, 2]
   )

    # wait for the federated part to complete
    # and return
    results = client.wait_for_results(task_id=tesk.get("id"))

    return results







Partial function

import pandas as pd
from vantage6.algorithm.tools.decorator import dataframe
from vantage6.algorithm.decorator.action import federated

@federated
@dataframe(1)
def add_one_and_sum(data: pd.DataFrame, column_name: str):
    # do something with the data
    data[column_name] = data[column_name] + 1

    # return the results
    return {
        "result": sum(data[colum_name].to_list())
    }







Data extraction function

import os
import pandas as pd

from vantage6.algorithm.decorator.action import data_extraction
from vantage6.algorithm.tools.util import info

@data_extraction
def read_csv(db_connection_details: dict):
    info("Extracting data")

    # for a CSV database, the URI is the path to the CSV file
    df = pd.read_csv(db_connection_details["uri"])

 @data_extraction
 def read_sql_database(db_connection_details: dict):
    # for a SQL database, the URI is the connection string. Environment variables
    # such as username+password can be provided in the node configuration file.
    df = pd.read_sql_query(
      db_connection_details["uri"],
      db_connection_details["query"],
      os.getenv("USERNAME"),
      os.getenv("PASSWORD"),
   )

    return df





Note that the USERNAME and PASSWORD environment variables are not provided by the
vantage6 infrastructure. They should be added to the node configuration file as
explained in the Environment variables section.



Preprocessing function

import pandas as pd

from vantage6.algorithm.decorator.action import preprocessing
from vantage6.algorithm.tools.util import info

@preprocessing
def add_one(df: pd.DataFrame, column_name: str):
    # do some preprocessing with the data
    df[column_name] = df[column_name] + 1
    return df








4.2.7. Functions provided by the vantage6 infrastructure

There are already some data extraction and preprocessing functions provided by the
vantage6 infrastructure. These contain the most common data extractions (such as
CSV, Excel, Parquet and basic SQL wrappers) and common preprocessing transformations.

You can make these functions available in your algorithm by importing them from the
vantage6 algorithm tools:

# in your algorithm's __init__.py file
from vantage6.algorithm.data_extraction import *
from vantage6.algorithm.preprocessing import *






Note

As algorithm developer, you should keep in mind that error messages may contain
sensitive information. In Python, we often see Pandas errors when manipulating data,
for instance that a certain data value is not a valid date.

To help you keep such sensitive information private, vantage6
provides a decorator that can be used to handle pandas errors. This decorator will
catch all pandas errors and return a generic error message. You can use this
decorator by adding it to your algorithm function:

from vantage6.algorithm.tools.error_handling import handle_pandas_errors

@handle_pandas_errors
def my_function(data: pd.DataFrame):
   return data





All data extraction and preprocessing functions provided by the vantage6 algorithm
tools package are decorated with the handle_pandas_errors decorator, so that any
pandas-related error occurring during the execution of the function will be caught
and a generic error message will be returned instead of the traceback. Note that
this decorator does not catch all errors, so you should still be careful with the
data you handle in your algorithm functions.





4.2.8. Testing your algorithm

It can be helpful to test your algorithm outside of a containerized environment using
the MockNetwork. This may save time as it does not require you to set up a test
infrastructure with a vantage6 hub and nodes, and allows you to test your algorithm
without building a Docker image every time. The algorithm boilerplate code comes with a
test file that you can use to test your algorithm using the MockNetwork - you can
of course extend that to add more or different tests.

The MockNetwork comes with a MockAlgorithmClient and a MockUserClient that
have the same interface as the AlgorithmClient and the UserClient, so it should
be easy to switch between the two. The following example shows how to use the
MockUserClient to test your algorithm:

from vantage6.algorithm.mock.mock_network import MockNetwork
network = MockNetwork(
    module_name="my_algorithm",
    datasets=[
        # datasets for node 1
        {"dataset_1": {"database": "mock_data.csv", "db_type": "csv"}},
        # datasets for node 2
        {"dataset_1": {"database": "mock_data.csv", "db_type": "csv"}},
        # datasets for node 3
        {"dataset_1": {"database": "mock_data.csv", "db_type": "csv"}},
    ],
)
client = network.user_client
client.dataframe.create(
    label="dataset_1", method="my_method", arguments={}
)
client.task.create(
    method="my_method",
    organizations=[0],
    arguments={
        "example_argument": 10
    },
    databases=[{"label": "dataset_1"}]
)
results = client.result.from_task(task.get("id"))
print(results)





Or in case you do not want to test data extraction you can provide a pandas
DataFrame instead of a string for the database value:

import pandas as pd
from vantage6.algorithm.mock.mock_network import MockNetwork

network = MockNetwork(
    module_name="my_algorithm",
    datasets=[
        # datasets for node 1
        {"dataset_1": pd.DataFrame({"column_1": [1, 2, 3]})},
        # datasets for node 2
        {"dataset_1": pd.DataFrame({"column_1": [4, 5, 6]})},
        # datasets for node 3
        {"dataset_1": pd.DataFrame({"column_1": [7, 8, 9]})},
    ],
)
client = network.user_client
client.task.create(
    method="my_method",
    organizations=[0],
    arguments={
        "example_argument": 10
    },
    databases=[{"label": "dataset_1"}]
)
results = client.result.from_task(task.get("id"))
print(results)







4.2.9. Writing documentation

It is important that you add documentation of your algorithm so that users
know how to use it. In principle, you may choose any format of documentation,
and you may choose to host it anywhere you like. However, in our experience it
works well to keep your documentation close to your code. We recommend using the
readthedocs platform to host your documentation. A template for such documentation
can be generated when running the v6 algorithm create command.

Alternatively, you could use a README file - if the documentation is not too
extensive, e.g. the algorithm is onlyfor testing purposes, this may be sufficient.



4.2.10. Package & distribute

The algorithm boilerplate comes with a Dockerfile that is a blueprint for
creating a Docker image of your algorithm. This Docker image is the package
that you will distribute to the nodes.

If you go to the folder containing your algorithm, you will also find the
Dockerfile there, immediately at the top directory. You can then build the
project as follows:

docker build -t repo/image:tag .





The -t indicated the name of your image. This name is also used as
reference where the image is located on the internet. Once the Docker image is
created it needs to be uploaded to a registry so that nodes can retrieve it,
which you can do by pushing the image:

docker push repo/image:tag





Here are a few examples of how to build and upload your image:

# Build and upload to Docker Hub. Replace <my-user-name> with your Docker
# Hub username and make sure you are logged in with ``docker login``.
docker build -t my-user-name/algorithm-example:latest .
docker push my-user-name/algorithm-example:latest

# Build and upload to private registry. Note that to be able to use this, you need
# to have an account at the registry and be logged in with ``docker login``
docker build -t ghcr.io/vantage6/algorithm/example:latest .
docker push ghcr.io/vantage6/algorithm/example:latest





Now that your algorithm has been uploaded it is available for nodes to retrieve
when they need it.



4.2.11. Uploading your algorithm to the algorithm store

To upload your algorithm to the algorithm store, you should generate an
algorithm.json file, that contains the metadata of your algorithm, such as,
which functions are available, which arguments are needed, etc.

The easiest way to generate this file is to run the following command:

v6 algorithm generate-store-json





That command will help you to generate the appropriate JSON file. Note that type hints
and docstrings are important to generate a fully correct JSON file.

Once you have the algorithm.json file, you can upload it to the algorithm store
by going to the relevant page in the UI and uploading the file.



4.2.12. Calling your algorithm from vantage6

If you want to test your algorithm in the context of vantage6, you should
set up a vantage6 infrastructure. To do that quickly, you can use the v6 sandbox new
command, which will create a sandbox environment with a hub and several nodes.
Once you have a vantage6 sandbox running, you can create a task for
your algorithm. You can do this either via the UI or via the
Python client.

It is also possible to test your algorithm by running a test script on a local
vantage6 sandbox. This can be done by running
the following CLI command:

# Run your own script
v6 test client-script --create-sandbox --script path/to/test_script.py

# OR
# provide task arguments to the default test script
v6 test client-script --create-sandbox --task-arguments "{ 'collaboration': 1, 'organizations': [1], 'name': 'task_name', 'image': 'my_image', 'description': '', 'method': 'my_method', 'arguments': {'column_name': 'my_column'}, 'databases': [{'label': 'db_label'}]}"






Note

For v5.0, you need to have a sandbox that already has extracted dataframes in the
database, or the test script should create them. We hope to add features to make
this easier in the future.



The commands above will create a sandbox and run the test script on that sandbox. The
infrastructure contains a default test script that creates a task where only the
arguments for client.task.create have to be provided.

The more flexible, but more complex, option is to write your own test script.
In this case, the script should contain the code to run and test the algorithm, and
return the execution result. For example, to test the average algorithm, the script
could look like this:

from vantage6.client import Client

def run_test():
    # Create a client and authenticate
    client = Client(
        hq_url="http://localhost:30761/hq",
        auth_url="http://localhost:30764"
    )
    client.authenticate()

    # create the task
    task = client.task.create(
        organizations=[1],
        name="test_average_task",
        image="ghcr.io/vantage6/algorithm/demo/average:latest",
        description="",
        method="central_average",
        arguments={"column_name": "Age"},
        session=1,
        collaboration=1,
        databases=[{"dataframe_id": 1}],
        action="central_compute",
    )

    # wait for the task to complete
    task_result = client.wait_for_results(task["id"])

    # verify the result
    assert task_result.get("data")[0].get("result") == '{"average": 27.613448844884488}'

if __name__ == "__main__":
    run_test()





After running the CLI command, sandbox created/started for this test will be
stopped/removed unless you specify the --keep flag in the command.

If a dataset different from the default ones is needed, it can be included in the
sandbox by specifying the label and the path to the dataset in the --add-dataset
argument of the command:

v6 test client-script --script /path/to/test_script.py --create-sandbox --add-dataset my_label /path/to/dataset





If a sandbox configuration exists, but the sandbox is not running, it is possible
to start the existing sandbox and run the test script on it:

v6 test client-script --script /path/to/test_script.py --start-sandbox --name my_sandbox





If a the --start-sandbox and the --create-sandbox arguments are not specified,
the test script will be executed on the running sandbox - if none are running, an error
will be raised.



4.2.13. Updating your algorithm

At some point, there may be changes in the vantage6 infrastructure that require
you to update your algorithm. Such changes are made available via
the v6 algorithm update command. This command will update your algorithm
to the latest version of the vantage6 infrastructure.

You can also use the v6 algorithm update command to update your algorithm
if you want to modify your answers to the questionnaire. In that case, you
should be sure to commit the changes in git before running the command.
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4.3. Algorithm code structure


Note

This information is specific to Python algorithms.



Here we provide some more information on algorithm code is organized.
Most of these structures are generated automatically when you create a
personalized algorithm starting point. We detail
them here so that you understand why the algorithm code is structured as it is,
and so that you know how to modify it if necessary.


4.3.1. Defining functions

The functions that will be available to the user have to be defined in the
__init__.py file at the base of your algorithm module. Other than that,
you have complete freedom in which functions you implement.

Vantage6 algorithms commonly have an orchestator or aggregator part and a
remote part. The orchestrator part is responsible for combining the partial
results of the remote parts. The remote part is usually executed at each of the
nodes included in the analysis. While this structure is common for vantage6
algorithms, it is not required.

You may also define algorithm functions to extract data from the node data sources,
or to preprocess data that has been extracted. The most common order of execution is to:


	Create a session


	Extract data from the node data sources into one (or more) dataframes


	Preprocess the dataframes


	Run the analyses




By doing this, you ensure that your analyses are all run on the same data, and it saves
time in extracting data from the node data sources once instead of once per analysis.
More information about sessions can be found in the Sessions section.

If you do follow this structure however, we recommend the following file
structure:

my_algorithm/
├── __init__.py
├── central.py
└── partial.py
└── preprocessing.py
└── extraction.py





where __init__.py contains something like the following:

from .central import my_central_function
from .partial import my_partial_function1, my_partial_function2
from .preprocessing import my_preprocessing_function
from .extraction import my_data_extraction_function





The other files obviously contain the implementation of those functions. You may create
as many files and functions as you wish, but note that only functions that are
imported in __init__.py will be available to the vantage6 user.



4.3.2. Implementing the algorithm functions

Let’s say you are implementing a function called my_function:

def my_function(column_name: str):
    pass





You have complete freedom as to what arguments you define in your function -
column_name is just an example. These arguments have to be provided by the user when
the algorithm is called. The only restriction to the arguments is that they must be
JSON serializable. This is because vantage6 uses JSON to pass arguments to the
algorithm. How a user can provide the arguments is explained
here for the Python client. In the user interface, a user
can provide the arguments by filling in a form.

In many functions you implement, you will want to use the data that is available at the
node. This data can be provided to your algorithm function in the following way:

import pandas as pd
from vantage6.algorithm.decorator import dataframe
from vantage6.algorithm.decorator.action import federated

@federated
@dataframe(2)
def my_function(df1: pd.DataFrame, df2: pd.DataFrame, column_name: str):
    pass





The @dataframe(2) decorator indicates that the first two arguments of the
function are dataframes that are provided by the vantage6 infrastructure.
In this case, the user will have to specify two dataframes when calling the
algorithm.

Another useful decorator is the @algorithm_client decorator:

import pandas as pd
from vantage6.client.algorithm_client import AlgorithmClient
from vantage6.algorithm.decorator.algorithm_client import algorithm_client
from vantage6.algorithm.decorator.action import central

@central
@algorithm_client
def my_function(client: AlgorithmClient, column_name: str):
    pass





This decorator provides the algorithm with a client that can be used to interact
with the vantage6 HQ. For instance, you can use this client in
the central part of an algorithm to create a subtasks for each node with
client.task.create(). A full list of all commands that are available
can be found in the algorithm client documentation.


Warning

The decorators @dataframe,  @algorithm_client and @database_connection
each have reserved keywords:


	mock_data for the @dataframe decorator


	mock_client for the @algorithm_client decorator


	mock_uri and mock_type for the @database_connection decorator




These keywords should not be used as argument names in your algorithm functions.
The reserved keywords are used by the MockNetwork to
mock the data and the algorithm client. This is useful for testing your algorithm
locally.





4.3.3. Advanced decorators

A useful decorator for computation tasks is the @metadata decorator:

from vantage6.algorithm.decorator.metadata import (metadata, RunMetaData)


@metadata
def my_function(metadata: RunMetaData, <other_arguments>):
    # The metadata contains a dataclass with the following attributes:
    # task_id, node_id, collaboration_id, organization_id, temporary_directory,
    # output_file, input_file, token, action.
    #
    # They can be easily accessed using the dot notation. For example:
    return metadata.task_id





For some data sources it’s not trivial to construct a dataframe from the data.
One of these data sources is the OHDSI OMOP CDM database. For this data source,
the @omop_data_extraction is available:

from rpy2.robjects import RS4
from vantage6.algorithm.decorators import omop_data_extraction
from vantage6.algorithm.decorator.ohdsi import OHDSIMetaData

@omop_data_extraction(include_metadata=True)
def my_function(connection: RS4, metadata: OHDSIMetaData,
                <other_arguments>):
    pass





This decorator provides the algorithm with a database connection that can be
used to interact with the database. For instance, you can use this connection
to execute functions from
python-ohdsi [https://python-ohdsi.readthedocs.io/] package. The
include_metadata argument indicates whether the metadata of the database
should also be provided.


Note

The returned connection object (RS4) is an R object, mapped
to Python using the rpy2 [https://rpy2.github.io/], package. This
object can be passed directly on to the functions from
python-ohdsi <https://python-ohdsi.readthedocs.io/>.





4.3.4. Algorithm wrappers

The vantage6 wrappers are used to simplify the
interaction between the algorithm and the node. The wrappers are responsible
for translating user input to call the right algorithm method with the right arguments.
They also take care of writing the results back to the data source.

As algorithm developer, you do not have to worry about the wrappers. The main
point you have to make sure is that the following line is present at the end of
your Dockerfile:

CMD python -c "from vantage6.algorithm.tools.wrap import wrap_algorithm; wrap_algorithm()"





The wrap_algorithm function will wrap your algorithm to ensure that the
vantage6 algorithm tools are available to it. Note that the wrap_algorithm
function will also read the PKG_NAME environment variable from the
Dockerfile so make sure that this variable is set correctly.



4.3.5. Dockerfile structure

Once the algorithm code is written, the algorithm needs to be packaged and made
available for retrieval by the nodes. The algorithm is packaged in a Docker
image. A Docker image is created from a Dockerfile, which acts as a blue-print.

The Dockerfile is already present in the boilerplate code. Usually, the only
line that you need to update is the PKG_NAME variable to the name of your
algorithm package.
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4.4. Production-ready algorithm guidelines

To safeguard data privacy and ensure that individual-level data does not leave the data
stations, it is important to restrict the set of algorithms that can be run by
researchers to a set of well-validated algorithms. This page describes the guidelines
for reviewing algorithms to ensure that they are of high quality.

In order to create a basic vantage6 algorithm, an algorithm developer should
first follow the Algorithm development step-by-step guide. This will allow them to create a basic
algorithm. However, to create a production-ready algorithm, the algorithm developer
should extend the basic algorithm with e.g. documentation, (unit) tests and
privacy-enhancing measures. This page provides a checklist for algorithm
developers so that they may produce algorithms of high quality.

The best place to review vantage6 algorithms is in the algorithm store.
The store can have appropriate policies in place
to ensure that the algorithms are of high quality.
The checklist below also provides pointers to algorithm reviewers:
the questions that the developer should ask themselves, should be repeated by
the reviewers. Independent reviewers (i.e. not the same person(s) as who wrote
the algorithm) should be assigned during the review process in the vantage6 algorithm
store, as described in Algorithm review.

Below are questions that algorithm developers and reviewers should address to
produce a high-quality, trustworthy algorithm. Note that this list is rather
general so that it is valid for all algorithms, and can therefore not be fully
exhaustive: for a particular algorithm, there may be additional points to
address that are specific to that algorithm.


4.4.1. Reviewing code and documentation

Questions to ask yourself when developing or reviewing the algorithm may include,
but are not limited to:


	Completeness


	Which use cases are supported?


	Can all the research question(s) be answered that should be answered with
this algorithm? If not, would extending the algorithm suffice to answer the
remaining questions, or should that be part of another algorithm?






	Availability and security:


	Does the code fulfill the project’s requirements in being either closed
source or open source?


	Is the algorithm image available from a Docker registry? Is the image
available to anyone or only to authenticated clients, and is this in line
with the project requirements?


	Is the algorithm image digitally signed (if required by your project)?


	Is the algorithm build process transparent? Is the image produced by a pipeline (or
similar) or is it built locally? Can you verify that the image contains the proper
algorithm code?






	Code quality:


	Is the code understandable? For example:


	Are code standards used? E.g. PEP8 or black for Python


	Are clear variable and function names used?


	Does the code contain comments to explain the code (if necessary)?


	Is the code properly structured in functions and modules that are short
enough to easily comprehend?






	Is there a README that explains the contents of the repository?


	Is the algorithm implementation structured properly?


	Are all the subtasks that are created actually necessary for the
execution of the algorithm?


	Are all of the function arguments required to properly execute the algorithm?


	Does the algorithm properly output the results? Is a part of the desired
result missing or are data shared that are not necessary to share?


	Could the compute time be reduced by a more efficient implementation of
the algorithm? This is especially relevant if the algorithm is
computationally heavy. Note that (unit) tests can help evaluate
potential bottlenecks.










	Correctness and testing:


	Are sample datasets provided to test the algorithm?


	Ideally, sample datasets resemble the real data to some extent, so that
the algorithm produces sensible results. Synthetic data is recommended.






	Are proper (unit) tests provided so that the algorithm can be tested
locally?


	Does the algorithm work on the sample dataset?


	This may be tested both within vantage6 as well as running mock tests
using the vantage6 mock algorithm client.






	Does the algorithm support all types of datasets (e.g. CSV, SQL, RDF) that
are supposed to be supported?


	Are the tests extensive enough? Are there any cases you can find when the
algorithm will not work (while it should)?


	In case of insufficient testing, reviewers should independently test
scenarios that the developers have not tested.






	Is the result obtained from the sample dataset mathematically/scientifically
correct and reproducible?






	Is the algorithm documented properly?


	Is there a clear explanation of the analysis that has been implemented?


	Is there a clear explanation of which use cases are supported? And, if
relevant, which are not?


	Is there a clear explanation of how the algorithm has been implemented?


	Is there a clear explanation of how to run the algorithm?


	Is there a clear explanation of how to test the algorithm (preferably
locally)?


	Has an analysis of the potential privacy risks (as described in
Prevent common federated learning exploits) been included in the
documentation? If there are specific risks associated with the algorithm,
is it understandably explained how can they be mitigated?






	Privacy risks:


	Is the (non-personal) data that is being shared with the vantage6 HQ the
minimum of what is necessary to answer the research question? Is this the
case for both the final results and the results of subtasks?


	Is there a risk that sensitive data are printed in the algorithm logs?


	Even if it is the absolute minimum, is the data that is being sent back to
the vantage6 HQ acceptable?


	Does it (potentially) disclose detailed information of individual
patients/records?


	Is there a risk of identification of individual patients/records?


	Are there mitigations possible that would reduce the risk of disclosing
record-level information without making the algorithm wrong or unusable?






	Checks on database size. This is e.g. relevant when calculating the average
on a single record, which would normally not be allowed because it leaks the
individual value. Also, depending on the algorithm, proper
:ref:`cell suppression <https://nces.ed.gov/fcsm/dpt/content/3-2-2-1>`_ may be
necessary.


	Are there checks on data size where necessary?


	If the algorithm creates some data subgroups, are analyses rejected if the
subgroup is so small that individual records may be exposed?


	If the sample size is too small to share the results, is the data station
properly excluded from the analysis? Does the algorithm properly report
that the data station was excluded for this reason?






	Is the algorithm at risk for one or more of the federate learning exploits
described in Prevent common federated learning exploits?


	If a hub administrator, node administrator or researcher tries to gain
access to your data, does the algorithm properly protect the data from them?










4.4.2. Prevent common federated learning exploits

As both algorithm developer and reviewer, it is important to be aware of common
exploits, and to analyze if the algorithm could be impacted by them. If the
answer is yes, a plan should be put in place to avoid the attacks.

Note that the table below contains attacks in federated learning that are aimed
at reconstructing record-level data. This list could be extended in the future
if new attacks are found. Note that most of the attacks below are only relevant for
machine-learning (ML) algorithms.


Table 4.1 Common federated learning attacks





	Attack name

	Explanation





	Reconstruction

	Attacker tries to reconstruct the original data from model parameters.



	Differencing

	Running the same analysis multiple times, before and after the data has
been updated. For instance, if average is computed again after a single
patient is added, the value for that patient may be deduced.



	Deep Leakage from Gradients (DLG)

	Using gradients in a deep learning model to reconstruct the original data
bit by bit.



	Generative Adversarial Networks (GAN)

	Reconstruction attack specifically aimed at machine learning model
parameters.



	Model Inversion

	Attacker builds a machine learning model known as the inversion model,
that tries to predict the input of the FL machine learning model.



	Watermark attacks

	An attacker includes a unique pattern into their partial ML model, which
can later be used to derive information about the training data of others.
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4.5. Classic Tutorial


Warning

This classic tutorial was written for vantage6 version 2.x. The commands
below have not been updated and therefore might not work anymore. We are
leaving this here for reference, as it includes some useful information
about concepts that may not be included elsewhere in this documentation.



In this section the basic steps for creating an algorithm for horizontally
partitioned data are explained.


Note

The final code of this tutorial is published on
Github [https://github.com/iknl/v6-average-py]. The algorithm is also
published in our Docker registry: harbor2.vantage6.ai/demo/average



It is assumed that it is mathematically possible to create a federated
version of the algorithm you want to use. In the following sections we
create a federated algorithm to compute the average of a distributed
dataset. An overview of the steps that we are going through:


	Mathematically decompose the model


	Federated implementation and local testing


	Vantage6 algorithm wrapper


	Dockerize and push to a registry




This tutorial shows you how to create a federated mean algorithm.


4.5.1. Mathematical decomposition

The mean of \(Q = [q_1, q_2 ...  q_n]\) is computed as:


\[Q_{mean} = \frac{1}{n} \sum \limits_{i=1}^{n} {q_i} = \frac{q_1 + q_2 + ... + q_n}{n}\]

When dataset \(Q\) is horizontally partitioned in dataset \(A\) and
\(B\):


\[ \begin{align}\begin{aligned}A = [a_1, a_2 ... a_j] = [q_1, q_2 ... q_j]\\B = [b_{1}, b_{2} ... b_k] = [q_{j+1}, q_{j+2}...q_{n}]\end{aligned}\end{align} \]

We would like to compute \(Q_{mean}\) from dataset A and B. This could be
computed as:


\[Q_{mean} = \frac{(a_1+a_2+...+a_j) + (b_1+b_2+...+b_k)}{j+k} = \frac{\sum A
   + \sum B }{j+k}\]

Both the number of samples in each dataset and the total sum of each
dataset is needed. Then we can compute the global average of dataset \(A\)
and \(B\).


Note

We cannot simply compute the average on each node and combine them, as this
would be mathematically incorrect. This would only work if dataset A
and B contain the exact same number of samples.





4.5.2. Federated implementation


Warning

In this example we use python, however you are free to use any language.
The only requirements are: 1) It has to be able to create HTTP-requests,
and 2) has to be able to read and write to files.

However, if you use a different language you are not able to use our
wrapper. Reach out to us on Github Discussions [https://github.com/vantage6/vantage6/discussions]
to discuss how this works.



A federated algorithm consist of two parts:


	A federated part of the algorithm which is responsible for creating
the partial results. In our case this would be computing (1) the sum
of the observations, and (2) the number of observations.


	A central part of the algorithm which is responsible for combining
the partial results from the nodes. In the case of the federated mean
that would be dividing the total sum of the observations by the total
number of observations.





Note

The central part of the algorithm can either be run on the machine of the
researcher himself or in a master container which runs on a node. The latter
is the preferred method.

In case the researcher runs this part, he/she needs to have a proper
setup to do so (i.e. a Python environment with the necessary dependencies).
This can be useful when developing new algorithms.




Federated part

The node that runs this part contains a CSV-file with one column
(specified by the argument column_name) which we want to use to
compute the global mean. We assume that this column has no NaN values.

import pandas

def federated_part(path, column_name="numbers"):
    """Compute the sum and number of observations of a column"""

    # extract the column numbers from the CSV
    numbers = pandas.read_csv(path)[column_name]

    # compute the sum, and count number of rows
    local_sum = numbers.sum()
    local_count = len(numbers)

    # return the values as a dict
    return {
        "sum": local_sum,
        "count": local_count
    }







Central part

The central algorithm receives the sums and counts from all sites and
combines these to a global mean. This could be from one or more sites.

def central_part(node_outputs):
    """Combine the partial results to a global average"""
    global_sum = 0
    global_count = 0
    for output in node_outputs:
        global_sum += output["sum"]
        global_count += output["count"]

    return {"average": global_sum / global_count}







Local testing

To test, simply create two datasets A and B, both having a
numerical column numbers. Then run the following:

outputs = [
    federated_part("path/to/dataset/A"),
    federated_part("path/to/dataset/B")
]
Q_average = central_part(outputs)["average"]
print(f"global average = {Q_average}.")








4.5.3. Vantage6 integration


Note

A good starting point would be to use the boilerplate code from our
Github [https://github.com/iknl/v6-boilerplate-py]. This section
outlines the steps needed to get to this boilerplate but also provides
some background information.




Note

In this example we use a csv-file. It is also possible to use other
types of data sources. This tutorial makes use of our algorithm wrapper
which is currently only available for csv, SPARQL and Parquet
files.

Other wrappers like SQL, OMOP, etc. are under consideration. Let
us now if you want to use one of these or other datasources.



Now that we have a federated implementation of our algorithm we need to
make it compatible with the vantage6 infrastructure. The infrastructure
handles the communication with the server and provides data access to
the algorithm.

The algorithm consumes a file containing the input. This contains both
the method name to be triggered as well as the arguments provided to the
method. The algorithm also has access to a CSV file (in the future this
could also be a database) on which the algorithm can run. When the
algorithm is finished, it writes back the output to a different file.

The central part of the algorithm has to be able to create (sub)tasks.
These subtasks are responsible for executing the federated part of the
algorithm. The central part of the algorithm can either be executed on
one of the nodes in the vantage6 network or on the machine of a
researcher. In this example we only show the case in which one of the
nodes executes the central part of the algorithm. The node provides the
algorithm with a JWT token so that the central part of the algorithm has
access to the server to post these subtasks.


📂Algorithm Structure

The algorithm needs to be structured as a Python
package [https://packaging.python.org/tutorials/packaging-projects/].
This way the algorithm can be installed within the Docker image. The
minimal file-structure would be:

project_folder
├── Dockerfile
├── setup.py
└── algorithm_pkg
    └── __init__.py





We also recommend adding a README.md, LICENSE and
requirements.txt to the project_folder.


setup.py

Contains the setup method to create a package from your algorithm code.
Here you specify some details about your package and the dependencies it
requires.

from os import path
from codecs import open
from setuptools import setup, find_packages

# we're using a README.md, if you do not have this in your folder, simply
# replace this with a string.
here = path.abspath(path.dirname(__file__))
with open(path.join(here, 'README.md'), encoding='utf-8') as f:
    long_description = f.read()

# Here you specify the meta-data of your package. The `name` argument is
# needed in some other steps.
setup(
    name='v6-average-py',
    version="1.0.0",
    description='vantage6 average',
    long_description=long_description,
    long_description_content_type='text/markdown',
    url='https://github.com/IKNL/v6-average-py',
    packages=find_packages(),
    python_requires='>=3.10',
    install_requires=[
        'vantage6-client',
        # list your dependencies here:
        # pandas, ...
    ]
)






Note

The setup.py above is sufficient in most cases. However if you want to
do more advanced stuff (like adding static data, or a CLI) you can use the
extra arguments [https://packaging.python.org/guides/distributing-packages-using-setuptools/#setup-args]
from setup.





Dockerfile

The Dockerfile contains the recipe for building the Docker image. Typically you
only have to change the argument PKG_NAME to the name of you package.
This name should be the same as as the name you specified in the
setup.py. In our case that would be v6-average-py.

# This specifies our base image. This base image contains some commonly used
# dependancies and an install from all vantage6 packages. You can specify a
# different image here (e.g. python:3). In that case it is important that
# `vantage6-client` is a dependancy of you project as this contains the wrapper
# we are using in this example.
FROM harbor2.vantage6.ai/algorithms/algorithm-base

# Change this to the package name of your project. This needs to be the same
# as what you specified for the name in the `setup.py`.
ARG PKG_NAME="v6-average-py"

# This will install your algorithm into this image.
COPY . /app
RUN pip install /app

# This will run your algorithm when the Docker container is started. The
# wrapper takes care of the IO handling (communication between node and
# algorithm). You dont need to change anything here.
ENV PKG_NAME=${PKG_NAME}
CMD python -c "from vantage6.tools.docker_wrapper import docker_wrapper; docker_wrapper('${PKG_NAME}')"







__init__.py

This contains the code for your algorithm. It is possible to split this
into multiple files, however the methods that should be available to the
researcher should be in this file. You can do that by simply importing
them into this file (e.g. from .average import my_nested_method)

We can distinguish two types of methods that a user can trigger:



	name

	description

	prefix

	arguments





	master

	Central part of the algorithm. Receives a
client as argument which provides an
interface to the central server. This way
the master can create tasks and collect
their results.

	
	(client, data,
*args, **kwargs)



	Remote
procedure
call

	Consumes the data at the node to compute
the partial.

	RPC_

	(data, *args,
**kwargs)







Warning

Everything that is returned by thereturn statement is sent back to the
central vantage6-server. This should never contain any privacy-sensitive
information.




Warning

The client the master method receives is an AlgorithmClient (or a
ContainerClient if you are using an older version), which is different
than the client you use as a user.



For our average algorithm the implementation will look as follows:

import time

from vantage6.tools.util import info

def master(client, data, column_name):
    """Combine partials to global model

    First we collect the parties that participate in the collaboration.
    Then we send a task to all the parties to compute their partial (the
    row count and the column sum). Then we wait for the results to be
    ready. Finally when the results are ready, we combine them to a
    global average.

    Note that the master method also receives the (local) data of the
    node. In most usecases this data argument is not used.

    The client, provided in the first argument, gives an interface to
    the central server. This is needed to create tasks (for the partial
    results) and collect their results later on. Note that this client
    is a different client than the client you use as a user.
    """

    # Info messages can help you when an algorithm crashes. These info
    # messages are stored in a log file which is send to the server when
    # either a task finished or crashes.
    info('Collecting participating organizations')

    # Collect all organization that participate in this collaboration.
    # These organizations will receive the task to compute the partial.
    organizations = client.get_organizations_in_my_collaboration()
    ids = [organization.get("id") for organization in organizations]

    # Request all participating parties to compute their partial. This
    # will create a new task at the central server for them to pick up.
    # We've used a kwarg but is is also possible to use `args`. Although
    # we prefer kwargs as it is clearer.
    info('Requesting partial computation')
    task = client.create_new_task(
        input_={
            'method': 'average_partial',
            'kwargs': {
                'column_name': column_name
            }
        },
        organization_ids=ids
    )

    # Now we need to wait untill all organizations(/nodes) finished
    # their partial. We do this by polling the server for results. It is
    # also possible to subscribe to a websocket channel to get status
    # updates.
    info("Waiting for results")
    results = client.wait_for_results(task_id=task.get("id"))

    # Now we can combine the partials to a global average.
    global_sum = 0
    global_count = 0
    for result in results:
        global_sum += result["sum"]
        global_count += result["count"]

    return {"average": global_sum / global_count}

def RPC_average_partial(data, column_name):
    """Compute the average partial

    The data argument contains a pandas-dataframe containing the local
    data from the node.
    """

    # extract the column_name from the dataframe.
    info(f'Extracting column {column_name}')
    numbers = data[column_name]

    # compute the sum, and count number of rows
    info('Computing partials')
    local_sum = numbers.sum()
    local_count = len(numbers)

    # return the values as a dict
    return {
        "sum": local_sum,
        "count": local_count
    }








Local testing

Now that we have a vantage6 implementation of the algorithm it is time
to test it. Before we run it in a vantage6 setup we can test it locally
by using the ClientMockProtocol which simulates the communication
with the central server.

Before we can locally test it we need to (editable) install the
algorithm package so that the Mock client can use it. Simply go to the
root directory of your algorithm package (with the setup.py file)
and run the following:

pip install -e .





Then create a script to test the algorithm:

from vantage6.tools.mock_client import ClientMockProtocol

# Initialize the mock server. The datasets simulate the local datasets from
# the node. In this case we have two parties having two different datasets:
# a.csv and b.csv. The module name needs to be the name of your algorithm
# package. This is the name you specified in `setup.py`, in our case that
# would be v6-average-py.
client = ClientMockProtocol(
    datasets=["local/a.csv", "local/b.csv"],
    module="v6-average-py"
)

# to inspect which organization are in your mock client, you can run the
# following
organizations = client.get_organizations_in_my_collaboration()
org_ids = ids = [organization["id"] for organization in organizations]

# we can either test a RPC method or the master method (which will trigger the
# RPC methods also). Lets start by triggering an RPC method and see if that
# works. Note that we do *not* specify the RPC_ prefix for the method! In this
# example we assume that both a.csv and b.csv contain a numerical column `age`.
average_partial_task = client.create_new_task(
    input_={
        'method':'average_partial',
        'kwargs': {
            'column_name': 'age'
        }
    },
    organization_ids=org_ids
)

# You can directly obtain the result (we dont have to wait for nodes to
# complete the tasks)
results = client.result.from_task(average_partial_task.get("id"))
print(results)

# To trigger the master method you also need to supply the `master`-flag
# to the input. Also note that we only supply the task to a single organization
# as we only want to execute the central part of the algorithm once. The master
# task takes care of the distribution to the other parties.
average_task = client.create_new_task(
    input_={
        'master': 1,
        'method':'master',
        'kwargs': {
            'column_name': 'age'
        }
    },
    organization_ids=[org_ids[0]]
)
results = client.result.from_task(average_task.get("id"))
print(results)







Building and Distributing

Now that we have a fully tested algorithm for the vantage6
infrastructure. We need to package it so that it can be distributed to
the data-stations/nodes. Algorithms are delivered in Docker images. So
that’s where we need the Dockerfile for. To build an image from our
algorithm (make sure you have docker installed and it’s running) you can
run the following command from the root directory of your algorithm
project.

docker build -t harbor2.vantage6.ai/demo/average .





The option -t specifies the (unique) identifier used by the
researcher to use this algorithm. Usually this includes the registry
address (harbor2.vantage6.ai) and the project name (demo).


Note

In case you are using docker hub as registry, you do not have to specify
the registry or project as these are set by default to the Docker hub and
your docker hub username.



docker push harbor2.vantage6.ai/demo/average






Note

Reach out to us if you want to use our registry (harbor2.vantage6.ai).
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5. Community

As an open-source platform, we welcome anyone who would like to contribute to vantage6.
The following sections are meant to clarify our processes in development, documentation
and releasing.

Please note that this project is released with a
Contributor Code of Conduct [https://github.com/vantage6/vantage6/blob/main/CODE_OF_CONDUCT.md].
By participating in any way in this project, you agree to abide by its terms.


Contents:


	5.1. Contribute
	5.1.1. Support questions

	5.1.2. Reporting issues

	5.1.3. Security vulnerabilities

	5.1.4. Community sprints

	5.1.5. Community Meetings

	5.1.6. Submitting patches
	Setup your environment

	Coding

	Code style

	Unit tests & coverage

	Verifying local code changes

	Pull Request

	Documentation





	5.1.7. Roles in the vantage6 community
	Community access tiers









	5.2. Documentation
	5.2.1. How this documentation is created





	5.3. Release
	5.3.1. Version format

	5.3.2. Testing a release

	5.3.3. Start the release process

	5.3.4. The release pipeline

	5.3.5. Distribute release

	5.3.6. Post-release checks





	5.4. Development environment
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5.1. Contribute


5.1.1. Support questions

If you have questions, please reach out on
Github Discussions [https://github.com/vantage6/vantage6/discussions] .
If you want to report a bug or request a new feature, please create a
new issue [https://github.com/vantage6/vantage6/issues/new/choose]. If you are not
sure whether to create an issue or a discussion, please create a discussion first - we
can always create an issue from a discussion.



5.1.2. Reporting issues

Issues can be posted at our Github issue page [https://github.com/vantage6/vantage6/issues].

We distinguish between the following types of issues:


	Bug report: you encountered broken code


	Feature request: you want something to be added


	Change request: there is a something you would like to be different but it
is not considered a new feature nor is something broken


	Security vulnerabilities: you found a security issue




Each issue type has its own template. Using these templates makes it easier for
us to manage them.


Warning

Security vulnerabilities should not be reported in the Github issue tracker
as they should not be publically visible. To see how we deal with security
vulnerabilities read our policy [https://github.com/vantage6/vantage6/blob/main/SECURITY.md].

The Security vulnerabilities section describes how to release a
security patch yourself.



We distibute the open issues in sprints and hotfixes.
You can check out these boards here:


	Sprints [https://github.com/orgs/vantage6/projects/1]


	Hotfixes [https://github.com/orgs/vantage6/projects/2]




When a high impact bug is reported, we will put it on the hotfix board and
create a patch release as soon as possible.

The sprint board tracks which issues we plan to fix in which upcoming release.
Low-impact bugs, new features and changes will be scheduled into a sprint
periodically. We automatically assign the label ‘new’ to all newly reported
issues to track which issues should still be scheduled.

If you would like to fix an existing bug or create a new feature, check
Submitting patches for more details on e.g. how to set up a local development
environment and how the release process works. We prefer that
you let us know you what are working on so we prevent duplicate work.



5.1.3. Security vulnerabilities

If you are a member of the vantage6 Github organization, you can create an
security advisory in the Security [https://github.com/vantage6/vantage6/security/advisories] tab. See Table 5.1 on what to fill in.

If you are not a member, please reach out to a vantage6 project member.
They can create a security advisory for you.


Table 5.1 Advisory details





	Name

	Details





	Ecosystem

	Set to pip



	Package name

	Set to vantage6



	Affected versions

	Specify the versions (or set of verions) that are affected



	Patched version

	Version where the issue is addessed, you can fill this in later when
the patch is released.



	Severity

	Determine severity score using this [https://nvd.nist.gov/vuln-metrics/cvss/v3-calculator] tool. Then use table Table 5.2 to
determine the level from this score.



	Common weakness enumerator (CWE)

	Find the CWE (or multiple) on this [https://cwe.mitre.org/] website.







Table 5.2 Severity





	Score

	Level





	0.1-3.9

	Low



	4.0-6.9

	Medium



	7.0-8.9

	High



	9.0-10.0

	Critical






Once the advisory has been created it is possible to create a private fork from
there (Look for the button Start a temporary private fork). This private
fork should be used to solve the issue.

From the same page you should request a CVE number so we can alert dependent
software projects. Github will review the request - it is not clear what this
entails, but they have approved all advisories so far.



5.1.4. Community sprints

We organize community sprints to work on new features and bug fixes. In cycles of four
weeks, we work across multiple organizations to improve vantage6.
We work on sprint boards [https://github.com/orgs/vantage6/projects/1] where we track
the progress of the issues that are scheduled for the sprint. Each sprint starts with a
planning meeting, where we decide which issues we will work on. At the end of the sprint,
we have a review meeting where we discuss the progress.

The sprints are open to any developer who wants to contribute significantly to the
infrastructure during that period. It is possible to decide per sprint whether you want
to participate or not. Please reach out to one of the owners of the vantage6
[Github organization](https://github.com/orgs/vantage6/people) if you want to join one
or more sprints.



5.1.5. Community Meetings

We host bi-monthly community meetings intended for aligning development
efforts. Anyone is welcome to join although they are mainly intended for
infrastructure and algorithm developers. You can present what your team is working on
and find collaboration partners.

Community meetings are usually held on the third Thursday of the month at 11:00
AM CET on Microsoft Teams. Reach out to community members or leaders
if you want to join the community meeting.

For more information and slides from previous meetings, check our
website [https://vantage6.ai/community-meetings/].



5.1.6. Submitting patches

If there is not an open issue for what you want to submit, please open one for
discussion before submitting the PR. This helps to avoid duplicate work and to get
feedback on your idea before you start working on it.

The workflow below is specific to the
vantage6 infrastructure repository [https://github.com/vantage6/vantage6].
However, the concepts for our other repositories (such as algorithm repositories) are
the same. Then, modify the links below and ignore steps that may be irrelevant to that
particular repository.


Setup your environment


	Make sure you have a Github account


	Install and configure git and make


	Clone the main repository locally:

git clone https://github.com/vantage6/vantage6
cd vantage6







	Add your fork as a remote to push your work to. Replace {username} with
your username.

git remote add fork https://github.com/{username}/vantage6






Note

If you are a member of the vantage6 Github organization, you do not need to create a
fork but you can simply create a new branch and push your work to that branch.





	Create a virtual environment to work in using uv:

uv venv --python 3.13
source .venv/bin/activate  # On Windows: .venv\Scripts\activate







	Install vantage6 as development environment:

make lock        # after changing dependencies in any pyproject.toml
make install-dev # editable install from local packages (uses uv.lock)











Coding

First, create a branch you can work on. Make sure you branch of the latest
main branch:

git fetch origin
git checkout -b your-branch-name origin/main





Then you can create your bugfix, change or feature. Make sure to commit
frequently. Preferably include tests that cover your changes.

Finally, push your commits to your fork on Github and create a pull request.

git push --set-upstream fork your-branch-name







Code style

We use Ruff [https://docs.astral.sh/ruff/] to format
our code. It is important that you use this style so make sure that your
contribution will be easily incorporated into the code base.

Ruff is automatically installed into your python environment
when you run make install-dev. To automatically enable Ruff, we recommend
that you install the Ruff extension from Charlie R Marsh in the VSCode
marketplace. By enabling the option ‘format on save’ you can then automatically
format your code in the proper style when you save a file.

Alternatively, or additionally, you may install a pre-commit hook that will
automatically format your code when you commit it. To do so, run the following
command:

pre-commit install





You may need to run pre-commit autoupdate to update the pre-commit hook.



Unit tests & coverage

You can execute unit tests using the test command in the Makefile:

make test





If you want to execute a specific unit test (e.g. the one you just created or
one that is failing), you can use a command like:

python -m unittest tests_folder.test_filename.TestClassName.test_name





This command assumes you are in the directory above tests_folder. If you are
inside the tests_folder, then you should remove that part.



Verifying local code changes

While working on a new feature, it can be useful to run vantage6 locally with your code
changes to verify that it does what you expect it to do. The v6 dev
commands can be used for this purpose. With these commands, a local
vantage6 network can be run that immediately syncs code changes that you make. It also
restarts those infrastructure components affected by your changes. Note
that this only works for changes that you make to code running within vantage6
containers. If you make changes to the images, make sure to run v6 dev rebuild to
rebuild the images.

To test changes to the CLI, make sure that you create an editable installation of the
CLI, as indicated above with the make install-dev command.

Changes in the Helm charts often require you to stop your running v6 dev environment
and run v6 dev start again. This is because the Helm charts are deployed as
Kubernetes resources, and these resources need to be updated to reflect the changes you
made.

If you made changes in the CLI, these are often not reflected in the development
environment: the development environment is run by v6 dev commands and therefore,
changes in v6 node or v6 hq, etc., do not impact the development environment.
Therefore, the v6 sandbox command can often be used to test changes in the CLI -
these commands use the commands of individual infrastructure components in v6 node,
v6 hq, etc. under the hood.
If you have also changed the Helm charts locally, you can use the --local-chart-dir
flag to test the changes locally. For example:

v6 sandbox new --local-chart-dir /path/to/vantage6/charts






Note

To run the v6 dev commands, you need to have Devspace installed. See the
Development environment section for more information.





Pull Request

Please consider first which branch you want to merge your contribution into.
Patches are usually directly merged into main, but features are
usually merged into a release branch (e.g. release/4.1 for versions 4.1.x)
before being merged into the main branch.

Before the PR is merged, it should pass the following requirements:


	At least one approved review of a code owner


	All unit tests [https://github.com/vantage6/vantage6/actions/workflows/unit_tests.yml] should complete


	CodeQL [https://docs.github.com/en/code-security/code-scanning/automatically-scanning-your-code-for-vulnerabilities-and-errors/about-code-scanning-with-codeql] (vulnerability scanning) should pass


	Codacy [https://app.codacy.com/gh/vantage6/vantage6/dashboard] - Code
quality checks - should be OK


	Coveralls [https://coveralls.io/github/vantage6/vantage6] - Code coverage
analysis - should not decrease




Code owners may diverge from the above requirements, for instance in case of false
positives in the CodeQL check.



Documentation

Depending on the changes you made, you may need to add documentation. For more
information on how and where to edit the documentation,
see the section Documentation.

Consider which documentation you need to update:


	User documentation.
Update it if your change led to a different expierence for the end-user


	Technical documentation.
Update it if you added new functionality. Check if your function docstrings
have also been added (see last bullet below).


	Function docstrings
These should always be documented using the
numpy format [https://numpydoc.readthedocs.io/en/latest/format.html].
Such docstrings can then be used to automatically generate parts of the
technical documentation space.







5.1.7. Roles in the vantage6 community

As an open-source community, vantage6 is open to constructive development efforts from
anyone. Developers that contribute regularly may at some point become official
members and as such can get more permissions. This section outlines the rules that we
follow as a community to govern this process.


Community access tiers

A few levels of access are discerned within the vantage6 community:


	Contributors: people that have opened pull requests which have been merged


	Members: members of the vantage6 Github organization


	Administrators: administrators of the vantage6 Github organization




Contributor access is available to anyone that wants to contribute to vantage6. They
can create their own forks of the vantage6 repository and create pull requests from
there.

Membership gives developers more extensive access, for instance to create branches
within the official repository and view private repositories within the vantage6
Github organization. Membership may be given to anyone that requests it and will be
granted if the majority of the vantage6 members approves of this. There are no hard
requirements for membership: usually, making several contributions helps in receiving
membership, but someone may also attain membership if they are, for instance, an
employee of a trusted organization that plans to invest in vantage6.

Administrator level access gives developers access to merge pull requests into the main
branch and execute other sensitive actions within the repositories. This level of access
will only be granted to a small number of developers that have demonstrated their
knowledge of vantage6 extensively. Administrator access will only be given if all
administrators agree unanimously that it should be granted. In rare cases, administrator
access may also be revoked if the other administrators unanimously agree that it should
be revoked.

Voting for membership and administrator access may be done in the community meetings,
but can also be done asynchronously via email.
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5.2. Documentation

The vantage6 framework is documented on this website. This page describes how
this documentation is created and how to build the documentation locally.


5.2.1. How this documentation is created

The source of the documentation you are currently reading is located
here [https://github.com/vantage6/vantage6/tree/main/docs/], in the docs
folder of the vantage6 repository itself.

To build the documentation locally, there are two options. To build a static
version, you can do make html when you are in the docs directory.
If you want to automatically refresh the documentation whenever you make a
change, you can use sphinx-autobuild [https://pypi.org/project/sphinx-autobuild/].
Assuming you are in the main directory of the repository, run the following
commands:

# install requirements to run documentation (only required once). Note that you
# should also have run `make install-dev` or `make install` for this to work.
make install-docs

# run documentation interactively
make devdocs





Then, you can access the documentation on http://127.0.0.1:8000. The --watch
option makes sure that if you make changes to either the documentation text or the
docstrings, the documentation pages will also be reloaded.


Note

The command make devdocs does not build the function documentation by default,
because building that interactively is slow. If you need to build the function
documentation locally, you can do so by either running make html or
make devdocs FUNCTIONDOCS=true.




Note

This documentation also includes some UML diagrams which are generated using
PlantUML [https://plantuml.com/]. To generate these diagrams, you need to
install Java [https://www.java.com/en/download/help/download_options.html].
PlantUML itself is included in the Python requirements, so you do not have to
install it separately.



This documentation is automatically built and published on a commit (on
certain branches, including main). Both Frank and Bart have access to the
vantage6 project when logged into readthedocs. Here they can manage which
branches are to be synced, manage the webhook used to trigger a build, etc.

The files in this documentation use the rst format, to see the syntax view
this cheatsheet [https://github.com/ralsina/rst-cheatsheet/blob/master/rst-cheatsheet.rst].
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5.3. Release

This page is intended to provide information about our release process. First,
we discuss the version formatting, after which we discuss the actual creation
and distribution of a release.


5.3.1. Version format

Semantic versioning [https://semver.org/] is used:
Major.Minor.Patch.Pre[N].Post<n>.

Major releases update the first digit, e.g. 1.2.3 is updated to
2.0.0. This is used for releasing breaking changes: hub components and nodes of
version 2.x.y are unlikely to be able to run an algorithm written for version
1.x.y. Also, the API responses may change in a way that breaks compatibility.

Minor releases update the second digit, e.g. 1.2.3 to 1.3.0. This is
used for releasing new features (e.g. a new endpoint), enhancements and other
changes that are compatible with all other components. Algorithms written for
version 1.a.b should run on any vantage6 hub of version 1.c.d. Also, the
APIs should be compatible with other minor versions - the same
fields present before will be present in the new version, although new fields
may be added. However, nodes and hubs of different minor versions may not be
able to communicate properly. Therefore, we always recommend restarting the nodes after
a hub upgrade (then, the nodes will automatically update to the new minor version).

Patch releases update the third digit, e.g. 1.2.3 to 1.2.4. This is
used for bugfixes and other minor changes. Different patch releases should be
compatible with each other, so a node of version 1.2.3 should be able to
communicate with a vantage6 HQ of version 1.2.4.

Pre[N] is used for alpha (a), beta (b) and release candidates (rc) releases
and the build number is appended (e.g. 2.0.1b1 indicates the first
beta-build of version 2.0.1). These releases are used for testing before
the actual release is made.

Post[N] is used for a rebuild where no code changes have been made, but
where, for example, a dependency has been updated and a rebuild is required.
We only use this to version the Docker images that are updated
in these cases.



5.3.2. Testing a release

Before a release is made, it is tested by the development team. They go through
the following steps to test a release:


	Create a release candidate. This process is the same as creating
the actual release, except that the candidate has
a ‘pre’ tag (e.g. 1.2.3rc1 for release candidate number 1 of version
1.2.3).


	Install the release. The release should be tested from a clean environment.




uv venv --python 3.13
source .venv/bin/activate  # On Windows: .venv\Scripts\activate
uv pip install vantage6==<version> --prerelease=allow






	Start hub and nodes. Start the hub and the nodes for the
release candidate using a v6 sandbox network:




v6 sandbox new \
    --hq-image ghcr.io/vantage6/infrastructure/hq:<version> \
    --ui-image ghcr.io/vantage6/infrastructure/ui:<version> \
    --node-image ghcr.io/vantage6/infrastructure/node:<version> \
    --store-image ghcr.io/vantage6/infrastructure/algorithm-store:<version>






	Test code changes. Go through all issues that are part of the new release
and test if they work as intended.


	Run test algorithms. The algorithm v6-feature-tester is run and checked.
This algorithm checks several features to see if they are performing as
expected.


	Update algorithms. For some releases, algorithms have to be updated, either because
they no longer work in the new version of vantage6, because the algorithm tools have
received patches or new featuresor, less urgently, if the
algorithm store is extended so new metadata on the algorithm can be stored. Updating
the algorithms is especially important for the algorithms in the community store, as
these are used by the entire vantage6 community.


	Stop the network. After testing is finished, you can stop the network and clean up:




v6 sandbox stop
v6 sandbox remove





After these steps, the final release can be made. This process is described below.


Note

We are working on further automating the testing and release process.





5.3.3. Start the release process

To create a new release, one should go through the following steps:


	Check out the correct branch of the
vantage6 [https://github.com/vantage6/vantage6] repository and pull the latest
version. Make sure the branch is up-to-date.




git checkout main
git pull






	Create a tag for the release. See Version format for more details on version names:




git tag version/x.y.z






	Push the tag to the remote. This will trigger the release pipeline on Github:




git push origin version/x.y.z






Note

The release process is protected and can only be executed by certain
people. Reach out if you have any questions regarding this.





5.3.4. The release pipeline

If you want to follow the release process, you can go to the
Github release actions page [https://github.com/vantage6/vantage6/actions/workflows/release.yml] and select the
relevant release.

The release pipeline executes the following steps:


	It checks if the tag contains a valid version specification. If it does not,
the process it stopped.


	Update the version in the repository code to the version specified in the
tag and commit this back to the main branch.


	Build and push the Docker images and Helm charts to ghcr.io/vantage6.


	Create a Github release with the version number and the release notes.


	Upload the package to PyPi.





Note

All vantage6 infrastructure components (HQ, node, store, UI, etc.) are released
at the same time, with the same version number.



The release pipeline uses a number of environment variables to, for instance,
to authenticate to PyPi. These variables are listed and explained
in the table below.


Table 5.3 Environment variables





	Secret

	Description





	COMMIT_PAT

	Github Personal Access Token with commit privileges. This is linked to
an individual user with admin right as the commit on the main needs
to bypass the protections. There is unfortunately not -yet- a good
solution for this.



	ADD_TO_PROJECT_PAT

	Github Personal Access Token with project management privileges. This
token is used to add new issues to project boards.



	COVERALLS_TOKEN

	Token from coveralls to post the test coverage stats.



	DOCKER_TOKEN

	Token used together DOCKER_USERNAME to upload the container images
to ghcr.io/vantage6/infrastructure.



	DOCKER_USERNAME

	See DOCKER_TOKEN.



	PYPI_TOKEN

	Token used to upload the Python packages to PyPi.








5.3.5. Distribute release

Hub components (HQ, auth, store, UI) that are already running will automatically
be upgraded to the latest version of their major release when they are restarted, unless otherwise
specified in the respective configuration files. Nodes behave similarly, but instead of
picking the latest version, they check which version the HQ is using and update to
that (minor) version. The update to the new version happens by pulling the newly
released Helm charts and Docker images.

Note that the major
release is never automatically updated: for example, a node running version
4.1.0 will update to 4.1.1 or 4.2.0, but never to 5.0.0. Depending on the
version of vantage6 that is being used, there is a reserved Docker image tag
for distributing the upgrades. These are the following:



	Tag

	Description





	uluru

	5.x.x release



	cotopaxi

	4.x.x release



	petronas

	3.x.x release



	harukas

	2.x.x release



	troltunga

	1.x.x release






Docker images can be pulled manually with e.g.

docker pull ghcr.io/vantage6/infrastructure/server:cotopaxi
docker pull ghcr.io/vantage6/infrastructure/node:3.1.0







5.3.6. Post-release checks

After a release, there are a few checks that are performed. Most of these are
only relevant if you are hosting a vantage6 hub yourself that is being automatically
updated upon new releases, as is for instance the case for the Uluru community service.

For Uluru, the following checks may be performed:


	Check that ghcr.io/vantage6 has updated images, e.g. hq:uluru,
hq:uluru-live and node:uluru.


	Check if the (live) hub version is updated. Go to:
https://uluru.vantage6.ai/version. Check logs if it is not updated.


	Release any documentation or blog posts that may not yet have been released.


	Upgrade issue status to ‘Done’ in any relevant issue tracker.


	Check if nodes are online, and restart them to update to the latest version
if desired.
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5.4. Development environment

This document describes the development environment for the vantage6 project. When
developing new features or fixing bugs, it helps a lot to have your code changes
immediately reflected in the running system, which is why we have a development
environment.

The development environment is a devspace [https://www.devspace.sh/] environment
that runs a local kubernetes environment with all the services that make up a vantage6
infrastructure running in containers.


Warning

If you are using Windows, you need to have the
Windows Subsystem for Linux [https://learn.microsoft.com/en-us/windows/wsl/install]
(WSL) installed, and call the development environment from within WSL. The
development environment is not supported on Windows itself.




5.4.1. Requirements

You need to have the following installed:


	devspace [https://www.devspace.sh/docs/getting-started/installation] - to run the
development environment


	kubectl [https://kubernetes.io/docs/tasks/tools/#kubectl] - to manage the
kubernetes cluster. It usually comes with your kubernetes distribution. Supported
distributions for the development environment are microk8s [https://microk8s.io/],
minikube [https://minikube.sigs.k8s.io/] and
Docker Desktop [https://docs.docker.com/desktop/].





Warning

If you are using WSL, it may not be possible to open a browser window to
authenticate from the command line. There are multiple ways to fix this.
This StackOverflow question [https://superuser.com/questions/1262977/open-browser-in-host-system-from-windows-subsystem-for-linux]
has some solutions.



Finally, to run the development environment, you need to clone the
vantage6 repository [https://github.com/vantage6/vantage6] and navigate to the
main directory.



5.4.2. First time running the development environment

To run the development environment for the first time, execute these commands:

cd /path/to/vantage6/repository

# Recommended but optional: use a specific namespace instead of the default
# kubernetes namespace.
kubectl config set-context --current --namespace=vantage6

# Run the development environment
devspace run start-dev





The first time you run the development environment, you will be asked to enter a number
of variables to configure the development environment. Take particular note of setting
up the following variables:


	HOST_URI: this is the ip address of your host machine. If you are using Docker
k8s (which comes with Docker Desktop), this should be host.docker.internal. If
you are using Linux, this is usually 172.17.0.1. You can also find out the ip
with hostname -I | awk '{print $1}' (Linux) or
ip route | awk '/default/ {print $3} (Mac).


	NUMBER_OF_NODES: this is the number of nodes you want to create for the
development environment. For some algorithms, you need to have at least 3 nodes.


	NODE_TEST_DATABASE_NAME: this is the name of the test database for the nodes.
This is used to store the test data for the nodes. Enter a suitable CSV file name.





Warning

If you are using WSL with Docker Desktop, note that you
need to set custom mount paths [https://dev.to/nsieg/use-k8s-hostpath-volumes-in-docker-desktop-on-wsl2-4dcl]
for the file paths. Note also that these files may be deleted when you restart
WSL or your machine itself.





5.4.3. Running the development environment

Once you have configured the development environment, you can manage it with the
following commands:







	Command

	Description





	v6 dev start

	Start the development environment



	v6 dev stop

	Stop the development environment. This removes the running Kubernetes resources
but keeps the local data (e.g. tasks data, database data)



	v6 dev clean

	Delete all running k8s resources and local data (e.g. tasks data, database data)



	v6 dev rebuild

	Rebuild all infrastructure Docker images (HQ, node, etc.)






By default, v6 dev rebuild will build all images. You can rebuild specific
images by passing the --hq, --node, --store or --ui flag. For
example, if you want to rebuild only the HQ image, you can run:

v6 dev rebuild --hq







5.4.4. Using the development environment

Once the development environment is running, it will spin up the following services:


	The vantage6 hub, consisting of:


	User interface (http://localhost:7600)


	HQ (http://localhost:7601/hq)


	Algorithm store (http://localhost:7602/store)


	Authentication (Keycloak), including the admin interface (http://localhost:7680)


	PostgreSQL databases to support the HQ, store and authentication services






	One or more nodes (as indicated by the NUMBER_OF_NODES variable)




The following user is created to authenticate with:


	Username: admin


	Password: admin




The first time you start the development environment, you will be asked if you want to
populate the hub with some example data. This is useful to test the development
environment. This will create additional users and organizations. The users will have
the username user_1 (for organization org_1), user_2 (for organization
org_2), etc., up to the number of nodes you have configured. Each user will have
the password Password123!.


Note

You can find the logs of the development environment in the .devspace/logs
directory. We also recommend using k9s [https://k9scli.io/] to interact with
the Kubernetes cluster.
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6. Technical reference

This section contains technical reference information about the vantage6 project.



	6.1. Architecture
	6.1.1. Network Actors
	Hub

	Data Station

	User or Application

	Learn more?









	6.2. Hub features
	6.2.1. API response structure





	6.3. Node features
	6.3.1. Whitelisting
	Setting up whitelisting









	6.4. Algorithm features
	6.4.1. Algorithm container isolation

	6.4.2. Sessions
	Algorithm Step Types

	Dependent tasks

	Session storage









	6.5. Communication between components
	6.5.1. SocketIO connection
	Permissions

	Usage in vantage6





	6.5.2. End to end encryption

	6.5.3. Blob Storage
	Developer documentation
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6.1. Architecture


6.1.1. Network Actors

As we saw before, the vantage6 network consists of a
vantage6 hub, a number of nodes and a client. This section explains in some
more detail what these network actors are responsible for, and which subcomponents they
contain.


Hub

The vantage6 hub is the central point of contact for communication in
vantage6. The hub components are listed in more detail in the
Hub admin guide section.



Data Station

The data station is the collection of all components running at the data partner’s site.


	Vantage6 node
	The node is responsible for executing the algorithms on the local data.
It protects the data by allowing only specified algorithms to be executed after
verifying their origin. The node is responsible for picking up the
task, executing the algorithm and sending the results back to HQ. The
node needs access to local data. For more details see the
technical documentation of the node.



	Database
	The database may be in any format that the algorithms relevant to your use
case support. The currently supported database types are listed
here.



	Algorithm
	When the node receives a task from HQ, it will download the
algorithm from the container registry and execute it on the local data. The
algorithm is therefore a temporary component that is automatically created by the
node and only present during the execution of a task.







User or Application

Users or applications can interact with the vantage6 hub in order
to create tasks and retrieve their results, or manage entities at the hub (i.e.
creating or editing users, organizations, collaborations and managing algorithms).

The vantage6 hub contains multiple APIs (for the server, the store and the
authentication service), which means that there are many ways to interact
with it programatically. There are however a number of applications available that make
is easier for users to interact with the vantage6 hub. These are explained in more
detail in the User guide but are also briefly mentioned here:


	User interface
	The user interface is the easiest way
to interact with the vantage6 hub.



	Python client
	The vantage6 python client is a Python package that allows users
to interact with HQ from a Python environment. This is helpful for data
scientists who want to integrate vantage6 into their existing Python workflow.



	API
	It is also possible to interact with the hub using the APIs directly.







Learn more?

The next sections describe specific features of vantage6 in more detail. Check them out!
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6.2. Hub features

The following pages each describe one feature of the vantage6 hub.


Contents:


	6.2.1. API response structure
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6.2.1. API response structure

Each API endpoint returns a JSON response. All responses are structured in the
same way, loosely following HATEOAS rules. An example is detailed below:

>>> client.task.get(task_id)
{
    "id": 1,
    "name": "test",
    "results": "/api/result?task_id=1",
    "image": "ghcr.io/vantage6/algorithm/test:latest",
    ...
}





The response for this task includes a link to the results that are attached to
this task. More detail on the results are provided when collecting the response
for that link.

Almost all API endpoints of vantage6 HQ and algorithm store are structured in this way.
An exception is, for instance, the version endpoint, which returns a simple JSON
response.
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6.3. Node features

The following pages each describe one feature of the vantage6 node.

** Under construction **


Contents:


	6.3.1. Whitelisting








            

          

      

      

    

  

  
    
    

    6.3.1. Whitelisting
    

    
 
  

    
      
          
            
  
6.3.1. Whitelisting

Available since version 3.9.0

Vantage6 algorithms are by default isolated in their own private network and thus
disconnected from the internet, and are therefore unable to connect to access data that
is not connected to the node on node startup. Via the whitelisting feature, it is
possible to whitelist certain Kubernetes
services and IP addresses to allow the algorithm to connect to these resources.


Warning

As a node owner you are responsible for the security of your node. Make
sure you understand the implications of whitelisting before enabling this
feature.




Setting up whitelisting

The node configuration file example contains a
whitelist section that can be used to configure the whitelisting. That section
explains the different options that are available.
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6.4. Algorithm features

The following pages each describe one feature of vantage6 algorithms.


Contents:


	6.4.1. Algorithm container isolation

	6.4.2. Sessions
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6.4.1. Algorithm container isolation

The algorithms run in vantage6 have access to the sensitive data that we want
to protect. Also, the algorithms may be built improperly, or may be outdated,
which might make it vulnerable to attacks. Therefore, one of the important
security measures that vantage6 implements is that all algorithms run in a
container that is not connected to the internet. The isolation from the internet
is achieved by starting the algorithm container as a Kubernetes job that is not
given access to the internet (neither outbound nor inbound).


Note

Before version 5, vantage6 did not use Kubernetes. Then, algorithms were run in
isolated Docker networks.



While the algorithm is thus isolated from the internet, it still has to be able
to access several different resources, such as the vantage6 HQ if it needs
to spawn other containers for subtasks. Such communication all takes place over
interfaces that are an integral part of vantage6, and are thus considered safe.
Below is a list of interfaces that are available to the algorithm container.


	Vantage6 HQ is available to the algorithm container via a proxy server
running on the node.


	Addresses that are explicitly whitelisted by the node owner are made available to the
algorithm container.




Note that all of these connections are initiated from the algorithm container.
Vantage6 does not support incoming connections to the algorithm container.
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6.4.2. Sessions

Sessions have been added to vantage6 to provide a way to prepare a dataset that can be
re-used in many computation tasks. They are important to ensure that vantage6 can
interact with the data in a flexible and reproducible way.
Sessions are especially useful when the data is large and
querying it from the nodes is slow. Also, it allows for flexible preprocessing of the
data and storing the final result reliably so that it can be easily reused.

A session is started by extracting data from one or more of the node’s databases to a
dataframe. Subsequently, as many preprocessing steps as necessary can be performed on
the dataframe. When the data is preprocessed and ready to be used,
as many computations can be done on the data as you wish. It is
also possible to preprocess the data further after computation tasks have been executed.

Data that is extracted from a node database is added to the session as a dataframe. Each
session contains one or more dataframes. These dataframes can be used for computation
tasks. Some computation tasks may use all dataframes in the session, while others may
just use one.

Sessions are related to the other entities in the following way:
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Dataframes are the representation of the data that will eventually be used in the most
important tasks: computation tasks that produce the research results. Dataframes
provide the following features:


	The data is loaded in the dataframes once and can then be used multiple times. This
saves the time of having to load the data from the source every time a new task
is executed. This is especially useful when the database is large and retrieving the
data is slow.


	Dataframes can be modified using preprocessing tasks. These can, for example, add or
remove columns, or filter rows. The latest version of the dataframe is used in the
computation tasks. The dataframe keeps track of the last task that modified it.


	Dataframes can have different permission scopes. You can create dataframes that are
for your own use, but you can also share them with other users in your
organization or with the entire collaboration. Users with the permission to share
sessions with the organization or collaboration may also be able see, modify and
delete your own dataframes. In other words, scoping a dataframe to yourself is
not a way to keep the dataframe private, but it is only shared with users with higher
permissions. Dataframes with an organization or collaboration scope are shared with
all users in the organization or collaboration.


	Dataframes provide a standardized way to store data. This makes it easier to write
algorithms that can be used across different collaborations.


	Data extraction, preprocessing and computation on the data are separated processes.
This makes it easier to share algorithms with other projects. It even allows for the
different steps to be written in different programming languages. Finally, it is also
more secure, as the compute tasks no longer have access to the source data.


	Dataframes have standardized metadata that they can share. This allows the
infrastructure to provide the researchers with information about the data, such as
which columns are available, and what the data types of those columns are.





Algorithm Step Types

Every algorithm function that is being executed in a vantage6 network is one of the
following actions:


	data-extraction: function to retrieve the data from the source, and store it in
a dataframe.


	preprocessing: function to modify the dataframe.


	compute: function to use the dataframe to answer a research question. This can be
a machine learning model, a statistical analysis, or any other type of computation.
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Fig. 6.1 An illustration of how the actions are related to each other. In this
example, there are n preprocessing steps and m compute steps. First,
the data is extracted. Then, the data is pre-processed. Finally, the data is
used to compute the research results. Note that in this schema, the first
compute task is done after the first preprocessing step - not after n
steps. At any point in the preprocessing steps, it is possible to send a task
to the current dataframe. It is thus also possible to execute a compute task
directly after data extraction. Finally, the results of each compute task are
sent to vantage6 HQ, where the researcher can access them.



These actions are managed by the infrastructure. For example, the infrastructure ensures
that data extraction functions are the only functions that are allowed to access the
source data.


Note

The user interface does not require you to know how these actions are triggered, but
the API endpoints used are as follows: compute tasks can be triggered using the /task
endpoint, and data extraction and preprocessing actions are triggered with the
/session endpoints. In the Python client, the three actions are represented by
client.task.create(), client.dataframe.create() and
client.dataframe.preprocess(), respectively.





Dependent tasks

As described above, there are tasks that modify the dataframe (data extraction and
preprocessing) and tasks that compute on the dataframe (compute). In order to
ensure that the dataframe is not modified while another task is using it to compute
analysis results, the infrastructure ensures that such tasks are executed in the
proper order. This is done by making the tasks dependent on each other.

There are three senarions:


	A data-extraction task is not dependent on any other task.


	A preprocessing task is always dependent on the previous preprocessing or,
in case there is none, the data-extraction task. But it is also dependent on all
compute tasks that have been requested prior to the new preprocessing task.


	A compute task is always dependent on the last preprocessing task or, in
case there is none, the data-extraction task.
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Fig. 6.2 Example dependency tasks tree in a single dataframe. Note that (7) is
not dependent on (4) as in this case (7) was requested after (4) was completed.





Session storage

When a new session is created, each node creates a new session folder. In this folder,
the dataframes and session log are stored. This log keeps track on which action was
performed on the dataframe. You can inspect the log on the node by using the command
parquet-tools show state.parquet.

The session folder can also be used to share data between different tasks that are not
related to sessions, for example, when you need to store a secret key that is used in a
successor computation task. In the algorithms you can use the session folder with the
environment variable SESSION_FOLDER.
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6.5. Communication between components

The following pages each describe one way that is used to communicate between
different vantage6 components.


Contents:


	6.5.1. SocketIO connection

	6.5.2. End to end encryption

	6.5.3. Blob Storage
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6.5.1. SocketIO connection

A SocketIO connection [https://socket.io/docs/v4/] is a bidirectional,
persistent, event-based communication line. In vantage6, it is used for example
to send status updates from HQ to the nodes or to send a signal to a
node that it should kill a task.

Each socketIO connection consists between HQ and one of the clients (nodes or users).
The clients can only send a message to HQ and not to each other. HQ
can send messages to all clients or to a specific client or group of clients.


Note

The vantage6 user interface automatically establishes a socketIO connection with HQ
when the user logs in. It will use the connection to update information shown in the
UI.




Permissions

The socketIO connection is split into different rooms. Vantage6 HQ
decides which rooms a client is allowed to join; they will only be able to read
messages from that room.

Nodes always join the room of their own collaboration, and a room of all nodes.
Users only join the room of collaborations whose events they are allowed to
view which is checked via event view rules.



Usage in vantage6

HQ sends the following events to the clients (nodes or users):


	Notify nodes a new task is available


	Letting nodes and users know if a node in their collaboration comes online or
goes offline


	Instructing nodes to renew their token if it is expired


	Letting nodes and users know if a task changed state on a node (e.g. started,
finished, failed). This is especially important for nodes to know in case
an algorithm they are running depends on the output of another node.


	Instruct nodes to kill one or more tasks


	Checking if nodes are still online




The nodes send the following events to HQ:


	Alert HQ of task state changes (e.g. started, finished, failed)


	Share information about the node configuration (e.g. which algorithms are
allowed to run on the node)




In theory, users could also use their socketIO connection to send events, but
none of the events they send will lead to action on HQ.
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6.5.2. End to end encryption

Encryption in vantage6 is handled at organization level. Whether
encryption is used or not, is set at collaboration level. All the nodes
in the collaboration need to agree on this setting. You can enable or
disable encryption in the node configuration file, see the example in
All configuration options.


[image: ../../_images/encryption.png]

Fig. 6.3 Encryption takes place between organizations therefore all nodes and
users from the a single organization should use the same private key.



The encryption module encrypts data so that HQ is unable to read
communication between users and nodes. The only messages that go from
one organization to another through HQ are computation requests
and their results. Only the algorithm input and output are encrypted.
Other metadata (e.g. time started, finished, etc), can be read by HQ.

The encryption module uses RSA keys. The public key is uploaded to the
vantage6 HQ. Tasks and other users can use this public key (this is
automatically handled by the Python client) to send
messages to the other parties.


Note

The RSA key is used to create a shared secret which is used for encryption
and decryption of the payload.



When the node starts, it checks that the public key stored at HQ
is derived from the local private key. If this is not the case, the node
will replace the public key at HQ.


Warning

If an organization has multiple nodes and/or users, they must use the same
private key.



To create a new keypair, you can use the command v6 node create-private-key.
This will create the keypair and share the public key with HQ. The private key
is stored locally. If a private key already exists locally, the existing key is reused
(unless you use the --force flag). This way, it is easy to configure multiple nodes
to use the same key.

It is also possible to generate the keypair yourself and upload the public key yourself
via UI, Python client, or REST API.


Warning

We recommend to always create a new keypair for use within vantage6, and not use
an existing keypair that you use for other purposes. This way, an attacker that
steals your private key elsewhere cannot use it to decrypt data in vantage6 and
vice versa.
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6.5.3. Blob Storage

To use Azure Blob Storage, the following can be set in the HQ configuration file:

large_result_store:
  type: "azure"
  container_name: test-container
  tenant_id: "your-tenant-id"
  client_id: "your-client-id"
  client_secret: "your-client-secret"
  storage_account_name: "your-storage-account-name"





At the moment, only the ‘azure’ storage type is supported. The ‘test-container’ refers to the Azure blob container
(unrelated to Docker containers) in which all blobs are stored. This container should be created in advance manually.
Tenant id, client id and client secret are required for authentication (For help on setting up a managed identity,
see here [https://learn.microsoft.com/en-us/azure/storage/blobs/authorize-access-azure-active-directory]).

For development and testing purposes, Azurite [https://github.com/Azure/Azurite] can be used. There are subtle differences
between the two, so be aware that it will not be completely representative of
the production environment.

To use Azurite, a connection string can be configured instead. In the example below,
the Azurite default connection string is used, with the endpoints adjusted to
point to a local Azurite instance.

large_result_store:
  type: "azure"
  container_name: test-container
  connection_string: "DefaultEndpointsProtocol=http;AccountName=devstoreaccount1;AccountKey=Eby8vdM02xNOcqFlqUwJPLlmEtlCDXJ1OUzFT50uSRZ6IFsuFq2UVErCz4I6tq/K1SZFPTOtr/KBHBeksoGMGw==;BlobEndpoint=http://172.17.0.1:10000/devstoreaccount1;QueueEndpoint=http://172.17.0.1:10001/devstoreaccount1;"






Warning

Note that while it is also possible to use a connection string to connect to Azure Blob Storage,
it is not recommended (accountname and accountkey will be stored plainly in the configuration,
no automatic rotation, no fine-grained permissions via RBAC and so on).




Developer documentation

When configured to use blob storage, argument data and results are streamed:


	From the user client, through HQ, to blob storage and vice versa


	From the node client, through HQ, to blob storage and vice versa


	From the algorithm container, through the proxy and HQ, to blob storage and vice versa




Whenever a blob is uploaded, it is stored using a UUID as identifier. This UUID is then used
as reference in the arguments or result field in the database. To ensure backwards compatibility,
checks are made throughout the code to determine if the run was performed using the relational
database, in which case the argument data or result should be interpreted as is, as opposed to first retrieving
the data from blob storage.

The blobstream endpoint on HQ enables streaming of large argument data and result data
directly to and from blob storage. This reduces memory usage by never storing the entire argument data
or result in memory at once, and avoids storing large payloads in the database.


Encryption

Since arguments and results are now uploaded and downloaded separately and are no longer part of
a larger JSON object, Base64 encoding is skipped when data is encrypted. The encrypted raw bytes
can be stored directly.
Argument data is encrypted before uploading, and results are decrypted after downloading in the node and client.
Since encryption and decryption for the algorithm container takes place in the proxy, for the algorithm
encryption and decryption is done on a chunk by chunk basis using AES-CTR to prevent loading the entire
argument data or result into memory at once.



Database

A blob_storage column is added to the runs table to indicate whether blob storage and streaming was used for that run.
This ensures for any run it is clear whether the argument data or result field should be interpreted directly, or first
retrieved. For existing installations, empty values for blob_storage_used are assumed to be False.
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7. Code documentation

This part of the documentation documents the code of the vantage6
infrastructure. It lists all the functions and classes and describes what they
do and how they may be used. Each part of the code is documented separately below.
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8. Glossary

The following is a list of definitions used in vantage6.

A


	Algorithm: a piece of code executed at the node to perform a specific task.
The most well-known usage is to compute an analysis on the local date, but algorithm
functions are also used to extract data from the node data sources and to preprocess
the data.


	Algorithm store: A repository of algorithms, which can be coupled to specific
collaborations or all collaborations on a vantage6 HQ.


	API: Application Programming Interface, a set of routines, protocols, and tools
for building software applications.


	Authentication: the process of verifying the identity of a user.


	Authorization: the process of verifying the permissions of a user.


	Autonomy: the ability of a party to be in charge of the control and management of
its own data.




C


	Central function: The orchestration part of an algorithm that coordinates and
aggregates results from partial functions.


	Child container: A container created by an algorithm container to perform
subtasks, typically a federated function


	Client: A vantage6 user or application that communicates with the
vantage6 hub.


	Collaboration: an agreement between two or more parties to participate in a
project (i.e., to answer a research question).


	Computation task: A task that performs a computation on a DataFrame.


	Container: A lightweight, standalone, executable package of software that
includes everything needed to run it.




D


	Dataframe: A standardized representation of data in a session that can be used
for computation tasks.


	Data extraction task: A task that extracts data from a database.
This data can be used for computation tasks (e.g., a preprocessing task or a
computation task).


	Data Station: A vantage6 node that has access to the local data.


	Distributed learning: see Federated Learning and Federated Analytics


	Docker: a platform that uses operating system virtualization to deliver software
in packages called containers. It is worth noting that although they are often
confused, Docker containers are not virtual machines [https://www.docker.com/blog/containers-are-not-vms/].


	Docker registry: A repository of images. In vantage6, both algorithms and
the infrastructure itself are stored as images in the Docker registry. Images
are used to create containers.




E


	End-to-end encryption: A method of encoding data so that it can only be decoded
by the intended recipient. In vantage6, end-to-end encryption is used to encrypt
data in transit between two nodes or between a node and a client.




F


	FAIR data: data that are Findable, Accessible, Interoperable, and
Reusable. For more information, see the original
paper [https://www.nature.com/articles/sdata201618.pdf?origin=ppub].


	Federated analytics: an approach for analyzing data that are
spread across different parties using traditional statistical methods. The main
idea is that parties run computations on their local data, yielding aggregated
parameters. These are then shared to generate a global (statistical) model.


	Federated learning: an approach for analyzing data that are
spread across different parties using machine learning methods. The main
idea is that parties run computations on their local data, yielding
aggregated parameters. These are then shared to generate a global (statistical)
model.


	Federated function: A function that is executed on the local data of a party.
It is a part of a federated analytics or federated learning algorithm.




H


	Heterogeneity: the condition in which in a federated learning scenario, parties
are allowed to have differences in hardware and software (e.g., operating systems).


	Horizontally-partitioned data: data spread across different parties where the
latter have the same features of different instances (e.g., patients). See also
vertically-partitioned data.
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Fig. 8.1 Horizontally-partitioned data




	Horizontal scaling: the ability of a system to handle an increasing amount of
requests by creating more instances of itself.


	HQ: Public access point of the vantage6 infrastructure. Contains at
least the vantage6-hq application. Optional components such as RabbitMQ message
broker and Prometheus monitoring can be made available in the same deployment.


	Headquarters: see HQ


	Hub: All central components of the vantage6 infrastructure. Together with the
nodes, it forms the vantage6 network. The Hub always contains the vantage6 HQ
application and an authentication service. It may also contain other components,
such as the algorithm store and the user interface.




I


	Image (as in container image). A blueprint for a container, which can be
stored in an image registry (e.g. a Docker registry).




J


	JWT Token: A JSON Web Token used for authentication and authorization in the
system.




K


	Kubernetes: An open-source system for automating deployment, scaling, and
operations of application containers across clusters of hosts. Vantage6 uses
Kubernetes’ container orchestration capabilities to deploy the hub and the nodes.




N


	Node: vantage6 node application that runs at a Data Station which has access
to the local data.




M


	Multi-party computation: an approach to perform analyses across
different parties by performing operations on encrypted data.




P


	Partial function: The federated part of an algorithm that runs on local data
at nodes.


	Party: an entity that takes part in one (or more) collaborations. In vantage6
a party is an organization.


	Permission scope: The level of access granted to users for viewing and modifying
dataframes (personal, organization, or collaboration level).


	Preprocessing task: A task that modifies dataframes by adding or removing
columns, or filtering rows.


	Privacy-enhancing Technology (PET): Technologies that enable privacy-preserving
analyses on federated data. This includes technologies such as differential
privacy, secure multi-party computation, and federated analytics/learning.


	Python: a high-level general purpose programming language. It
aims to help programmers write clear, logical code. Vantage6 is mostly
written in Python [https://github.com/vantage6/vantage6].




R


	RSA keys: Cryptographic keys used for encryption and decryption of data between
organizations.




S


	Secure multi-party computation: see Multi-party computation


	Session: A way to prepare a dataset that can be reused in many computation
tasks, especially useful for large datasets and flexible preprocessing.


	Study: A study is a subgroup of organizations within a collaboration.




T


	Task: A task is a request from a client to the vantage6 HQ to execute an
algorithm. Is is the main unit of work in vantage6.


	TOTP (Time-based One-Time Password): A form of two-factor authentication where
users generate time-based codes using an authenticator app.


	Two-factor authentication: A method of authentication that requires two
forms of identification.




U


	UI: User Interface, the web application that allows users to interact with the
vantage6 hub.




V


	vantage6: an infrastructure for executing federated learning analyses. It can
also be used as a FAIR data station and as a model repository.


	Vertically-partitioned data: data spread across different parties
where the latter have different features of the same instances (i.e.,
patients). See also horizontally-partitioned data.
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Fig. 8.2 Vertically partitioned data



W


	Wrapper: A library that simplifies and standardizes the interaction between the
node and algorithm container, handling data reading and writing operations.


	Whitelist: A list of allowed domains, ports, and IP addresses that algorithms
can access.
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Release notes


5.0.1

05 June 2026


	Security


	Update dependencies to fix security vulnerabilities
(PR#2619 [https://github.com/vantage6/vantage6/pull/2619]).






	Change


	Modify way in which dependencies are updated. Before, dependency updates of
sub-packages were difficult to forward to the uv.lock file. This is now improved
(PR#2619 [https://github.com/vantage6/vantage6/pull/2619]).










5.0.0

04 June 2026

Release 5.0.0 is the largest release in the history of vantage6. We have only listed
top-level changes to keep this overview readable. The issues of the major changes offer
more details regarding the lower-level changes required to accomplish it.


	Security


	Default admin credentials are no longer root/root. When a new production service
is created, the admin password is generated automatically and thus different every
time. Note that test and development networks (created with v6 sandbox or
v6 dev) do still have a default admin password of admin/admin
(advisory [https://github.com/vantage6/vantage6/security/advisories/GHSA-fgmc-2hqj-86v4]).


	Prevent that algorithms can access input and output from other algorithms. This fix
came with moving to Kubernetes, where algorithms are now run as Kubernetes jobs.
(advisory [https://github.com/vantage6/vantage6/security/advisories/GHSA-x9f6-9rvm-mmrg])


	In earlier versions, users could request emails for MFA reset an infinite number of
times, potentially causing a denial of service. By moving to Keycloak, this is now
prevented as Keycloak does not offer this functionality
(advisory [https://github.com/vantage6/vantage6/security/advisories/GHSA-5549-c5q7-fj65]).


	If a user’s email address was compromised, MFA could be bypassed by resetting the
password and the TOTP code. This is now prevented as the admin is now the only
user that can reset a user’s MFA code
(advisory [https://github.com/vantage6/vantage6/security/advisories/GHSA-4c5c-2vc3-x5w2]).






	Feature


	Algorithm sessions can be created to help running algorithms faster, more easily,
and make it easier to write algorithms for different database types
(Issue#1495 [https://github.com/vantage6/vantage6/issues/1495]). See also
this blogpost [https://vantage6.ai/news/sessions-in-vantage6/].


	Kubernetes support for all components of the vantage6 infrastructure
(Issue#248 [https://github.com/vantage6/vantage6/issues/248]). This includes a
rewrite of the CLI (Issue#1672 [https://github.com/vantage6/vantage6/issues/1672])
as well as the release of vantage6 Helm charts. See also
this blogpost [https://vantage6.ai/news/from-docker-to-kubernetes/].


	Authentication implementation has been replaced by Keycloak authentication service
(Issue#917 [https://github.com/vantage6/vantage6/issues/917]).


	A new development environment, based on devspace, has been added to the project.
This environment features live updates of the components when the code is changed
(Issue#1783 [https://github.com/vantage6/vantage6/issues/1783]).


	Improved implementation of the mock algorithm client, which has been refactored
into a ‘mock network’ that contains logical vantage6 components like nodes, HQ,
and users. This makes it easier to test algorithms and data extraction steps
(PR#2308 [https://github.com/vantage6/vantage6/pull/2308]).


	New ‘update image’ button in the UI to update the image of an algorithm in an
algorithm store without changing other algorithm metadata
(Issue#2394 [https://github.com/vantage6/vantage6/issues/2394]).


	Algorithm stores can add algorithms from URLs on initialization using the
link_algorithms configuration. Optional presets (community, basics,
demo) are available to add community, basics, and demo algorithms to the store
(PR#2614 [https://github.com/vantage6/vantage6/pull/2614]).






	Change


	Renamed server to HQ or Headquarters to better reflect its purpose.
Also, the entirety of central components of the vantage6 infrastructure (HQ, store,
authentication, UI, etc.) is now called the hub
(Issue#2164 [https://github.com/vantage6/vantage6/issues/2164]).


	Task method and arguments are no longer in an input_ field, but are specified
separately as method and arguments fields
(Issue#919 [https://github.com/vantage6/vantage6/issues/919],
Issue#1851 [https://github.com/vantage6/vantage6/issues/1851]).


	Upgraded Python version to 3.13
(Issue#1315 [https://github.com/vantage6/vantage6/issues/1315]).


	Updated from outdated setup.py to modern pyproject.toml for Python
packaging, and use uv as recommended package manager instead of pip
(Issue#1894 [https://github.com/vantage6/vantage6/issues/1894]).


	Changed code style from Black to Ruff
(Issue#2249 [https://github.com/vantage6/vantage6/issues/2249]).


	Updated SQLAlchemy from v1 to v2
(Issue#1605 [https://github.com/vantage6/vantage6/issues/1605]).


	Remove authenticatable.ip field as it was not used
(Issue#2109 [https://github.com/vantage6/vantage6/issues/2109]).


	Updated v6 algorithm create to support v5 changes
(Issue#1717 [https://github.com/vantage6/vantage6/issues/1717]).


	Split up HQ unit tests into smaller files, and make running them 5x faster
(Issue#1066 [https://github.com/vantage6/vantage6/issues/1066]).


	Separate store URL and API path in database, to allow for custom API paths
(Issue#1668 [https://github.com/vantage6/vantage6/issues/1668]).


	Added a privacy statement to the UI. This is done because Keycloak uses (functional)
cookies to handle authentication
(Issue#1931 [https://github.com/vantage6/vantage6/issues/1931]).






	Bugfix


	Check if database labels exist on node startup
(Issue#1755 [https://github.com/vantage6/vantage6/issues/1755]).


	Prevent issues in database initialization due to racing conditions when there
are multiple concurrent services start at the same time
(PR#2510 [https://github.com/vantage6/vantage6/pull/2510]).










4.15.1

19 May 2026


	Security


	Update dependencies to fix security vulnerabilities: mistune, urllib3, and
various UI dependencies (PR#2608 [https://github.com/vantage6/vantage6/pull/2608]).






	Change


	Update community algorithm store to use the v4 branch instead of the main branch.
This is to ensure v4 will still work when v5 is released.
(PR#2607 [https://github.com/vantage6/vantage6/pull/2607]).










4.15.0

11 May 2026


	Security


	Update dependencies to fix security vulnerabilities: Flask, requests, werkzeug,
cryptography, copier, pygments, and various UI dependencies
(PR#2591 [https://github.com/vantage6/vantage6/pull/2591]).






	Feature


	Allow building docker images for a private docker registry
(PR#2590 [https://github.com/vantage6/vantage6/pull/2590]).


	Add community algorithms to the algorithm store by default (PR#2596 [https://github.com/vantage6/vantage6/pull/2596]).






	Change


	Change the default docker registry to ghcr.io/vantage6, since harbor2.vantage6.ai
was taken offline (PR#2587 [https://github.com/vantage6/vantage6/pull/2587]).


	Allow null values for optional function argument fields in the algorithm store
(PR#2596 [https://github.com/vantage6/vantage6/pull/2596]).










4.14.0

24 March 2026


	Security


	Update PyJWT and several UI dependencies to fix security vulnerabilities (PR#2555 [https://github.com/vantage6/vantage6/pull/2555]).






	Feature


	Add experimental run context feature
(PR#2541 [https://github.com/vantage6/vantage6/pull/2541],
PR#2552 [https://github.com/vantage6/vantage6/pull/2552]).


	Add read-only bind-mount database mount mode for nodes
(Issue#2532 [https://github.com/vantage6/vantage6/issues/2532],
PR#2537 [https://github.com/vantage6/vantage6/pull/2537]).






	Change


	Skip VPN helper container when VPN is inactive
(Issue#2506 [https://github.com/vantage6/vantage6/issues/2506],
PR#2507 [https://github.com/vantage6/vantage6/pull/2507]).


	Preserve log ownership and avoid --config logging side effects
(Issue#1551 [https://github.com/vantage6/vantage6/issues/1551],
PR#2511 [https://github.com/vantage6/vantage6/pull/2511]).


	Remove task execution permissions for Organization Admin role
(Issue#2312 [https://github.com/vantage6/vantage6/issues/2312],
PR#2513 [https://github.com/vantage6/vantage6/pull/2513]).


	Allow skipping input decryption in UserClient.Run.get()
(Issue#2549 [https://github.com/vantage6/vantage6/issues/2549],
PR#2550 [https://github.com/vantage6/vantage6/pull/2550]).






	Bugfix


	Fix algorithm client result pagination loop
(Issue#2516 [https://github.com/vantage6/vantage6/issues/2516],
PR#2517 [https://github.com/vantage6/vantage6/pull/2517]).


	Fail pending sibling runs immediately when run fails (PR#2529 [https://github.com/vantage6/vantage6/pull/2529]).


	Kill all child runs on task kill (Issue#2519 [https://github.com/vantage6/vantage6/issues/2519],
PR#2520 [https://github.com/vantage6/vantage6/pull/2520]).


	Explicit ordering for task databases to prevent unpredictable results
(Issue#2383 [https://github.com/vantage6/vantage6/issues/2383],
PR#2531 [https://github.com/vantage6/vantage6/pull/2531]).










4.13.7

17 February 2026


	Security


	Update dependencies to fix security vulnerabilities: cryptography, cffi and
various UI dependencies (PR#2502 [https://github.com/vantage6/vantage6/pull/2502]).










4.13.6

26 January 2026


	Security


	Update dependencies to fix security vulnerabilities: copier, urllib3, werkzeug,
marshmallow, and various UI dependencies
(PR#2476 [https://github.com/vantage6/vantage6/pull/2476]).










4.13.5

19 December 2025


	Security


	Update @modelcontextprotocol/sdk dependency to address security vulnerabilities
(PR#2448 [https://github.com/vantage6/vantage6/pull/2448]).










4.13.4

11 December 2025


	Security


	Update urllib3 to 2.6.0 (PR#2439 [https://github.com/vantage6/vantage6/pull/2439]).






	Bugfix


	Fix handling socketIO disconnect errors due to incompatible dependencies
(Issue#2440 [https://github.com/vantage6/vantage6/issues/2440],
PR#2446 [https://github.com/vantage6/vantage6/pull/2446]).










4.13.3

3 December 2025


	Security


	Update node-forge dependency to version 1.3.2, and werkzeug to 3.1.4, and others
(PR#2431 [https://github.com/vantage6/vantage6/pull/2431]).






	Change


	Update UI from Angular v19 to v20 (PR#2431 [https://github.com/vantage6/vantage6/pull/2431]).










4.13.2

12 November 2025


	Security


	Update python-socketio dependency to version 5.14.3 to fix security vulnerabilities,
and update dependencies in the UI
(PR#2405 [https://github.com/vantage6/vantage6/pull/2405]).






	Feature


	For v6 algorithm create, the algorithm template is now created from the latest
non-prerelease tag of the algorithm template repository that matches the current
major version. A custom major version can be specified with the --major-version
option (PR#2403 [https://github.com/vantage6/vantage6/pull/2403]).






	Bugfix


	Fix infinite loop in requesting list of runs by node client if running a task on
more than one page of runs
(Issue#2357 [https://github.com/vantage6/vantage6/issues/2357],
PR#2404 [https://github.com/vantage6/vantage6/pull/2404]).










4.13.1

7 October 2025


	Change


	Update default streaming chunk size to improve performance
(PR#2304 [https://github.com/vantage6/vantage6/pull/2304]).






	Bugfix


	Fix creating task conflict from older versions with 4.13.0 because it
searched for non-existing blob storage endpoint
(PR#2303 [https://github.com/vantage6/vantage6/pull/2303]).










4.13.0

29 September 2025


	Feature


	Support storing large algorithm results and input  in blob storage instead of
inside the database (Issue#268 [https://github.com/vantage6/vantage6/issues/268]
, PR#2246 [https://github.com/vantage6/vantage6/pull/2246]).






	Change


	Improve error message in v6 server version so that it is clear when Docker is
not running (Issue#2271 [https://github.com/vantage6/vantage6/issues/2271],
PR#2277 [https://github.com/vantage6/vantage6/pull/2277]).






	Bugfix


	Fix deprecation warning of Pyfiglet in CLI
(Issue#2238 [https://github.com/vantage6/vantage6/issues/2238]).


	Fix error in v6 node new by updating the questionary package
(Issue#2263 [https://github.com/vantage6/vantage6/issues/2263],
PR#2265 [https://github.com/vantage6/vantage6/pull/2265]).










4.12.2

19 August 2025


	Security


	Updated copier dependency to version 9.9.1
(PR#2235 [https://github.com/vantage6/vantage6/pull/2235]).


	Updated UI dependencies: on-headers to 1.1.0 and compression to 1.8.1
(PR#2144 [https://github.com/vantage6/vantage6/pull/2144]).






	Feature


	Added documentation on how to contribute algorithms to the community store
(Issue#2133 [https://github.com/vantage6/vantage6/issues/2133],
PR#2140 [https://github.com/vantage6/vantage6/pull/2140]).






	Bugfix


	Fix issue that no tasks could be created via the UI if the algorithm store was not
running (Issue#2180 [https://github.com/vantage6/vantage6/issues/2180],
PR#2199 [https://github.com/vantage6/vantage6/pull/2199]).


	Fix deleting user in UI by adding delete_dependents=True parameter
(Issue#2093 [https://github.com/vantage6/vantage6/issues/2093],
PR#2200 [https://github.com/vantage6/vantage6/pull/2200]).


	Improved efficiency of the task status page by reducing the number of requests done there
(Issue#2181 [https://github.com/vantage6/vantage6/issues/2181],
PR#2224 [https://github.com/vantage6/vantage6/pull/2224]).


	Added psycopg2 dependency to algorithm tools package to prevent crashes for
algorithms using PostgresQL.










4.12.1

30 July 2025


	Bugfix


	Fix error in algorithm store during startup with horizontal scaling
(PR#2193 [https://github.com/vantage6/vantage6/pull/2193])










4.12.0

22 July 2025


	Security


	Update to latest Debian 12 base image to fix security vulnerabilities
(PR#2158 [https://github.com/vantage6/vantage6/pull/2158]).






	Feature


	For algorithm store reviews, track when reviews are requested and submitted and by
whom they are requested (Issue#2151 [https://github.com/vantage6/vantage6/issues/2151],
PR#2152 [https://github.com/vantage6/vantage6/pull/2152]).






	Change


	Make running Prometheus service optional at both nodes and server
(Issue#2107 [https://github.com/vantage6/vantage6/issues/2107],
PR#2153 [https://github.com/vantage6/vantage6/pull/2153]).


	Use latest version of Squid proxy image
(PR#2159 [https://github.com/vantage6/vantage6/pull/2159]).


	Change installation process of psycopg2 as the old one was not working anymore
(PR#2160 [https://github.com/vantage6/vantage6/pull/2160]).






	Bugfix


	Tasks with number as name were leading to internal server errors. Now there is a
proper error message (Issue#2113 [https://github.com/vantage6/vantage6/issues/2113],
PR#2154 [https://github.com/vantage6/vantage6/pull/2154]).










4.11.0

12 June 2025


	Security


	Server’s auto-generated JWT secret key was not completely cryptographically secure.
The generation protocol was changed to use a more secure method
(advisory [https://github.com/vantage6/vantage6/security/advisories/GHSA-m3mq-f375-5vgh],
commit [https://github.com/vantage6/vantage6/pull/2034/commits/273f8fe70529f8853a6bd62274ecf40175387208]).


	The change-password functionality did not have brute-force protection: if an
attacker managed to access an authenticated session, they could try to guess the
password by brute force. This is fixed by limiting the number of attempts to change
a password similar to the number of attempts to login.
(advisory [https://github.com/vantage6/vantage6/security/advisories/GHSA-j6g5-p62x-58hw],
commit [https://github.com/vantage6/vantage6/pull/2034/commits/e0f1841b310f6f610e8137db2506cf683ce154d0]).


	Update several dependencies to fix security vulnerabilities
(PR#1897 [https://github.com/vantage6/vantage6/pull/1897],
PR#2028 [https://github.com/vantage6/vantage6/pull/2028]).






	Feature


	The UI has a new page https://<my-ui-url>/communitystore that shows the
algorithms available in the community store
(Issue#1558 [https://github.com/vantage6/vantage6/issues/1558],
PR#1887 [https://github.com/vantage6/vantage6/pull/1887]).


	The cards with algorithm titles in the UI contain more information so that they
are more descriptive (Issue#1916 [https://github.com/vantage6/vantage6/issues/1916],
PR#1927 [https://github.com/vantage6/vantage6/pull/1927]).


	New option to run Prometheus at the data station in order to share diagnostics
with the server so that users may find out what resources are consumed at the nodes
(Issue#253 [https://github.com/vantage6/vantage6/issues/253],
PR#1814 [https://github.com/vantage6/vantage6/pull/1814]).


	New command v6 test client-script that sets up a local vantage6 test environment
and then runs a script in that environment. This is mostly meant for testing
algorithms (Issue#1615 [https://github.com/vantage6/vantage6/issues/1615],
PR#1835 [https://github.com/vantage6/vantage6/pull/1835]).


	The performance of the wait_for_results function in the algorithm client and
the user client has been improved by implementing a specific task /status
endpoint (Issue#1363 [https://github.com/vantage6/vantage6/issues/1363],
PR#1885 [https://github.com/vantage6/vantage6/pull/1885]).


	Option to set allowed values for a function parameter in the algorithm store
(Issue#1636 [https://github.com/vantage6/vantage6/issues/1636],
PR#1875 [https://github.com/vantage6/vantage6/pull/1875]).


	Option to not send algorithm logs to the server
(Issue#1878 [https://github.com/vantage6/vantage6/issues/1878],
PR#1912 [https://github.com/vantage6/vantage6/pull/1912]).


	Algorithm logs are always printed in the node logs (because they are no longer sent
to the server always, see above)
(Issue#1878 [https://github.com/vantage6/vantage6/issues/1878],
PR#1912 [https://github.com/vantage6/vantage6/pull/1912]).






	Change


	Algorithm logs are always printed in the node logs (because they are no longer sent
to the server always, see above)
(Issue#1877 [https://github.com/vantage6/vantage6/issues/1877],
PR#1912 [https://github.com/vantage6/vantage6/pull/1912]).


	Swagger / OpenAPI documentation has been removed because flasgger is no longer
maintained. Removing it was necessary to be able to update other dependencies
(PR#1897 [https://github.com/vantage6/vantage6/pull/1897]).






	Bugfix


	In GET /user, users of own organization were not shown if the user sending the
request had collaboration-level permission but the organization was not involved
in any collaborations (PR#1951 [https://github.com/vantage6/vantage6/pull/1951]).


	Remove algorithmClient.node subclass as it no longer existed
(PR#2015 [https://github.com/vantage6/vantage6/pull/2015]).


	Fix issue on aproved algorithm details page in UI when user did not have permission
to view reviews (PR#2018 [https://github.com/vantage6/vantage6/pull/2018]).


	Logs from killed tasks were previously not shown - now they are
(Issue#1616 [https://github.com/vantage6/vantage6/issues/1616],
PR#1765 [https://github.com/vantage6/vantage6/pull/1765]).










4.10.2

25 March 2025


	Bugfix


	Fix bug in resetting API key
(PR#1840 [https://github.com/vantage6/vantage6/pull/1840]).


	Fix release workflow to ensure proper branch is always used
(PR#1836 [https://github.com/vantage6/vantage6/pull/1836]).










4.10.1

12 March 2025


	Security


	Updates of cryptography and prismjs
(PR#1803 [https://github.com/vantage6/vantage6/pull/1803],
PR#1800 [https://github.com/vantage6/vantage6/pull/1800]).






	Feature


	Algorithms now have live updates of the logging
(Issue#1090 [https://github.com/vantage6/vantage6/issues/1090]).






	Bugfix


	Fix bug in comparing UTC time with non-UTC time
(PR#1807 [https://github.com/vantage6/vantage6/pull/1807]).


	Show functions with standalone field set to null in the UI
(PR#1810 [https://github.com/vantage6/vantage6/pull/1810]).


	Fix pipeline to ensure RC support images are always built
(PR#1810 [https://github.com/vantage6/vantage6/pull/1811]).










4.10.0

7 March 2025


	Feature


	You can now create, edit and delete custom algorithm store roles
(Issue#1090 [https://github.com/vantage6/vantage6/issues/1090],
PR#1728 [https://github.com/vantage6/vantage6/pull/1728]).


	Server administrator can define task input/results to be deleted after N days
(Issue#1560 [https://github.com/vantage6/vantage6/issues/1560],
PR#1691 [https://github.com/vantage6/vantage6/pull/1691]).


	Algorithm developers can submit comments when they submit an algorithm
(Issue#1589 [https://github.com/vantage6/vantage6/issues/1589],
PR#1661 [https://github.com/vantage6/vantage6/pull/1661]).


	Algorithm JSON arguments are better supported in the UI: you can upload a JSON file
and field is bigger and validates JSON
(Issue#1327 [https://github.com/vantage6/vantage6/issues/1327],
PR#1721 [https://github.com/vantage6/vantage6/pull/1721]).


	Option to filter users by organization in the UI
(Issue#1647 [https://github.com/vantage6/vantage6/issues/1647],
PR#1710 [https://github.com/vantage6/vantage6/pull/1710]).


	Support None/null values as conditional values for algorithm arguments
(Issue#1652 [https://github.com/vantage6/vantage6/issues/1652],
PR#1715 [https://github.com/vantage6/vantage6/pull/1715]).


	Flag in algorithm store to indicate if an algorithm function should be runnable
by a user or not (Issue#1093 [https://github.com/vantage6/vantage6/issues/1093],
PR#1690 [https://github.com/vantage6/vantage6/pull/1690]).


	Add option to register node on organization details page in the UI
(Issue#1646 [https://github.com/vantage6/vantage6/issues/1646],
PR#1708 [https://github.com/vantage6/vantage6/pull/1708]).






	Change


	Folder mounts that do not exist now generate an error on startup to be more clear
(Issue#1651 [https://github.com/vantage6/vantage6/issues/1651],
PR#1706 [https://github.com/vantage6/vantage6/pull/1706]).


	Aborts (Ctrl+C) now immediately interrupt interactive CLI questionaires
(Issue#1096 [https://github.com/vantage6/vantage6/issues/1096],
PR#1719 [https://github.com/vantage6/vantage6/pull/1719]).


	Change default policy for nodes to always pull algorithm images before running them
to True (PR#1666 [https://github.com/vantage6/vantage6/pull/1666]).


	Consistently using UTC time throughout the code
(Issue#1702 [https://github.com/vantage6/vantage6/issues/1702],
PR#1707 [https://github.com/vantage6/vantage6/pull/1707]).


	Prevent subtasks to be shown in UI when user searches tasks by name
(Issue#1547 [https://github.com/vantage6/vantage6/issues/1547],
PR#1718 [https://github.com/vantage6/vantage6/pull/1718]).


	Show task created date in the UI
(Issue#1620 [https://github.com/vantage6/vantage6/issues/1620],
PR#1712 [https://github.com/vantage6/vantage6/pull/1712]).


	Add buttons to submit new algorithms in more places in the UI
(Issue#1591 [https://github.com/vantage6/vantage6/issues/1591],
PR#1704 [https://github.com/vantage6/vantage6/pull/1704]).


	Improve message about assigned algorithm reviewers when insufficient reviewers have
been assigned (Issue#1670 [https://github.com/vantage6/vantage6/issues/1670],
PR#1724 [https://github.com/vantage6/vantage6/pull/1724]).


	Remove unused vnode-local commands
(PR#1720 [https://github.com/vantage6/vantage6/pull/1720]).






	Bugfix


	Create proper directories in v6 dev create-demo-network if they don’t exist
(Issue#1723 [https://github.com/vantage6/vantage6/issues/1723],
PR#1726 [https://github.com/vantage6/vantage6/pull/1726]).


	Prevent broken state when removing a dev network that is still running - force user
to stop it first (Issue#1731 [https://github.com/vantage6/vantage6/issues/1731],
PR#1745 [https://github.com/vantage6/vantage6/pull/1745]).


	Prevent that algorithm logs in the UI are editable
(Issue#1549 [https://github.com/vantage6/vantage6/issues/1549],
PR#1713 [https://github.com/vantage6/vantage6/pull/1713]).


	Make v6 test feature-test compatible with two-factor authentication
(Issue#1017 [https://github.com/vantage6/vantage6/issues/1017],
PR#1703 [https://github.com/vantage6/vantage6/pull/1703]).


	Button to create algorithm store role was leading to wrong page
(Issue#1590 [https://github.com/vantage6/vantage6/issues/1590],
PR#1728 [https://github.com/vantage6/vantage6/pull/1728]).


	Fix display of algorithm review breadcrumbs in UI
(Issue#1537 [https://github.com/vantage6/vantage6/issues/1537],
PR#1711 [https://github.com/vantage6/vantage6/pull/1711]).


	Development configuration option whether all database tables should be dropped
was wrongly set as string, causing it not to work properly
(PR#1776 [https://github.com/vantage6/vantage6/pull/1776]).


	Use string representation of enum values where necessary
(PR#1780 [https://github.com/vantage6/vantage6/pull/1780]).


	Function client.node.get() deleted from the algorithm client because the algorithm
does not have permission to access this resource
(Issue#1656 [https://github.com/vantage6/vantage6/issues/1656],
PR#1725 [https://github.com/vantage6/vantage6/pull/1725]).


	Prereleases no longer overwrite latest tag of algorithm-base image
(Issue#1729 [https://github.com/vantage6/vantage6/issues/1729],
PR#1744 [https://github.com/vantage6/vantage6/pull/1744]).


	Prevent SyntaxWarning when running CLI for the first time
(PR#1663 [https://github.com/vantage6/vantage6/pull/1663]).










4.9.1

24 January 2025


	Bugfix


	Prevent crash of thread that refreshes the node token, thereby improving node
stability (Issue#1669 [https://github.com/vantage6/vantage6/issues/1669],
PR#1694 [https://github.com/vantage6/vantage6/pull/1694]).


	Improve recognizing text-based ‘true’ values for policies in the algorithm store (
PR#1687 [https://github.com/vantage6/vantage6/pull/1687]).


	For default list of str/float/int arguments, don’t create superfluous form control
in the UI when creating a task (PR#1688 [https://github.com/vantage6/vantage6/pull/1688]).










4.9.0

15 January 2025


	Feature


	New policies for algorithm store reviews, such as how many reviews are needed
(Issue#1365 [https://github.com/vantage6/vantage6/issues/1365],
PR#1634 [https://github.com/vantage6/vantage6/pull/1634]).


	Conditional function parameters can now be set in the algorithm store. For instance,
only if a parameter use_binning=True is set, then the parameter bin_size can be set
in the UI (Issue#1535 [https://github.com/vantage6/vantage6/issues/1535],
PR#1645 [https://github.com/vantage6/vantage6/pull/1645]).


	Set ‘UI-only’ arguments in the algorithm store. This is for instance useful if
algorithm functions need either argument A to be specified: then a frontend-only
boolean argument ‘choose_A’ can be set so that A is shown if that is flagged, and
otherwise B is shown (PR#1655 [https://github.com/vantage6/vantage6/pull/1655]).


	Added ‘v6 node restart’ command
(Issue#1367 [https://github.com/vantage6/vantage6/issues/1367],
PR#1627 [https://github.com/vantage6/vantage6/pull/1627]).


	Combine algorithm and function selection when creating task in the UI
(Issue#1338 [https://github.com/vantage6/vantage6/issues/1338],
PR#1635 [https://github.com/vantage6/vantage6/pull/1635]).


	Always show the ‘show logs’ button in the UI, also for runs that completed
successfully
(Issue#1542 [https://github.com/vantage6/vantage6/issues/1542],
PR#1608 [https://github.com/vantage6/vantage6/pull/1608]).


	Allow using MFA in v6 node create-private-key
(Issue#1628 [https://github.com/vantage6/vantage6/issues/1628],
PR#1629 [https://github.com/vantage6/vantage6/pull/1629]).


	Add option to set CORS settings in the algorithm store configuration
(PR#1639 [https://github.com/vantage6/vantage6/pull/1639]).


	Better filter options in the UI, e.g. to filter the nodes by collaboration and
organization (Issue#1550 [https://github.com/vantage6/vantage6/issues/1550],
PR#1586 [https://github.com/vantage6/vantage6/pull/1586]).


	Show algorithm image digest on the algorithm’s detail page in the UI
(Issue#1536 [https://github.com/vantage6/vantage6/issues/1536],
PR#1595 [https://github.com/vantage6/vantage6/pull/1595]).


	Decreased size of task tiles in the task status page in the UI
(Issue#1543 [https://github.com/vantage6/vantage6/issues/1543],
PR#1608 [https://github.com/vantage6/vantage6/pull/1608]).


	Added option in Python client to filter studies on the collaboration ID
(Issue#1521 [https://github.com/vantage6/vantage6/issues/1521],
PR#1596 [https://github.com/vantage6/vantage6/pull/1596]).






	Change


	Ensure function parameters are listed always in the same order in the UI when
creating a task
(Issue#1543 [https://github.com/vantage6/vantage6/issues/1543],
PR#1608 [https://github.com/vantage6/vantage6/pull/1608]).


	Button to download results also shown if results could not be parsed
(Issue#1598 [https://github.com/vantage6/vantage6/issues/1598],
PR#1642 [https://github.com/vantage6/vantage6/pull/1642]).


	Disable building function docs locally by default, to prevent slowing down
documentation development
(PR#1587 [https://github.com/vantage6/vantage6/pull/1587]).






	Bugfix


	Prevent error with v6 server new if config file directory does not exist by creating
it (Issue#938 [https://github.com/vantage6/vantage6/issues/938],
PR#1631 [https://github.com/vantage6/vantage6/pull/1631]).


	Only shows stores that are running in v6 algorithm-store attach
(Issue#1397 [https://github.com/vantage6/vantage6/issues/1397],
PR#1626 [https://github.com/vantage6/vantage6/pull/1626]).


	For dangling subtasks, prevent that they are picked up again every time the node is
restarted (Issue#1371 [https://github.com/vantage6/vantage6/issues/1371],
PR#1621 [https://github.com/vantage6/vantage6/pull/1621]).


	Fix loading lazy-loaded resources in algorithm store, which were not loaded because
API path was duplicated (PR#1657 [https://github.com/vantage6/vantage6/pull/1657]).










4.8.2

13 December 2024


	Change


	Modify filename of PyPI packages to conform to PEP625
(PR#1625 [https://github.com/vantage6/vantage6/pull/1625]).






	Bugfix


	Ensure node doesn’t don’t try to restart dangling subtasks every time node is
restarted (PR#1621 [https://github.com/vantage6/vantage6/pull/1621]).


	To be compatible with v4.3-v4.7, modify path of the community store in the server’s
database (added API path) to make sure it works
(Issue#1609 [https://github.com/vantage6/vantage6/issues/1609],
PR#1622 [https://github.com/vantage6/vantage6/pull/1622]).


	Prevent superfluous permission error showing up in the UI for users not registered
in an algorithm store when they try to check their permissions there
(Issue#1597 [https://github.com/vantage6/vantage6/issues/1597],
PR#1623 [https://github.com/vantage6/vantage6/pull/1623]).


	Ensure that default values for optional boolean and list arguments in the algorithm
store are properly parsed
(Issue#1607 [https://github.com/vantage6/vantage6/issues/1607],
PR#1624 [https://github.com/vantage6/vantage6/pull/1624]).










4.8.1

22 November 2024


	Security


	Update cryptography and werkzeug dependencies
(PR#1594 [https://github.com/vantage6/vantage6/pull/1594]).










4.8.0

12 November 2024


	Feature


	Algorithm store arguments can now be indicated as optional and can have default
values (Issue#1219 [https://github.com/vantage6/vantage6/issues/1219],
PR#1532 [https://github.com/vantage6/vantage6/pull/1532]).


	In the algorithm review process in the algorithm store, several emails are now sent
to alert users that they e.g. have to review an algorithm or that their algorithm
has been reviewed
(Issue#1364 [https://github.com/vantage6/vantage6/issues/1364],
PR#1569 [https://github.com/vantage6/vantage6/pull/1569]).


	Added options to set UI image --ui-image in v6 dev create-demo-network
(Issue#1518 [https://github.com/vantage6/vantage6/issues/1518],
PR#1525 [https://github.com/vantage6/vantage6/pull/1525]).


	Directories can be mounted as databases at the nodes
(Issue#1172 [https://github.com/vantage6/vantage6/issues/1172],
PR#1540 [https://github.com/vantage6/vantage6/pull/1540]).


	Added retry mechanism for the server database connection on initial connect
(Issue#1479 [https://github.com/vantage6/vantage6/issues/1479],
PR#1526 [https://github.com/vantage6/vantage6/pull/1526]).


	In case a study is used for an analysis, it is shown in the result page
(Issue#1489 [https://github.com/vantage6/vantage6/issues/1489],
PR#1561 [https://github.com/vantage6/vantage6/pull/1561]).


	Added code of conduct
(Issue#1459 [https://github.com/vantage6/vantage6/issues/1459],
PR#1480 [https://github.com/vantage6/vantage6/pull/1480]).






	Change


	Removed some unused configuration files
(Issue#1502 [https://github.com/vantage6/vantage6/issues/1502],
PR#1554 [https://github.com/vantage6/vantage6/pull/1554]).


	The API path of the algorithm store is now settable
(Issue#1519 [https://github.com/vantage6/vantage6/issues/1519],
PR#1524 [https://github.com/vantage6/vantage6/pull/1524]).


	Tasks that failed can now get a more specific status, such as killed by user or
not allowed to start. They only get a more specific status if all failed runs
in the task failed for the same reason
(Issue#1541 [https://github.com/vantage6/vantage6/issues/1541],
PR#1570 [https://github.com/vantage6/vantage6/pull/1570]).






	Bugfix


	Fixed a buggy search filter on the task overview page in the UI
(Issue#1361 [https://github.com/vantage6/vantage6/issues/1361],
PR#1561 [https://github.com/vantage6/vantage6/pull/1561])


	When a node has never been online the status is set to ofline instead of
None (Issue#1461 [https://github.com/vantage6/vantage6/issues/1461],
PR#1552 [https://github.com/vantage6/vantage6/pull/1552]).


	The node support containers are now started with the restart-unless-stopped
restart policy to prevent them from restarting when the node is shut down in a
controlled manner (Issue#1111 [https://github.com/vantage6/vantage6/issues/1111],
PR#1553 [https://github.com/vantage6/vantage6/pull/1553]).


	Fixed a bug where the server_url could not be overruled by the Python client
or UI. This is used to identify the originating vantage6 server in the algorithm
store (Issue#1454 [https://github.com/vantage6/vantage6/issues/1454],
PR#1528 [https://github.com/vantage6/vantage6/pull/1528]).


	All fields in client .update() calls were required, even if they were not
changed. This is now no longer needed
(Issue#1515 [https://github.com/vantage6/vantage6/issues/1515],
PR#1555 [https://github.com/vantage6/vantage6/pull/1555]).


	Fixed a bug which caused the visualization selection in the UI result page to reset
when the computation is complete
(Issue#1511 [https://github.com/vantage6/vantage6/issues/1511],
PR#1523 [https://github.com/vantage6/vantage6/pull/1523]).


	UI permission fix: users with collaboration edit scope are allowed to reset API keys
of nodes from all organizations within collaboration the users organization
participates in (Issue#1530 [https://github.com/vantage6/vantage6/issues/1530],
PR#1529 [https://github.com/vantage6/vantage6/pull/1529]).


	A warning was logged if nodes whitelisted port 443 because the check to recognize
this port as HTTPS port was broken
(Issue#1563 [https://github.com/vantage6/vantage6/issues/1563],
PR#1574 [https://github.com/vantage6/vantage6/pull/1574]).










4.7.1

1 October 2024


	Change






	Show nodes in UI on page that shows study
(PR#1507 [https://github.com/vantage6/vantage6/pull/1507]).


	Improved viewing/editing your own user in the UI: extra link in top menu, hide
permissions on edit page because they can’t be changed, permission check improvements
(PR#1493 [https://github.com/vantage6/vantage6/pull/1493]).








	Bugfix






	Improve refreshing task status in UI by fixing permission issue and awaiting task
collection from the API
(Issue#1478 [https://github.com/vantage6/vantage6/issues/1478],
PR#1490 [https://github.com/vantage6/vantage6/pull/1490]).


	Prevent corrupt node configuration when specifying allowed_algorithms in
v6 node new (Issue#1467 [https://github.com/vantage6/vantage6/issues/1467],
PR#1468 [https://github.com/vantage6/vantage6/pull/1468]).


	Prevent error in v6 node new when server URL contains trailing slashes
(Issue#1457 [https://github.com/vantage6/vantage6/issues/1457],
PR#1468 [https://github.com/vantage6/vantage6/pull/1468]).


	Fix filtering node list when getting nodes for a particular study
(Issue#1486 [https://github.com/vantage6/vantage6/issues/1486],
PR#1507 [https://github.com/vantage6/vantage6/pull/1507]).


	Only require username or email address in resetting password in Python client
(Issue#1503 [https://github.com/vantage6/vantage6/issues/1503],
PR#1505 [https://github.com/vantage6/vantage6/pull/1505]).


	Delete study when collaboration is deleted
(Issue#1465 [https://github.com/vantage6/vantage6/issues/1465],
PR#1487 [https://github.com/vantage6/vantage6/pull/1487]).


	Prevent double policies in the database when multiple algorithm store instances are
restarted simultaneously (PR#1506 [https://github.com/vantage6/vantage6/pull/1506]).


	Minor fixes to running tasks in UI: fix repeat task with boolean values, prevent
submitting same task multiple times, improve showing log file, etc
(PR#1490 [https://github.com/vantage6/vantage6/pull/1490]).


	Added missing field and filter options to docstrings in the Python client
(PR#1492 [https://github.com/vantage6/vantage6/pull/1492]).


	Prevent error if server is whitelisted at the store for the second time
(PR#1491 [https://github.com/vantage6/vantage6/pull/1491]).









4.7.0

20 August 2024


	Feature






	Added option to delete organizations
(Issue#241 [https://github.com/vantage6/vantage6/issues/241],
Issue#1120 [https://github.com/vantage6/vantage6/issues/1120],
PR#1417 [https://github.com/vantage6/vantage6/pull/1417]).


	Add algorithm store and UI to the v6 dev network
(Issue#1078 [https://github.com/vantage6/vantage6/issues/1078],
PR#1399 [https://github.com/vantage6/vantage6/pull/1399]).


	Option to provide hashed password for root user on first server startup, to use
instead of the default password
(Issue#1374 [https://github.com/vantage6/vantage6/issues/1374],
PR#1375 [https://github.com/vantage6/vantage6/pull/1375]).


	Improved data included in v6 dev network so that more tasks can be run on them
(PR#1423 [https://github.com/vantage6/vantage6/pull/1423]).


	Added dev policies for algorithm store to enable an algorithm developer to review
their own algorithm and to disable the review process altogether
(Issue#1413 [https://github.com/vantage6/vantage6/issues/1413],
PR#1414 [https://github.com/vantage6/vantage6/pull/1414]).


	Added option to delete user to client
(PR#1433 [https://github.com/vantage6/vantage6/pull/1433]).


	Added unit tests for algorithm store
(Issue#969 [https://github.com/vantage6/vantage6/issues/969],
PR#1393 [https://github.com/vantage6/vantage6/pull/1393]).


	Improved algorithm store documentation
(Issue#1396 [https://github.com/vantage6/vantage6/issues/1396],
PR#1425 [https://github.com/vantage6/vantage6/pull/1425]).








	Change






	Apply node_extra_hosts confgiruation also to VPN containers
(Issue#1355 [https://github.com/vantage6/vantage6/issues/1355],
PR#1360 [https://github.com/vantage6/vantage6/pull/1360]).


	Change default port for server from 5000 to 7600 to prevent conflicts with other
services on Mac (Issue#1428 [https://github.com/vantage6/vantage6/issues/1428],
PR#1429 [https://github.com/vantage6/vantage6/pull/1429]).


	No longer require user to run client.setup_encryption(None) if their collaboration
does not use encryption
(Issue#1302 [https://github.com/vantage6/vantage6/issues/1302],
PR#1401 [https://github.com/vantage6/vantage6/pull/1401]).


	Improve text in UI task status page (Issue#1221 [https://github.com/vantage6/vantage6/issues/1221],
Issue#1416 [https://github.com/vantage6/vantage6/issues/1416],
PR#1419 [https://github.com/vantage6/vantage6/pull/1419]).


	Improve log messages when node is started to let the user know how to view if their
node is successfully started
(Issue#1173 [https://github.com/vantage6/vantage6/issues/1173]).


	Loosened required version of te requests library in the common package
(Issue#1347 [https://github.com/vantage6/vantage6/issues/1353],
PR#1405 [https://github.com/vantage6/vantage6/pull/1405]).


	Refactor code that was duplicated between algorithm store and vantage6 server
(Issue#1088 [https://github.com/vantage6/vantage6/issues/1088],
PR#1415 [https://github.com/vantage6/vantage6/pull/1415]).


	Upgrade UI from Angular 17 to Angular 18
(Issue#1347 [https://github.com/vantage6/vantage6/issues/1347],
PR#1412 [https://github.com/vantage6/vantage6/pull/1412]).


	No longer print RabbitMQ username/password in server logs
(PR#1434 [https://github.com/vantage6/vantage6/pull/1434]).








	Bugfix






	No longer require mounting the Docker socket in the algorithm store - which is not
always possible. Instead, use the OCI spec to get the image digest
(PR#1431 [https://github.com/vantage6/vantage6/pull/1431]).


	Fix for when v6 server remove crashed because no log file existed - for servers that
had never been started when they were removed
(PR#1432 [https://github.com/vantage6/vantage6/pull/1432]).


	Fix getting the correct algorithm in the UI if multiple stores are linked to a
collaboration (Issue#1420 [https://github.com/vantage6/vantage6/issues/1420],
PR#1422 [https://github.com/vantage6/vantage6/pull/1422]).


	Fix v6 dev create command on MacOS - servers and stores are now created in the
user folders (Issue#1408 [https://github.com/vantage6/vantage6/issues/1408],
PR#1427 [https://github.com/vantage6/vantage6/pull/1427]).


	Added missing dependency pkg_resources
(Issue#1386 [https://github.com/vantage6/vantage6/issues/1386],
PR#1418 [https://github.com/vantage6/vantage6/pull/1418]).


	More robust implementation of getting the EduVPN v4 token
(PR#1438 [https://github.com/vantage6/vantage6/pull/1438]).


	Upload of algorithm JSON representation in the UI is more resilient to errors
(PR#1440 [https://github.com/vantage6/vantage6/pull/1440]).









4.6.1

30 July 2024


	Bugfix






	Ensure logs will be shown for failed algorithm runs in the UI without the need to
refresh the page (PR#1403 [https://github.com/vantage6/vantage6/pull/1403]).


	When creating a task in the UI, dropdown option to select multiple was not properly
reset when changing selected function from central to partial
(PR#1402 [https://github.com/vantage6/vantage6/pull/1402]).


	Fix permission check in UI to show button to register missing nodes
(Issue#1230 [https://github.com/vantage6/vantage6/issues/1230],
PR#1404 [https://github.com/vantage6/vantage6/pull/1404]).


	Pass on print_log_header argument when running v6 node stop to prevent entire
log header to be printed (Issue#1398 [https://github.com/vantage6/vantage6/issues/1398],
PR#1400 [https://github.com/vantage6/vantage6/pull/1400]).


	Add missing docker dependency to algorithm store
(PR#1409 [https://github.com/vantage6/vantage6/pull/1409]).









4.6.0

17 July 2024


	Feature






	Added option allowed_algorithm_stores to node configuration. This option allows
node administrators to allow all approved algorithms from a specific algorithm store
to be run on their node (Issue#1293 [https://github.com/vantage6/vantage6/issues/1293],
PR#1318 [https://github.com/vantage6/vantage6/pull/1318]).


	Added policy management system to the algorithm store, and implemented a first few
policies, e.g. to control who can view and run algorithms
(Issue#1026 [https://github.com/vantage6/vantage6/issues/1026],
PR#1299 [https://github.com/vantage6/vantage6/pull/1299]).


	Implemented review process in the algorithm store. Algorithms now need to be reviewed
by at least one other user before they are published in the store
(Issue#981 [https://github.com/vantage6/vantage6/issues/981],
PR#1358 [https://github.com/vantage6/vantage6/pull/1358]).


	Option to visualize line charts in the UI
(Issue#1324 [https://github.com/vantage6/vantage6/issues/1324],
PR#1330 [https://github.com/vantage6/vantage6/pull/1330]).


	Users and permissions of the algorithm store can now be managed in the UI
(Issue#1123 [https://github.com/vantage6/vantage6/issues/1123],
PR#1340 [https://github.com/vantage6/vantage6/pull/1340]).


	Support default pandas DataFrame.to_json() output to visualize table in UI
(PR#1331 [https://github.com/vantage6/vantage6/pull/1331]).


	Create option for node administrator to enforce that new algorithm image is
successfully pulled before running a task with it
(Issue#1200 [https://github.com/vantage6/vantage6/issues/1200],
PR#1344 [https://github.com/vantage6/vantage6/pull/1344]).


	Show more clearly in the UI when node has last been seen online
(Issue#1308 [https://github.com/vantage6/vantage6/issues/1308],
PR#1343 [https://github.com/vantage6/vantage6/pull/1343]).


	Option in creating tasks to indicate which algorithm store the algorithm should be
obtained from (Issue#1198 [https://github.com/vantage6/vantage6/issues/1198],
PR#1318 [https://github.com/vantage6/vantage6/pull/1318]).








	Change






	As EduVPN v2 is no longer supported on modern systems, vantage6 now supports EduVPN
v3 instead of v2 (Issue#1180 [https://github.com/vantage6/vantage6/issues/1180],
PR#1345 [https://github.com/vantage6/vantage6/pull/1345]).


	Improved the server - algorithm store whitelisting process
(Issue#1177 [https://github.com/vantage6/vantage6/issues/1177],
Issue#1178 [https://github.com/vantage6/vantage6/issues/1178],
PR#1299 [https://github.com/vantage6/vantage6/pull/1299]).


	Removed connectorx dependency due to issues with installing it. Instead, using
SQLAlchemy to read SQL queries in the SQL wrapper
(PR#1385 [https://github.com/vantage6/vantage6/pull/1385]).


	Make it possible to run infrastructure components with local images
(Issue#1250 [https://github.com/vantage6/vantage6/issues/1250],
PR#1332 [https://github.com/vantage6/vantage6/pull/1332]).


	Make node_extra_hosts also available to VPN client container
(Issue#1355 [https://github.com/vantage6/vantage6/issues/1355],
PR#1360 [https://github.com/vantage6/vantage6/pull/1360]).


	Documented algorithm store permission system
(Issue#1086 [https://github.com/vantage6/vantage6/issues/1086],
PR#1354 [https://github.com/vantage6/vantage6/pull/1354]).








	Bugfix






	Fix filling in JSON and list parameters when repeating task in the UI
(PR#1328 [https://github.com/vantage6/vantage6/pull/1328]).


	Added always_connect option to socketIO connection to prevent random BadNameSpace
errors (Issue#1333 [https://github.com/vantage6/vantage6/issues/1333],
PR#1334 [https://github.com/vantage6/vantage6/pull/1334]).


	Verify that user exists before assigning it permission in the algorithm store
(Issue#1092 [https://github.com/vantage6/vantage6/issues/1092],
PR#1299 [https://github.com/vantage6/vantage6/pull/1299]).









4.5.5

13 June 2024


	Bugfix






	Fix faulty environment variable check in the OHDSI database connector
(PR#1326 [https://github.com/vantage6/vantage6/pull/1326])









4.5.4

13 June 2024


	Change






	Changed default role ‘Collaboration admin’ so that they can no longer create new
collaborations: this was deemed too powerful for this role
(PR#1313 [https://github.com/vantage6/vantage6/pull/1313]).








	Bugfix






	Prevent SSL errors in communication between server and algorithm store due to wrong
order imports with monkey patch (Issue#1311 [https://github.com/vantage6/vantage6/issues/1311],
PR#1320 [https://github.com/vantage6/vantage6/pull/1320]).


	Fix forwarding of custom headers to algorithm store when communicating from the
vantage6 server (PR#1298 [https://github.com/vantage6/vantage6/pull/1298]).









4.5.3

6 June 2024


	Bugfix






	Included __build__ file of algorithm tools in the PyPI package to prevent error
when using the package (PR#1307 [https://github.com/vantage6/vantage6/pull/1307]).









4.5.2

3 June 2024


	Bugfix






	Updated PyPI Docker dependency to 7.1.0 and requests to 2.32.3 to fix issues with
docker.from_env() with old combination of docker/requests
(PR#1306 [https://github.com/vantage6/vantage6/pull/1306]).









4.5.1

3 June 2024


	Change






	Make __version__ attribute available for each vantage6 package
(PR#1303 [https://github.com/vantage6/vantage6/pull/1303]).


	Update requests dependency to 2.32.2 (PR#1294 [https://github.com/vantage6/vantage6/pull/1294]).








	Bugfix






	Added missing connectorx dependency (PR#1301 [https://github.com/vantage6/vantage6/pull/1301]).


	Fix readthedocs build error (PR#1295 [https://github.com/vantage6/vantage6/pull/1295]).









4.5.0

23 May 2024


	Security






	Prevent that a collaboration admin extends their own permissions by expanding the
collaboration (advisory [https://github.com/vantage6/vantage6/security/advisories/GHSA-99r4-cjp4-3hmx],
commit [https://github.com/vantage6/vantage6/commit/27f4ee3fade5f4cbcf3e60899c9a2a91145e0b56]).








	Feature






	Visualization and management of algorithms in the UI
(Issue#1115 [https://github.com/vantage6/vantage6/issues/1115],
PR#1261 [https://github.com/vantage6/vantage6/pull/1261]).


	Support encryption and decryption of results and task input in the UI
(Issue#1140 [https://github.com/vantage6/vantage6/issues/1140],
PR#1248 [https://github.com/vantage6/vantage6/pull/1248]).


	Added client function client.algorithm.update() to update store algorithms
(Issue#1089 [https://github.com/vantage6/vantage6/issues/1089],
PR#1277 [https://github.com/vantage6/vantage6/pull/1277]).


	Pass dbms environment variable to algorithm for OMOP connections
(Issue#1036 [https://github.com/vantage6/vantage6/issues/1036],
PR#1267 [https://github.com/vantage6/vantage6/pull/1267]).


	Improved error message in client when wrong API path is provided
(Issue#1001 [https://github.com/vantage6/vantage6/issues/1001],
PR#1252 [https://github.com/vantage6/vantage6/pull/1252]).








	Change






	Default logging level changed from debug to info
(Issue#692 [https://github.com/vantage6/vantage6/issues/692],
PR#1216 [https://github.com/vantage6/vantage6/pull/1216]).


	Don’t send column names request for OMOP and other databases
(Issue#1117 [https://github.com/vantage6/vantage6/issues/1117],
PR#1272 [https://github.com/vantage6/vantage6/pull/1272]).


	Function documentation generated with Sphinx autosummary
(PR#1279 [https://github.com/vantage6/vantage6/pull/1279]).


	New error classes and extra functionality for getting environment variables in the
algorithm tools (PR#1226 [https://github.com/vantage6/vantage6/pull/1226]).


	Improved codacy and DOI badges in README (PR#1271 [https://github.com/vantage6/vantage6/pull/1271]).


	Unpin uWSGI version which was fixed to mitigate a build issue with a previous latest
version of uWSGI
(Issue#1208 [https://github.com/vantage6/vantage6/issues/1208],
PR#1217 [https://github.com/vantage6/vantage6/pull/1217]).








	Bugfix






	Ensure button to register missing nodes does not show up when all nodes have been
registered (Issue#1229 [https://github.com/vantage6/vantage6/issues/1229],
PR#1225 [https://github.com/vantage6/vantage6/pull/1225]).


	Prevent returning wrong status code by proxy server when creating subtasks
(Issue#1241 [https://github.com/vantage6/vantage6/issues/1241],
PR#1268 [https://github.com/vantage6/vantage6/pull/1268]).


	In UI, when resetting password, fix check that the users enters the same new password
twice (Issue#1228 [https://github.com/vantage6/vantage6/issues/1228],
PR#1256 [https://github.com/vantage6/vantage6/pull/1256]).


	In UI, fix console errors when repeating a task
(Issue#1125 [https://github.com/vantage6/vantage6/issues/1125],
PR#1261 [https://github.com/vantage6/vantage6/pull/1261]).


	Fix error with undefined variable in deleting docker volumes
(Issue#1263 [https://github.com/vantage6/vantage6/issues/1263],
PR#1264 [https://github.com/vantage6/vantage6/pull/1264]).


	Fixed an error in the MockClient that modified local mock data is shared with
subsequent calls
(PR#1284 [https://github.com/vantage6/vantage6/pull/1284]).









4.4.1

8 May 2024


	Security






	Updated dependencies Werkzeug to 3.0.3 and Jinja2 to 3.1.4








	Change






	When columns cannot be retrieved in the UI when creating a task, give the user the
option to fill in column names manually
(PR#1212 [https://github.com/vantage6/vantage6/pull/1212]).








	Bugfix






	Updated PyYAML dependency to 6.0.1 to allow building on Python 3.12
(PR#1233 [https://github.com/vantage6/vantage6/pull/1233]).









4.4.0

15 April 2024


	Feature






	Added visualization of a results table to the UI. The algorithm store is used to
store how the table should be visualized.
(Issue#1057 [https://github.com/vantage6/vantage6/issues/1057],
PR#1195 [https://github.com/vantage6/vantage6/pull/1195]).


	Support for more types of algorithm arguments via the UI: lists of strings, ints,
floats and columns, and booleans
(Issue#1119 [https://github.com/vantage6/vantage6/issues/1119],
PR#1190 [https://github.com/vantage6/vantage6/pull/1190]).


	Added configuration option to link algorithm stores to a server via the server
configuration (PR#1156 [https://github.com/vantage6/vantage6/pull/1156]).


	Added a bunch of custom exceptions for algorithms to the algorithm tools
(Issue#1185 [https://github.com/vantage6/vantage6/issues/1185],
PR#1205 [https://github.com/vantage6/vantage6/pull/1205]).


	Decoding the environment variables automatically in the algorithm wrapper, to prevent
that a user has to decode them manually
(Issue#1056 [https://github.com/vantage6/vantage6/issues/1056],
PR#1197 [https://github.com/vantage6/vantage6/pull/1197]).


	Add option to delete roles in the UI
(Issue#1113 [https://github.com/vantage6/vantage6/issues/1113],
PR#1199 [https://github.com/vantage6/vantage6/pull/1199]).


	Add option to register a node in the UI after creating/editing the collaboration
(Issue#1122 [https://github.com/vantage6/vantage6/issues/1122],
PR#1202 [https://github.com/vantage6/vantage6/pull/1202]).








	Change






	Updated idna dependency








	Bugfix






	Do not mark algorithm runs as killed if they were completed before the user killed
the task to which the runs belong
(Issue#1045 [https://github.com/vantage6/vantage6/issues/1045],
PR#1204 [https://github.com/vantage6/vantage6/pull/1204]).


	Fix UI code in a few places where pagination was not implemented properly
(Issue#1126 [https://github.com/vantage6/vantage6/issues/1126],
PR#1203 [https://github.com/vantage6/vantage6/pull/1203]).









4.3.4

09 April 2024


	Security






	Updated express dependency in UI to 4.19.2








	Feature






	Added option to add hostname mappings in the node configuration
(Issue#1094 [https://github.com/vantage6/vantage6/issues/1094],
PR#1167 [https://github.com/vantage6/vantage6/pull/1167]).








	Change






	Always pull new Docker images instead of checking timestamps and only pulling
image if the remote image is newer
(Issue#1188 [https://github.com/vantage6/vantage6/issues/1188],
Issue#1105 [https://github.com/vantage6/vantage6/issues/1105],
PR#1169 [https://github.com/vantage6/vantage6/pull/1189]).


	Changed behaviour of v6 algorithm update to skip previously-answered questions
by default, and added flag that allows changing them. Also added flag to allow using
a Python script in the updated copier template
(PR#1176 [https://github.com/vantage6/vantage6/pull/1176]).








	Bugfix






	Fix encoding of non-string algorithm environment variables by casting them to string
(PR#1186 [https://github.com/vantage6/vantage6/pull/1186]).


	Fix bug in algorithm client: only send study ID when it is defined
(PR#1184 [https://github.com/vantage6/vantage6/pull/1184]).


	Update copier dependency which was causing a CLI error
(PR#1187 [https://github.com/vantage6/vantage6/pull/1187]).









4.3.3

25 March 2024


	Change






	Improved integration algorithm store in UI (PR#1163 [https://github.com/vantage6/vantage6/pull/1163]).


	Improve picking an online node when creating task in the UI: pick one that shares
configuration and give more specific information to the user in case certain data
could not be retrieved (PR#1164 [https://github.com/vantage6/vantage6/pull/1164]).


	UI dependency updates








	Bugfix






	Fix pulling algorithms from registries that require authentication
(Issue#1168 [https://github.com/vantage6/vantage6/issues/1168],
PR#1169 [https://github.com/vantage6/vantage6/pull/1169]).


	Fix bug in showing create task button in UI
(PR#1165 [https://github.com/vantage6/vantage6/pull/1165]).


	Could not view studies with collaboration scope permissions
(Issue#1154 [https://github.com/vantage6/vantage6/issues/1154],
PR#1157 [https://github.com/vantage6/vantage6/pull/1157]).


	Fix bug when viewing algorithm stores with organization scope permissions
(PR#1159 [https://github.com/vantage6/vantage6/pull/1159]).


	Detect whitelisted server in algorithm store if port 443 or 80 at the end
of the URL is the only difference with the whitelisted URL
(Issue#1155 [https://github.com/vantage6/vantage6/issues/1155],
PR#1162 [https://github.com/vantage6/vantage6/pull/1162]).


	Better error message in Python client when trying to send requests to algorithm store
when it has not yet been set up (Issue#1134 [https://github.com/vantage6/vantage6/issues/1153],
PR#1158 [https://github.com/vantage6/vantage6/pull/1158]).









4.3.2

20 March 2024


	Change






	Integrated user interface in main repository
PR#1112 [https://github.com/vantage6/vantage6/pull/1112]).








	Bugfix






	Allow usernames to contain dots and don’t apply username validation to login
endpoints until v5 to allow existing users to login
(PR#1148 [https://github.com/vantage6/vantage6/pull/1148]).









4.3.1

18 March 2024


	Feature






	New configuration option to set a server name in the server configuration file, which
will be used to identify the server in a two-factor app.
(Issue#1016 [https://github.com/vantage6/vantage6/issues/1016],
PR#1075 [https://github.com/vantage6/vantage6/pull/1075]).








	Change






	Allow user with organization scope permission to view studies to retrieve studies
for a particular collaboration, even though they may not be able to view them all
(PR#1104 [https://github.com/vantage6/vantage6/pull/1104]).


	Add option to set policies on openness of algorithm viewing in algorithm store
to configuration wizard (PR#1106 [https://github.com/vantage6/vantage6/pull/1106]).


	Improved help text in UI in several places and show the username in the top right
(PR#254 [https://github.com/vantage6/vantage6-UI/pull/254],
PR#257 [https://github.com/vantage6/vantage6-UI/pull/257])








	Bugfix






	Update default roles on server startup if they have changed. This may happen on
minor version updates (Issue#1102 [https://github.com/vantage6/vantage6/issues/1102],
PR#1103 [https://github.com/vantage6/vantage6/pull/1103]).


	Update selected collaboration in the UI when it is updated in the administration
section (PR#253 [https://github.com/vantage6/vantage6-UI/pull/253])


	Fix showing the create task button if user has no global permissions
(PR#259 [https://github.com/vantage6/vantage6-UI/pull/259])


	Remove wrong message for CORS not functioning properly with default settings
(PR#1107 [https://github.com/vantage6/vantage6/pull/1107]).









4.3.0

12 March 2024


	Security






	Implemented configuration option to set CORS origins on the central server. This may
be used to further enhance the security profile of your server
(advisory [https://github.com/vantage6/vantage6/security/advisories/GHSA-4946-85pr-fvxh],
commit [https://github.com/vantage6/vantage6/commit/70bb4e1d889230a841eb364d6c03accd7dd01a41]).


	Prevent username enumeration attack on endpoints where password and 2FA are reset
(advisory [https://github.com/vantage6/vantage6/security/advisories/GHSA-5h3x-6gwf-73jm],
commit [https://github.com/vantage6/vantage6/commit/aecfd6d0e83165a41a60ebd52d2287b0217be26b]).


	Added HTTP security headers on the user interface to provide an additional layer
of security to help mitigate attacks and vulnerabilites
(advisory [https://github.com/vantage6/vantage6-UI/security/advisories/GHSA-gwq3-pvwq-4c9w],
commit [https://github.com/vantage6/vantage6-UI/commit/68dfa661415182da0e5717bd58db3d00aedcbd2e]).


	Updated cryptography dependency








	Feature






	New user interface. The new UI is a complete rewrite of the old UI and is
more focused on facilitating the researcher in running tasks and viewing their
progress and results (PR#930 [https://github.com/vantage6/vantage6-UI/pull/246]).


	New infrastructure component: the algorithm store. The algorithm store is a place
to make algorithms easily findable and easier to run. Algorithm stores can be
made available to specific collaborations or to all collaborations in an entire
vantage6 server. By doing so, the new UI will automatically pick up these algorithms
and guide the user through running analyses with them (
Issue#911 [https://github.com/vantage6/vantage6/issues/911],
PR#1048 [https://github.com/vantage6/vantage6/pull/1004] and several other PRs)


	Introducing ‘study’ concept. A study is essentially a ‘sub-collaboration’, where
a subset of organizations of the collaboration can work together on a specific
research question. Tasks and results are then easily grouped together for the study
(Issue#812 [https://github.com/vantage6/vantage6/issues/812],
PR#1069 [https://github.com/vantage6/vantage6/pull/1069]).


	Add flag whether role is default or not
(Issue#949 [https://github.com/vantage6/vantage6/issues/949],
PR#1063 [https://github.com/vantage6/vantage6/pull/1063]).


	Report username/password combination at the end of the logs when it is created
(Issue#830 [https://github.com/vantage6/vantage6/issues/830],
PR#1041 [https://github.com/vantage6/vantage6/pull/1041]).








	Change






	Introducing new package vantage6-backend-common for code that is shared between
the central server and the algorithm store
(Issue#979 [https://github.com/vantage6/vantage6/issues/979],
PR#1037 [https://github.com/vantage6/vantage6/pull/1037]).


	Show the default values for CLI commands when displaying the help text
(Issue#1000 [https://github.com/vantage6/vantage6/issues/1000],
PR#1070 [https://github.com/vantage6/vantage6/pull/1070]).


	Setting the allowed algorithms is now part of the questionnaire on node setup
(PR#1046 [https://github.com/vantage6/vantage6/pull/1046]).


	Usernames are now required to be at least three characters long and contain only
roman letters, numbers, and the characters ‘_’ and ‘-’
(PR#1060 [https://github.com/vantage6/vantage6/pull/1060]).


	Remove OMOP wrapper since we now have specific connectors to connect to this database
type and wrapper was therefore not used
(Issue#1002 [https://github.com/vantage6/vantage6/issues/1002],
PR#1067 [https://github.com/vantage6/vantage6/pull/1067]).


	v6 node commands no longer require full path when using the --config option
(Issue#870 [https://github.com/vantage6/vantage6/issues/870],
PR#1042 [https://github.com/vantage6/vantage6/pull/1042]).


	Apply black code formatting to the entire repository
(Issue#968 [https://github.com/vantage6/vantage6/issues/968],
PR#1012 [https://github.com/vantage6/vantage6/pull/1012]).


	Remove option to update organization or collaboration of an existing node. Preferred
workflow in that case is to delete and re-create it. Also add option clear_ip to
clear the VPN IP address of the node
(PR#1053 [https://github.com/vantage6/vantage6/pull/1053]).








	Bugfix






	Fix VPN network cleanup if iptables-legacy is installed, and improve cleanup of
the node’s containers, volumes and networks when the node is stopped
(Issue#1058 [https://github.com/vantage6/vantage6/issues/1058],
PR#1059 [https://github.com/vantage6/vantage6/pull/1059]).


	Prevent logger thread to crash on input that it cannot read
(Issue#879 [https://github.com/vantage6/vantage6/issues/879],
PR#1043 [https://github.com/vantage6/vantage6/pull/1043]).


	Fixed setting up VPN network on Ubuntu 22.04
(Issue#724 [https://github.com/vantage6/vantage6/issues/724],
PR#1044 [https://github.com/vantage6/vantage6/pull/1044]).









4.2.3

21 February 2024


	Security



	Updated cryptography dependency to version 42.0.2
(PR#1047 [https://github.com/vantage6/vantage6/pull/1047],
PR#1048 [https://github.com/vantage6/vantage6/pull/1048]).









	Feature



	Added the option to specify a private key file when using the
v6 test feature-test command
(Issue#1018 [https://github.com/vantage6/vantage6/issues/1018],
PR#1019 [https://github.com/vantage6/vantage6/pull/1019]).









	Bugfix



	Using the whitelisting feature without VPN prevented algorithm containers from
starting (PR#1055 [https://github.com/vantage6/vantage6/pull/1055])


	Shutting down the node did not properly remove all containers, volumes and
networks (PR#1059 [https://github.com/vantage6/vantage6/pull/1059]).













4.2.2

26 January 2024


	Feature






	Configuration options for the node to add extra mounts and extra environment
variables for the node itself
(Issue#961 [https://github.com/vantage6/vantage6/issues/961],
PR#963 [https://github.com/vantage6/vantage6/pull/963]).








	Change






	The entire repository is now formatted with Black code style. Additionally,
a pipeline was added to check this for new PRs and commit hooks are provided
for developers (PR#992 [https://github.com/vantage6/vantage6/pull/992]).


	When the PKG_NAME environeent variable was not set in the Dockerfile,
a clear error is now raised
(Issue#995 [https://github.com/vantage6/vantage6/issues/995],
PR#1010 [https://github.com/vantage6/vantage6/pull/1010]).








	Bugfix






	Running encrypted algorithms failed due to a bug in the proxy server
(Issue#955 [https://github.com/vantage6/vantage6/issues/955],
PR#1008 [https://github.com/vantage6/vantage6/pull/1008]).


	Node logs were not persisted properly. This has been fixed
(Issue#993 [https://github.com/vantage6/vantage6/issues/993],
PR#1009 [https://github.com/vantage6/vantage6/pull/1009]).









4.2.1

19 January 2024


	Bugfix






	Add back binary installation of psycopg2 to support Postgres databases
(PR#932 [https://github.com/vantage6/vantage6/pull/932]).









4.2.0

18 January 2024


	Security






	Remove option to SSH into node and server containers. The configuration was
not completely secure
(advisory [https://github.com/vantage6/vantage6/security/advisories/GHSA-2wgc-48g2-cj5w],
commit [https://github.com/vantage6/vantage6/commit/3fcc6e6a8bd1142fd7a558d8fdd2b246e55c8841]).


	Prevent code injection into environment variables
(advisory [https://github.com/vantage6/vantage6/security/advisories/GHSA-w9h2-px87-74vx],
commit [https://github.com/vantage6/vantage6/commit/eac19db737145d3ca987adf037a454fae0790ddd]).


	Prevent that user can accidentally upload non-encrypted input to the server
for an encrypted collaboration.
(advisory [https://github.com/vantage6/vantage6/security/advisories/GHSA-rjmv-52mp-gjrr],
commit [https://github.com/vantage6/vantage6/commit/6383283733b81abfcacfec7538dc4dc882e98074]).


	Prevent that usernames are findable in brute force attack due to a difference
in response time when they exist versus when they don’t exist
(advisory [https://github.com/vantage6/vantage6/security/advisories/GHSA-45gq-q4xh-cp53],
commit [https://github.com/vantage6/vantage6/commit/389f416c445da4f2438c72f34c3b1084485c4e30]).


	Updated dependencies of jinja2, cryptography and Werkzeug. (
PR#984 [https://github.com/vantage6/vantage6/pull/984]).








	Feature






	Introduced the v6 test commands that will run the test algorithm
v6-diagnostics (Issue#918 [https://github.com/vantage6/vantage6/issues/918],
PR#930 [https://github.com/vantage6/vantage6/pull/930]).


	Extended v6 dev commands with options to add extra configuration to the
server and node configuration files. Also, added the v6 server remove
command. (Issue#860 [https://github.com/vantage6/vantage6/issues/860],
PR#930 [https://github.com/vantage6/vantage6/pull/930]).








	Change






	Changed some log messages to a more appropriate log level
(Issue#667 [https://github.com/vantage6/vantage6/issues/667])


	Improved message when node starts so as to make it clearer to users that
the node has not yet authenticated
(PR#957 [https://github.com/vantage6/vantage6/pull/957]).


	Changed socket event on_new_task to also include the parent ID of the
task that was created (PR#950 [https://github.com/vantage6/vantage6/pull/950]).








	Bugfix






	Added check whether database labels are properly specified when creating a
task (Issue#910 [https://github.com/vantage6/vantage6/issues/910],
PR#932 [https://github.com/vantage6/vantage6/pull/932]).


	Fix bug in creating task with VPN client image when it has iptables-legacy
installed (Issue#966 [https://github.com/vantage6/vantage6/issues/966],
PR#982 [https://github.com/vantage6/vantage6/pull/982]).


	Add missing email argument from client.user.create function
(Issue#837 [https://github.com/vantage6/vantage6/issues/837],
PR#934 [https://github.com/vantage6/vantage6/pull/934]).









4.1.3

19 December 2023


	Bugfix






	Server logs were not persisted properly
(Issue#951 [https://github.com/vantage6/vantage6/issues/951],
PR#953 [https://github.com/vantage6/vantage6/pull/953]).


	Fixed validation of request to recover two-factor authentication secret
(PR#941 [https://github.com/vantage6/vantage6/pull/941]).


	Default roles were visible via GET /role but not via GET /role/<id>
for users without global role view permission. Now they are visible via both
(PR#948 [https://github.com/vantage6/vantage6/pull/948]).









4.1.2

14 November 2023


	Security






	Improved check which algorithms are allowed - no longer trusting an algorithm
with a parent_id by default (
advisory [https://github.com/vantage6/vantage6/security/advisories/GHSA-vc3v-ppc7-v486],
commit [https://github.com/vantage6/vantage6/commit/92159580f11a17cd2e06f73f636088bbcbfe9cbc]).









4.1.1

1 November 2023


	Bugfix






	Added OpenPyxl dependency to algorithm tools which is required to read Excel
databases (PR#923 [https://github.com/vantage6/vantage6/pull/923]).


	Explicitly define the resource on which sorting is done in the API. This
prevents SQL errors when SQLAlchemy tries to sort on a column in a joined
table (PR#925 [https://github.com/vantage6/vantage6/pull/925]).


	Fixed retrieving column names for Excel databases
(PR#924 [https://github.com/vantage6/vantage6/pull/924]).









4.1.0

19 October 2023


	Feature






	Renamed CLI commands. The new commands are:


	vnode → v6 node


	vserver → v6 server


	vdev → v6 dev




The old commands will still be available until version 5.0 is released.



	Added CLI command v6 algorithm create which is a starting point for
creating new algorithms
(Issue#400 [https://github.com/vantage6/vantage6/issues/400],
PR#904 [https://github.com/vantage6/vantage6/pull/904]).


	Added @database_connection(type_) algorithm decorator. This enables
algorithm developers to inject a database connection into their algorithm
instead of a dataframe. The only type that currently is support is omop,
which injects a OHDSI/DatabaseConnection object into your algorithm.
(PR#902 [https://github.com/vantage6/vantage6/pull/902]).


	Added endpoint /column for the UI to get the column names of the database.
This is achieved either by sharing column names by the node for file-based
databases or by sending a task using the basics algorithm. The latter
is now an allowed algorithm by default, unless the node is configured to
not allow it. ((Issue#778 [https://github.com/vantage6/vantage6/issues/778],
PR#908 [https://github.com/vantage6/vantage6/pull/908]).


	Added only_siblings and only_self options to the
client.vpn.get_addresses function. These options allow you to get the
VPN addresses of only the siblings or only the node itself, respectively.
This is useful for algorithms that need to communicate with other
algorithms on the same node or with the node itself.
(Issue#729 [https://github.com/vantage6/vantage6/issues/729],
PR#901 [https://github.com/vantage6/vantage6/pull/901]).









4.0.3

16 October 2023


	Bugfix






	Fix where custom Docker image for node was defined in config file but not
used in practice (PR#896 [https://github.com/vantage6/vantage6/pull/896]).


	Fixed getting VPN algorithm addresses from AlgorithmClient
(PR#898 [https://github.com/vantage6/vantage6/pull/898]).









4.0.2

9 October 2023


	Bugfix






	Fix socket connection from node to server due to faulty callback, which
occurred when server was deployed. This bug was introduced in v4.0.1
(PR#892 [https://github.com/vantage6/vantage6/pull/892]).









4.0.1

5 October 2023


	Security






	Updating dependencies cryptography, gevent, and urllib3 to fix
vulnerabilities (PR#889 [https://github.com/vantage6/vantage6/pull/889])








	Bugfix






	Fix node connection issues if server without constant JWT secret key is
restarted (Issue#840 [https://github.com/vantage6/vantage6/issues/840],
PR#866 [https://github.com/vantage6/vantage6/pull/866]).


	Improved algorithm_client decorator with @wraps decorator. This fixes
an issue with the data decorator in the AlgorithmMockClient
(Issue#874 [https://github.com/vantage6/vantage6/issues/874],
PR#882 [https://github.com/vantage6/vantage6/pull/882]).


	Decoding the algorithm results and algorithm input has been made more robust,
and input from vserver import is now properly encoded
(Issue#836 [https://github.com/vantage6/vantage6/issues/836],
PR#864 [https://github.com/vantage6/vantage6/pull/864]).


	Improve error message if user forgot to specify databases when creating a
task (Issue#854 [https://github.com/vantage6/vantage6/issues/854],
PR#865 [https://github.com/vantage6/vantage6/pull/865]).


	Fix data loading in AlgorithmMockClient
(Issue#872 [https://github.com/vantage6/vantage6/issues/872],
PR#881 [https://github.com/vantage6/vantage6/pull/881]).









4.0.0

20 September 2023


	Security






	No longer using Python pickles for serialization and deserialization of
algorithm results. Using JSON instead (
CVE#CVE-2023-23930 [https://cve.mitre.org/cgi-bin/cvename.cgi?name=CVE-2023-23930],
commit [https://github.com/vantage6/vantage6/commit/e62f03bacf2247bd59eed217e2e7338c3a01a5f0]).


	Not allowing resources to have an integer name (
CVE#CVE-2023-28635 [https://cve.mitre.org/cgi-bin/cvename.cgi?name=CVE-2023-28635],
PR#744 [https://github.com/vantage6/vantage6/pull/744]).


	Users allowed to view collaborations but not allowed to view tasks may be
able to view them via /api/collaboration/<id>/task (
CVE#CVE-2023-41882 [https://cve.mitre.org/cgi-bin/cvename.cgi?name=CVE-2023-41882],
PR#741 [https://github.com/vantage6/vantage6/pull/741]).


	Users allowed to view tasks but not results may be able to view them via
/api/task?include=results (
CVE#CVE-2023-41882 [https://cve.mitre.org/cgi-bin/cvename.cgi?name=CVE-2023-41882],
PR#711 [https://github.com/vantage6/vantage6/pull/711]).


	Deleting all linked tasks when a collaboration is deleted (
CVE#CVE-2023-41881 [https://cve.mitre.org/cgi-bin/cvename.cgi?name=CVE-2023-41881],
PR#748 [https://github.com/vantage6/vantage6/pull/748]).








	Feature






	A complete permission scope has been added at the collaboration level,
allowing projects to assign one user to manage everything within that
collaboration level without requiring global access
(Issue#245 [https://github.com/vantage6/vantage6/issues/245],
PR#711 [https://github.com/vantage6/vantage6/pull/711]).


	Added decorators @algorithm_client and @data() to make the signatures
and names of algorithm functions more flexible and also to allow for multiple
databases (Issue#440 [https://github.com/vantage6/vantage6/issues/440],
PR#652 [https://github.com/vantage6/vantage6/pull/652]).


	Allow a single algorithm function to make use of multiple databases
(Issue#804 [https://github.com/vantage6/vantage6/issues/804],
PR#652 [https://github.com/vantage6/vantage6/pull/652],
PR#807 [https://github.com/vantage6/vantage6/pull/807]).


	Enforce pagination in the API to improve performance, and add a sort
parameter for GET requests which yield multiple resources
(Issue#392 [https://github.com/vantage6/vantage6/issues/392],
PR#611 [https://github.com/vantage6/vantage6/pull/611]).


	Share a node’s database labels and types with the central server, so that the
server can validate that these match between nodes and offer them as
suggestions to the user when creating tasks
(Issue#750 [https://github.com/vantage6/vantage6/issues/750],
PR#751 [https://github.com/vantage6/vantage6/pull/751]).


	vnode new now automatically retrieves information on e.g. whether the
collaboration is encrypted, so that the user doesn’t have to specify this
information themselves
(Issue#434 [https://github.com/vantage6/vantage6/issues/434],
PR#739 [https://github.com/vantage6/vantage6/pull/739]).


	Allow only unique names for organizations, collaborations, and nodes
(Issue#242 [https://github.com/vantage6/vantage6/issues/242],
PR#515 [https://github.com/vantage6/vantage6/pull/515]).


	New function client.task.wait_for_completion() for the AlgorithmClient
to allow waiting for subtasks to complete
(Issue#651 [https://github.com/vantage6/vantage6/issues/651],
PR#727 [https://github.com/vantage6/vantage6/pull/727]).


	Improved validation of the input for all POST and PATCH requests using
marshmallow schemas (Issue#76 [https://github.com/vantage6/vantage6/issues/76],
PR#744 [https://github.com/vantage6/vantage6/pull/744]).


	Added option user_created to filter tasks that have been directly
created by a user and are thus not subtasks
(Issue#583 [https://github.com/vantage6/vantage6/issues/583],
PR#599 [https://github.com/vantage6/vantage6/pull/599]).


	Users can now assign rules to other users that they don’t have themselves
if they do have higher permisions on the same resource
(Issue#443 [https://github.com/vantage6/vantage6/issues/443],
PR#781 [https://github.com/vantage6/vantage6/pull/781]).








	Change






	Changed the API response structure: no longer returning as many linked
resources for performance reasons
(Issue#49 [https://github.com/vantage6/vantage6/issues/49],
PR#709 [https://github.com/vantage6/vantage6/pull/709])


	The result endpoint has been renamed to run as this was a misnomer
that concerns algorithm runs
(Issue#436 [https://github.com/vantage6/vantage6/issues/436],
PR#527 [https://github.com/vantage6/vantage6/pull/527]),
PR#620 [https://github.com/vantage6/vantage6/pull/620]).


	Split the vantage6-client package: the Python user client is kept in this
package, and a new vantage6-algorithm-tools PyPI package is created for the
tools that help algorithm developers. These tools were part of the client
package, but moving them reduces the sizes of both packages
(Issue#662 [https://github.com/vantage6/vantage6/issues/662],
PR#763 [https://github.com/vantage6/vantage6/pull/763])


	Removed environments test, dev, prod, acc and application from
vantage6 servers and nodes as these were used little
(Issue#260 [https://github.com/vantage6/vantage6/issues/260],
PR#643 [https://github.com/vantage6/vantage6/pull/643])


	Harmonized the interfaces between the AlgorithmClient and the MockClient
(Issue#669 [https://github.com/vantage6/vantage6/issues/669],
PR#722 [https://github.com/vantage6/vantage6/pull/722])


	When users request resources where they are not allowed to see everything,
they now get an unauthorized error instead of an incomplete or empty response
(Issue#635 [https://github.com/vantage6/vantage6/issues/635],
PR#711 [https://github.com/vantage6/vantage6/pull/711]).


	Node checks the server’s version and by default, it pulls a matching image
instead of the latest image of it’s major version
(Issue#700 [https://github.com/vantage6/vantage6/issues/700],
PR#706 [https://github.com/vantage6/vantage6/pull/706]).


	vserver-local commands have been removed if they were not used within the
docker images or the CLI (Issue#663 [https://github.com/vantage6/vantage6/issues/663],
PR#728 [https://github.com/vantage6/vantage6/pull/728]).


	The way in which RabbitMQ is started locally has been changed to make it
easier to run RabbitMQ locally. Now, a user indicates with a configuration
flag whether they expect RabbitMQ to be started locally
(Issue#282 [https://github.com/vantage6/vantage6/issues/282],
PR#795 [https://github.com/vantage6/vantage6/pull/795]).


	The place in which server configuration files were stored on Linux has been
changed fro /etc/xdg to /etc/vantage6/
(Issue#269 [https://github.com/vantage6/vantage6/issues/269],
PR#789 [https://github.com/vantage6/vantage6/pull/789]).


	Backwards compatibility code that was present to make different v3.x versions
compatible has been removed. Additionally, small improvements have been made
that were not possible to do without breaking compatibility
(Issue#454 [https://github.com/vantage6/vantage6/issues/454],
PR#740 [https://github.com/vantage6/vantage6/pull/740],
PR#758 [https://github.com/vantage6/vantage6/pull/758]).








	Bugfix






	Remove wrong dot in the version for prereleases  (
PR#764 [https://github.com/vantage6/vantage6/pull/764]).


	Users were not assigned any permissions if vserver import was run before
the server had ever been started
(Issue#634 [https://github.com/vantage6/vantage6/issues/634],
PR#806 [https://github.com/vantage6/vantage6/pull/806]).









3.11.1

11 September 2023


	Bugfix






	Setting up the host network for VPN did not work properly if the host had
iptables-legacy installed rather than iptables. Now, the code has
been made compatible with both
(Issue#725 [https://github.com/vantage6/vantage6/issues/725],
PR#802 [https://github.com/vantage6/vantage6/pull/802]).









3.11.0

21 August 2023


	Feature






	A suite of vdev commands has been added to the CLI. These commands
allow you to easily create a development environment for vantage6. The
commands allow you to easily create a server configuration, add organizations
and collaborations to it, and create the appropriate node configurations.
Also, you can easily start, stop, and remove the network.
(Issue#625 [https://github.com/vantage6/vantage6/issues/625],
PR#624 [https://github.com/vantage6/vantage6/pull/624]).


	User Interface can now be started from the CLI with vserver start –with-ui
(Issue#730 [https://github.com/vantage6/vantage6/issues/730],
PR#735 [https://github.com/vantage6/vantage6/pull/735]).


	Added created_at and finished_at timestamps to tasks
(Issue#621 [https://github.com/vantage6/vantage6/issues/621],
PR#715 [https://github.com/vantage6/vantage6/pull/715]).








	Change






	Help text for the CLI has been updated and the formatting has been improved
(Issue#745 [https://github.com/vantage6/vantage6/issues/745],
PR#791 [https://github.com/vantage6/vantage6/pull/791]).


	With vnode list, the terms online and offline have been replaced by
running and not running. This is more accurate, since a node may be
unable to authenticate and thus be offline, but still be running.
(Issue#733 [https://github.com/vantage6/vantage6/issues/733],
PR#734 [https://github.com/vantage6/vantage6/pull/734]).


	Some legacy code that no longer fulfilled a function has been removed from
the endpoint to create tasks
(Issue#742 [https://github.com/vantage6/vantage6/issues/742],
PR#747 [https://github.com/vantage6/vantage6/pull/747]).








	Bugfix






	In the docs, the example file to import server resources with
vserver import was accidentally empty; now it contains example data.
(PR#792 [https://github.com/vantage6/vantage6/pull/792]).









3.10.4

27 June 2023


	Change






	Extended the AlgorithmMockClient so that algorithm developers may pass it
organization id’s and node id’s
(PR#737 [https://github.com/vantage6/vantage6/pull/737]).








	Bugfix






	Speed up starting algorithm using VPN  (
Issue#681 [https://github.com/vantage6/vantage6/issues/681],
PR#732 [https://github.com/vantage6/vantage6/pull/732]).


	Updated VPN configurator Dockerfile so that VPN configuration works on
Ubuntu 22 (Issue#724 [https://github.com/vantage6/vantage6/issues/724],
PR#725 [https://github.com/vantage6/vantage6/pull/725]).









3.10.3

20 June 2023


	Bugfix






	Fixed bug in copying the MockClient itself to pass it on to a child task (
PR#723 [https://github.com/vantage6/vantage6/pull/723]).








Note

Release 3.10.2 failed to be published to PyPI due to a gateway error,
so that version was skipped.





3.10.1

19 June 2023


	Bugfix






	Fixed bug in setting organization_id for the AlgorithmClient (
Issue#719 [https://github.com/vantage6/vantage6/issues/719],
PR#720 [https://github.com/vantage6/vantage6/pull/720]).









3.10.0

19 June 2023


	Feature






	There is a new implementation of a mock client, the MockAlgorithmClient.
This client is an improved version of the old ClientMockProtocol. The
new mock client now contains all the same functions as the regular client
with the same signatures, and it returns the same data fields as those
functions. Also, you may submit all supported data formats instead of just
CSV files, and you may also submit pandas Dataframes directly
(Issue#683 [https://github.com/vantage6/vantage6/issues/683],
PR#702 [https://github.com/vantage6/vantage6/pull/702]).








	Change






	Updated cryptography dependency from 39.0.1 to 41.0.0
(PR#707 [https://github.com/vantage6/vantage6/pull/707],
PR#708 [https://github.com/vantage6/vantage6/pull/708]).








	Bugfix






	A node’s VPN IP address was previously only updated when a new task was
started on that node. Instead, it is now updated properly on VPN connect/
disconnect (Issue#520 [https://github.com/vantage6/vantage6/issues/520],
PR#704 [https://github.com/vantage6/vantage6/pull/704]).









3.9.0

25 May 2023


	Feature






	Data sources may now be whitelisted by IP address, so that an
algorithm may access those IP addresses to obtain data. This is achieved
via a Squid proxy server
(Issue#162 [https://github.com/vantage6/vantage6/issues/162],
PR#626 [https://github.com/vantage6/vantage6/pull/626]).


	There is a new configuration option to let algorithms access gpu’s
(Issue#597 [https://github.com/vantage6/vantage6/issues/597],
PR#623 [https://github.com/vantage6/vantage6/pull/623]).


	Added option to get VPN IP addresses and ports of just the children or
just the parent of an algorithm that is running. These options may be used
to simplify VPN communication between algorithms running on different nodes.
In the AlgorithmClient, the functions client.vpn.get_child_addresses()
and client.vpn.get_parent_address() have been added
(PR#610 [https://github.com/vantage6/vantage6/pull/610]).


	New option to print the full stack trace of algorithm errors. Note that
this option may leak sensitive information if used carelessly. The option
may be activated by setting log_traceback=True in the algorithm wrapper
(Issue#675 [https://github.com/vantage6/vantage6/issues/675],
PR#680 [https://github.com/vantage6/vantage6/pull/680]).


	Configuration options to control the log levels of individual dependencies.
This allows easier debugging when a certain dependency is causing issues
(Issue#641 [https://github.com/vantage6/vantage6/issues/641],
PR#642 [https://github.com/vantage6/vantage6/pull/642]).








	Change






	Better error message for vnode attach when no nodes are running
(Issue#606 [https://github.com/vantage6/vantage6/issues/606],
PR#607 [https://github.com/vantage6/vantage6/pull/607]).


	The number of characters of the task input printed to the logs is now limited
to prevent flooding the logs with very long input
(Issue#549 [https://github.com/vantage6/vantage6/issues/549],
PR#550 [https://github.com/vantage6/vantage6/pull/550]).


	Node proxy logs are now written to a separate log file. This makes the
main node log more readable
(Issue#546 [https://github.com/vantage6/vantage6/issues/546],
PR#619 [https://github.com/vantage6/vantage6/pull/619]).


	Update code in which the version is updated
(PR#586 [https://github.com/vantage6/vantage6/pull/586]).


	Finished standardizing docstrings - note that this was already partially
done in earlier releases
(Issue#255 [https://github.com/vantage6/vantage6/issues/255]).


	Cleanup and moving of unused code and duplicate code
(PR#571 [https://github.com/vantage6/vantage6/pull/571]).


	It is now supported to run the release pipeline from release/v<x.y.z>
branches (Issue#467 [https://github.com/vantage6/vantage6/issues/467],
PR#488 [https://github.com/vantage6/vantage6/pull/488]).


	Replaced deprecated set-output method in Github actions release pipeline
(Issue#474 [https://github.com/vantage6/vantage6/issues/474],
PR#601 [https://github.com/vantage6/vantage6/pull/601]).








	Bugfix






	Fixed checking for newer images (node, server, and algorithms). Previously,
the dates used were not sufficient to check if an image was newer. Now,
we are also checking the image digest
(Issue#507 [https://github.com/vantage6/vantage6/issues/507],
PR#602 [https://github.com/vantage6/vantage6/pull/602]).


	Users are prevented from posting socket events that are meant for nodes -
note that nothing harmful could be done but it should not be possible
nevertheless (Issue#615 [https://github.com/vantage6/vantage6/issues/615],
PR#616 [https://github.com/vantage6/vantage6/pull/616]).


	Fixed bug with detecting if database was a file as ‘/mnt/’ was not properly
prepended to the file path
(PR#691 [https://github.com/vantage6/vantage6/pull/691]).









3.8.8

11 May 2023


	Bugfix



	Fixed a bug that prevented the node from shutting down properly
(Issue#649 [https://github.com/vantage6/vantage6/issues/649],
PR#677 [https://github.com/vantage6/vantage6/pull/677])


	Fixed a bug where the node did not await the VPN client to be ready
(Issue#656 [https://github.com/vantage6/vantage6/issues/656],
PR#676 [https://github.com/vantage6/vantage6/pull/676])


	Fixed database label logging
(PR#664 [https://github.com/vantage6/vantage6/pull/664])


	Fixed a bug were VPN messages to the originating node where not always
sent/received
(Issue#671 [https://github.com/vantage6/vantage6/issues/671],
PR#673 [https://github.com/vantage6/vantage6/pull/673])


	Fixed a bug where an exceptions is raised when the websocket
connection was lost and a ping was attempted to be send
(Issue#672 [https://github.com/vantage6/vantage6/issues/672],
PR#674 [https://github.com/vantage6/vantage6/pull/674])


	Fixed a formatting in CLI print statement
(PR#661 [https://github.com/vantage6/vantage6/pull/661])


	Fixed bug where ‘/mnt/’ was erroneously prepended to non-file based
databases (PR#658 [https://github.com/vantage6/vantage6/pull/658])


	Fix in autowrapper for algorithms with CSV input
(PR#655 [https://github.com/vantage6/vantage6/pull/655])


	Fixed a bug in syncing tasks from the server to the node, when the node
lost socket connection and then reconnected
(Issue#654 [https://github.com/vantage6/vantage6/issues/654],
PR#657 [https://github.com/vantage6/vantage6/pull/657])


	Fix construction of database URI in vserver files
(Issue#650 [https://github.com/vantage6/vantage6/issues/650],
PR#659 [https://github.com/vantage6/vantage6/pull/659])













3.8.7

10 May 2023


	Bugfix



	Socket did connect before Docker was initialized, resulting in an exception
at startup (PR#644 [https://github.com/vantage6/vantage6/pull/644])













3.8.6

9 May 2023


	Bugfix



	Fixed bug that resulted in broken algorithm networks when the socket
connection was lost (PR#640 [https://github.com/vantage6/vantage6/pull/640],
Issue#637 [https://github.com/vantage6/vantage6/issues/637])













3.8.3 - 3.8.5

25 April 2023 - 2 May 2023


	Bugfix






	Fixed bug where a missing container lead to a complete node crash
(PR#628 [https://github.com/vantage6/vantage6/pull/628],
PR#629 [https://github.com/vantage6/vantage6/pull/629],
PR#632 [https://github.com/vantage6/vantage6/pull/632]).


	Restored algorithm wrapper namespace for backward compatibility (
PR#618 [https://github.com/vantage6/vantage6/pull/618])


	Prevent error with first socket ping on node startup by waiting a few
seconds (PR#609 [https://github.com/vantage6/vantage6/pull/609])









3.8.2

22 march 2023


	Feature






	Location of the server configuration file in server shell script can now be
specified as an environment variable (PR#604 [https://github.com/vantage6/vantage6/pull/604])








	Change






	Changed ping/pong mechanism over socket connection between server and nodes,
as it did not function properly in combination with RabbitMQ. Now, the node
pushes a ping and the server periodically checks if the node is still alive
(PR#593 [https://github.com/vantage6/vantage6/pull/593])








	Bugfix






	For vnode files, take the new formatting of the databases in the node
configuration file into account (PR#600 [https://github.com/vantage6/vantage6/pull/600])


	Fix bugs in new algorithm client where class attributes were improperly
referred to (PR#596 [https://github.com/vantage6/vantage6/pull/596])


	Fixed broken links in Discord notification
(PR#591 [https://github.com/vantage6/vantage6/pull/591])









3.8.1

8 march 2023


	Bugfix






	In 3.8.0, starting RabbitMQ for horizontal scaling caused a server crash
due to a missing kombu dependency. This dependency was wrongly removed
in updating all dependencies for python 3.10 (
PR#585 [https://github.com/vantage6/vantage6/pull/585]).









3.8.0

8 march 2023


	Security






	Refresh tokens are no longer indefinitely valid (
CVE#CVE-2023-23929 [https://cve.mitre.org/cgi-bin/cvename.cgi?name=CVE-2023-23929],
commit [https://github.com/vantage6/vantage6/commit/48ebfca42359e9a6743e9598684585e2522cdce8]).


	It was possible to obtain usernames by brute forcing the login since v3.3.0.
This was due to a change where users got to see a message their account was
blocked after N failed login attempts. Now, users get an email instead if
their account is blocked (
CVE#CVE-2022-39228 [https://cve.mitre.org/cgi-bin/cvename.cgi?name=CVE-2022-39228],
commit [https://github.com/vantage6/vantage6/commit/ab4381c35d24add06f75d5a8a284321f7a340bd2]
).


	Assigning existing users to a different organizations was possible. This may
lead to unintended access: if a user from organization A is accidentally
assigned to organization B, they will retain their permissions and
therefore might be able to access resources they should not be allowed to
access (CVE#CVE-2023-22738 [https://cve.mitre.org/cgi-bin/cvename.cgi?name=CVE-2023-22738],
commit [https://github.com/vantage6/vantage6/commit/798aca1de142a4eca175ef51112e2235642f4f24]).








	Feature






	Python version upgrade to 3.10 and many dependencies are upgraded (
PR#513 [https://github.com/vantage6/vantage6/pull/513],
Issue#251 [https://github.com/vantage6/vantage6/issues/251]).


	Added AlgorithmClient which will replace ContainerClient in v4.0.
For now, the new AlgorithmClient can be used by specifying
use_new_client=True in the algorithm wrapper (
PR#510 [https://github.com/vantage6/vantage6/pull/510],
Issue#493 [https://github.com/vantage6/vantage6/issues/493]).


	It is now possible to request some of the node configuration settings, e.g.
which algorithms they allow to be run (
PR#523 [https://github.com/vantage6/vantage6/pull/523],
Issue#12 [https://github.com/vantage6/vantage6/issues/12]).


	Added auto_wrapper which detects the data source types and reads the
data accordingly. This removes the need to rebuild every algorithm for
every data source type (
PR#555 [https://github.com/vantage6/vantage6/pull/555],
Issue#553 [https://github.com/vantage6/vantage6/issues/553]).


	New endpoint added /vpn/algorithm/addresses for algorithms to obtain
addresses for containers that are part of the same computation task (
PR#501 [https://github.com/vantage6/vantage6/pull/501],
Issue#499 [https://github.com/vantage6/vantage6/issues/499]).


	Added the option to allow only allow certain organization and/or users
to run tasks on your node. This can be done by using the policies
configuration option. Note that the allowed_images option is now
nested under the policies option (
Issue#335 [https://github.com/vantage6/vantage6/issues/335],
PR#556 [https://github.com/vantage6/vantage6/pull/556])








	Change






	Some changes have been made to the release pipeline (
PR#519 [https://github.com/vantage6/vantage6/pull/519],
PR#488 [https://github.com/vantage6/vantage6/pull/488],
PR#500 [https://github.com/vantage6/vantage6/pull/500],
Issue#485 [https://github.com/vantage6/vantage6/issues/485]).


	Removed unused script to start the shell (
PR#494 [https://github.com/vantage6/vantage6/pull/494]).








	Bugfix






	Algorithm containers running on the same node could not communicate with
each other through the VPN. This has been fixed (
PR#532 [https://github.com/vantage6/vantage6/pull/532],
Issue#336 [https://github.com/vantage6/vantage6/issues/336]).









3.7.3

22 february 2023


	Bugfix






	A database commit in 3.7.2 was done on the wrong variable, this has been
corrected (PR#547 [https://github.com/vantage6/vantage6/pull/547],
Issue#534 [https://github.com/vantage6/vantage6/issues/534]).


	Delete entries in the VPN port table after the algorithm has completed
(PR#548 [https://github.com/vantage6/vantage6/pull/548]).


	Limit number of characters of the task input printed to the logs
(PR#550 [https://github.com/vantage6/vantage6/pull/550]).









3.7.2

20 february 2023


	Bugfix






	In 3.7.1, some sessions were closed, but not all. Now, sessions are also
terminated in the socketIO events
(PR#543 [https://github.com/vantage6/vantage6/pull/543],
Issue#534 [https://github.com/vantage6/vantage6/issues/534]).


	Latest versions of VPN images were not automatically downloaded by node
on VPN connection startup. This has been corrected (
PR#542 [https://github.com/vantage6/vantage6/pull/542]).









3.7.1

16 february 2023


	Change






	Some changes to the release pipeline.








	Bugfix






	iptables dependency was missing in the VPN client container (
PR#533 [https://github.com/vantage6/vantage6/pull/533]
Issue#518 [https://github.com/vantage6/vantage6/issues/518]).


	Fixed a bug that did not close Postgres DB sessions, resulting in a dead
server (PR#540 [https://github.com/vantage6/vantage6/pull/540],
Issue#534 [https://github.com/vantage6/vantage6/issues/534]).









3.7.0

25 january 2023


	Feature






	SSH tunnels are available on the node. This allows nodes to connect to
other machines over SSH, thereby greatly expanding the options to connect
databases and other services to the node, which before could only be made
available to the algorithms if they were running on the same machine as the
node (PR#461 [https://github.com/vantage6/vantage6/pull/461],
Issue#162 [https://github.com/vantage6/vantage6/issues/162]).


	For two-factor authentication, the information given to the authenticator
app has been updated to include a clearer description of the server and
username (PR#483 [https://github.com/vantage6/vantage6/pull/483],
Issue#405 [https://github.com/vantage6/vantage6/issues/405]).


	Added the option to run an algorithm without passing data to it using the
CSV wrapper (PR#465 [https://github.com/vantage6/vantage6/pull/465])


	In the UI, when users are about to create a task, they will now be shown
which nodes relevant to the task are offline
(PR#97 [https://github.com/vantage6/vantage6-UI/pull/97],
Issue#96 [https://github.com/vantage6/vantage6-UI/issues/96]).








	Change






	The docker dependency is updated, so that docker.pull() now pulls
the default tag if no tag is specified, instead of all tags
(PR#481 [https://github.com/vantage6/vantage6/pull/481],
Issue#473 [https://github.com/vantage6/vantage6/issues/473]).


	If a node cannot authenticate to the server because the server cannot be
found, the user now gets a clearer error message(PR#480 [https://github.com/vantage6/vantage6/pull/480],
Issue#460 [https://github.com/vantage6/vantage6/issues/460]).


	The default role ‘Organization admin’ has been updated: it now allows to
create nodes for their own organization
(PR#489 [https://github.com/vantage6/vantage6/pull/489]).


	The release pipeline has been updated to 1) release to PyPi as last step (
since that is irreversible), 2) create release branches, 3) improve the
check on the version tag, and 4) update some soon-to-be-deprecated commands
(PR#488 [https://github.com/vantage6/vantage6/pull/488].


	Not all nodes are alerted any more when a node comes online
(PR#490 [https://github.com/vantage6/vantage6/pull/490]).


	Added instructions to the UI on how to report bugs
(PR#100 [https://github.com/vantage6/vantage6-UI/pull/100],
Issue#57 [https://github.com/vantage6/vantage6-UI/issues/57]).








	Bugfix






	Newer images were not automatically pulled from harbor on node or server
startup. This has been fixed (PR#482 [https://github.com/vantage6/vantage6/pull/482],
Issue#471 [https://github.com/vantage6/vantage6/issues/471]).









3.6.1

12 january 2023


	Feature






	Algorithm containers can be killed from the client. This can be done
for a specific task or it possible to kill all tasks running at a specific
node (PR#417 [https://github.com/vantage6/vantage6/pull/417],
Issue#167 [https://github.com/vantage6/vantage6/issues/167]).


	Added a status field for an algorithm, that tracks if an algorithm has
yet to start, is started, has finished, or has failed. In the latter case,
it also indicates how/when the algorithm failed
(PR#417 [https://github.com/vantage6/vantage6/pull/417]).


	The UI has been connected to the socket, and gives messages about node
and task status changes (UI PR#84 [https://github.com/vantage6/vantage6-UI/pull/84],
UI Issue #73 [https://github.com/vantage6/vantage6-UI/issues/73]). There
are also new permissions for socket events on the server to authorize users
to see events from their (or all) collaborations
(PR#417 [https://github.com/vantage6/vantage6/pull/417]).


	It is now possible to create tasks in the UI (UI version >3.6.0). Note that
all tasks are then JSON serialized and you will not be able to run tasks
in an encrypted collaboration (as that would require uploading a private
key to a browser) (PR#90).


Warning

If you want to run the UI Docker image, note that from this version
onwards, you have to define the SERVER_URL and API_PATH
environment variables (compared to just a API_URL before).





	There is a new multi-database wrapper that will forward a dictionary of all
node databases and their paths to the algorithm. This allows you to use
multiple databases in a single algorithm easily.
(PR#424 [https://github.com/vantage6/vantage6/pull/424],
Issue #398 [https://github.com/vantage6/vantage6/issues/398]).


	New rules are now assigned automatically to the default root role. This
ensures that rules that are added in a new version are assigned to system
administrators, instead of them having to change the database
(PR#456 [https://github.com/vantage6/vantage6/pull/456],
Issue #442 [https://github.com/vantage6/vantage6/issues/442]).


	There is a new command vnode set-api-key that facilitates putting your
API key into the node configuration file (PR#428 [https://github.com/vantage6/vantage6/pull/418],
Issue #259 [https://github.com/vantage6/vantage6/issues/259]).


	Logging in the Python client has been improved: instead of all or nothing,
log level is now settable to one of debug, info, warn, error, critical
(PR#453 [https://github.com/vantage6/vantage6/pull/453],
Issue #340 [https://github.com/vantage6/vantage6/issues/340]).


	When there is an error in the VPN server configuration, the user receives
clearer error messages than before (PR#444 [https://github.com/vantage6/vantage6/pull/444],
Issue #278 [https://github.com/vantage6/vantage6/issues/278]).








	Change






	The node status (online/offline) is now checked periodically over the socket
connection via a ping/pong construction. This is an improvement over the
older version where a node’s status was changed only when it connected or
disconnected (PR#450 [https://github.com/vantage6/vantage6/pull/450],
Issue #40 [https://github.com/vantage6/vantage6/issues/40]).


Warning

If a server upgrades to 3.6.1, the nodes should also be upgraded.
Otherwise, the node status will be incorrect and the logs will show
errors periodically with each attempted ping/pong.





	It is no longer possible for any user to change the username of another
user, as this would be confusing for that user when logging in
(PR#433 [https://github.com/vantage6/vantage6/pull/433],
Issue #396 [https://github.com/vantage6/vantage6/issues/396]).


	The server has shorter log messages when someone calls a non-existing route.
The resulting 404 exception is no longer logged (PR#452 [https://github.com/vantage6/vantage6/pull/452],
Issue #393 [https://github.com/vantage6/vantage6/issues/393]).


	Removed old, unused scripts to start a node
(PR#464 [https://github.com/vantage6/vantage6/pull/464]).








	Bugfix






	Node was unable to pull images from Docker Hub; this has been corrected.
(PR#432 [https://github.com/vantage6/vantage6/pull/432],
Issue#422 [https://github.com/vantage6/vantage6/issues/422]).


	File-based database extensions were always converted to .csv when they
were mounted to a node. Now, files keep their original file extensions
(PR#426 [https://github.com/vantage6/vantage6/pull/426],
Issue #397 [https://github.com/vantage6/vantage6/issues/397]).


	When a node configuration defined a wrong VPN subnet, the VPN connection
didn’t work but this was not detected until VPN was used. Now, the user is
alerted immediately and VPN is turned off
(PR#444 [https://github.com/vantage6/vantage6/pull/444]).


	If a user tries to write a node or server config file to a non-existing
directory, they are now getting a clear error message instead of an
incorrect one (PR#455 [https://github.com/vantage6/vantage6/pull/455],
Issue #1 [https://github.com/vantage6/vantage6/issues/1])


	There was a circular import in the infrastructure code, which has now been
resolved (PR#451 [https://github.com/vantage6/vantage6/pull/451],
Issue #53 [https://github.com/vantage6/vantage6/issues/53]).


	In PATCH /user, it was not possible to set some fields (e.g.
firstname) to an empty string if there was a value before.
(PR#439 [https://github.com/vantage6/vantage6/pull/439],
Issue #334 [https://github.com/vantage6/vantage6/issues/334]).








Note

Release 3.6.0 was skipped due to an issue in the release process.





3.5.2

30 november 2022


	Bugfix






	Fix for automatic addition of column. This failed in some SQL
dialects because reserved keywords (i.e. ‘user’ for PostgresQL) were
not escaped
(PR#415 [https://github.com/vantage6/vantage6/pull/415])


	Correct installation order for uWSGI in node and server docker file
(PR#414 [https://github.com/vantage6/vantage6/pull/414])









3.5.1

30 november 2022


	Bugfix






	Backwards compatibility for which organization initiated a task
between v3.0-3.4 and v3.5
(PR#412 [https://github.com/vantage6/vantage6/pull/413])


	Fixed VPN client container. Entry script was not executable in Github
pipelines
(PR#413 [https://github.com/vantage6/vantage6/pull/413])









3.5.0

30 november 2022


Warning

When upgrading to 3.5.0, you might need to add the otp_secret column to
the user table manually in the database. This may be avoided by upgrading
to 3.5.2.




	Feature






	Multi-factor authentication via TOTP has been added. Admins can enforce
that all users enable MFA
(PR#376 [https://github.com/vantage6/vantage6/pull/376],
Issue#355 [https://github.com/vantage6/vantage6/issues/355]).


	You can now request all tasks assigned by a given user
(PR#326 [https://github.com/vantage6/vantage6/pull/326],
Issue#43 [https://github.com/vantage6/vantage6/issues/43]).


	The server support email is now settable in the configuration
file, used to be fixed at support@vantage6.ai
(PR#330 [https://github.com/vantage6/vantage6/pull/330],
Issue#319 [https://github.com/vantage6/vantage6/issues/319]).


	When pickles are used, more task info is shown in the node logs
(PR#366 [https://github.com/vantage6/vantage6/pull/366],
Issue#171 [https://github.com/vantage6/vantage6/issues/171]).








	Change






	The harbor2.vantag6.ai/infrastructure/algorithm-base:[TAG] is
tagged with the vantage6-client version that is already in the
image (PR#389 [https://github.com/vantage6/vantage6/pull/389],
Issue#233 [https://github.com/vantage6/vantage6/issues/233]).


	The infrastructure base image has been updated to improve build
time (PR#406 [https://github.com/vantage6/vantage6/pull/406],
Issue#250 [https://github.com/vantage6/vantage6/issues/250]).









3.4.2

3 november 2022


	Bugfix






	Fixed a bug in the local proxy server which made algorithm containers crash
in case the client.create_new_task method was used
(PR#382 [https://github.com/vantage6/vantage6/pull/382]).


	Fixed a bug where the node crashed when a non existing image was sent in a
task (PR#375 [https://github.com/vantage6/vantage6/pull/375]).









3.4.0 & 3.4.1

25 oktober 2022


	Feature






	Add columns to the SQL database on startup
(PR#365 [https://github.com/vantage6/vantage6/pull/365],
ISSUE#364 [https://github.com/vantage6/vantage6/issues/364]).
This simpifies the upgrading proces when a new column is added in
the new release, as you do no longer need to manually add columns.
When downgrading the columns will not be deleted.


	Docker wrapper for Parquet files
(PR#361 [https://github.com/vantage6/vantage6/pull/361],
ISSUE#337 [https://github.com/vantage6/vantage6/issues/337]).
Parquet provides a way to store tabular data with the datatypes
included which is an advantage over CSV.


	When the node starts, or when the client is verbose initialized a
banner to cite the vantage6 project is added
(PR#359 [https://github.com/vantage6/vantage6/pull/359],
ISSUE#356 [https://github.com/vantage6/vantage6/issues/356]).


	In the client a waiting for results method is added
(PR#325 [https://github.com/vantage6/vantage6/pull/325],
ISSUE#8 [https://github.com/vantage6/vantage6/issues/8]).
Which allows you to automatically poll for results by using
client.wait_for_results(...), for more info see
help(client.wait_for_results).


	Added Github releases
(PR#358 [https://github.com/vantage6/vantage6/pull/358],
ISSUE#357 [https://github.com/vantage6/vantage6/issues/357]).


	Added option to filter GET /role by user id in the Python client
(PR#328 [https://github.com/vantage6/vantage6/pull/328],
ISSUE#213 [https://github.com/vantage6/vantage6/issues/213]).
E.g.: client.role.list(user=...).


	In release process, build and release images for both ARM and x86
architecture.








	Change






	Unused code removed from the Makefile
(PR#324 [https://github.com/vantage6/vantage6/issues/357],
ISSUE#284 [https://github.com/vantage6/vantage6/issues/284]).


	Pandas version is frozen to version 1.3.5
(PR#363 [https://github.com/vantage6/vantage6/pull/363] ,
ISSUE#266 [https://github.com/vantage6/vantage6/issues/266]).








	Bugfix






	Improve checks for non-existing resources in unittests
(PR#320 [https://github.com/vantage6/vantage6/pull/320],
ISSUE#265 [https://github.com/vantage6/vantage6/issues/265]).
Flask did not support negative ints, so the tests passed due to
another 404 response.


	client.node.list does no longer filter by offline nodes
(PR#321 [https://github.com/vantage6/vantage6/pull/321],
ISSUE#279 [https://github.com/vantage6/vantage6/issues/279]).








Note

3.4.1 is a rebuild from 3.4.0 in which the all dependencies are fixed, as
the build led to a broken server image.





3.3.7


	Bugfix






	The function client.util.change_my_password() was updated
(Issue #333 [https://github.com/vantage6/vantage6/issues/333])









3.3.6


	Bugfix






	Temporary fix for a bug that prevents the master container from
creating tasks in an encrypted collaboration. This temporary fix
disables the parallel encryption module in the local proxy. This
functionality will be restored in a future release.








Note

This version is also the first version where the User Interface is available
in the right version. From this point onwards, the user interface changes
will also be part of the release notes.





3.3.5


	Feature






	The release pipeline has been expanded to automatically push new
Docker images of node/server to the harbor2 service.








	Bugfix






	The VPN IP address for a node was not saved by the server using
the PATCH /node endpoint, while this functionality is required
to use the VPN








Note

Note that 3.3.4 was only released on PyPi and that version is identical
to 3.3.5. That version was otherwise skipped due to a temporary mistake
in the release pipeline.





3.3.3


	Bugfix






	Token refresh was broken for both users and nodes.
(Issue#306 [https://github.com/vantage6/vantage6/issues/306],
PR#307 [https://github.com/vantage6/vantage6/pull/307])


	Local proxy encrpytion was broken. This prefented algorithms from
creating sub tasks when encryption was enabled.
(Issue#305 [https://github.com/vantage6/vantage6/issues/305],
PR#308 [https://github.com/vantage6/vantage6/pull/308])









3.3.2


	Bugfix






	vpn_client_image and network_config_image are settable
through the node configuration file.
(PR#301 [https://github.com/vantage6/vantage6/pull/301],
Issue#294 [https://github.com/vantage6/vantage6/issues/294])


	The option --all from vnode stop did not stop the node
gracefully. This has been fixed. It is possible to force the nodes
to quit by using the --force flag.
(PR#300 [https://github.com/vantage6/vantage6/pull/300],
Issue#298 [https://github.com/vantage6/vantage6/issues/298])


	Nodes using a slow internet connection (high ping) had issues with
connecting to the websocket channel.
(PR#299 [https://github.com/vantage6/vantage6/pull/299],
Issue#297 [https://github.com/vantage6/vantage6/issues/297])









3.3.1


	Bugfix






	Fixed faulty error status codes from the /collaboration
endpoint
(PR#287 [https://github.com/vantage6/vantage6/pull/287]).


	Default roles are always returned from the /role endpoint.
This fixes the error when a user was assigned a default role but
could not reach anything (as it could not view its own role)
(PR#286 [https://github.com/vantage6/vantage6/pull/286]).


	Performance upgrade in the /organization endpoint. This caused
long delays when retrieving organization information when the
organization has many tasks
(PR#288 [https://github.com/vantage6/vantage6/pull/288]).


	Organization admins are no longer allowed to create and delete
nodes as these should be managed at collaboration level.
Therefore, the collaboration admin rules have been extended to
include create and delete nodes rules
(PR#289 [https://github.com/vantage6/vantage6/pull/289]).


	Fixed some issues that made 3.3.0 incompatible with 3.3.1
(Issue#285 [https://github.com/vantage6/vantage6/issues/285]).









3.3.0


	Feature






	Login requirements have been updated. Passwords are now required
to have sufficient complexity (8+ characters, and at least 1
uppercase, 1 lowercase, 1 digit, 1 special character). Also, after
5 failed login attempts, a user account is blocked for 15 minutes
(these defaults can be changed in a server config file).


	Added endpoint /password/change to allow users to change their
password using their current password as authentication. It is no
longer possible to change passwords via client.user.update()
or via a PATCH /user/{id} request.


	Added the default roles ‘viewer’, ‘researcher’, ‘organization
admin’ and ‘collaboration admin’ to newly created servers. These
roles may be assigned to users of any organization, and should
help users with proper permission assignment.


	Added option to filter get all roles for a specific user id in the
GET /role endpoint.


	RabbitMQ has support for multiple servers when using
vserver start. It already had support for multiple servers
when deploying via a Docker compose file.


	When exiting server logs or node logs with Ctrl+C, there is now an
additional message alerting the user that the server/node is still
running in the background and how they may stop them.








	Change






	Node proxy server has been updated


	Updated PyJWT and related dependencies for improved JWT security.


	When nodes are trying to use a wrong API key to authenticate, they
now receive a clear message in the node logs and the node exits
immediately.


	When using vserver import, API keys must now be provided for
the nodes you create.


	Moved all swagger API docs from YAML files into the code. Also,
corrected errors in them.


	API keys are created with UUID4 instead of UUID1. This prevents
that UUIDs created milliseconds apart are not too similar.


	Rules for users to edit tasks were never used and have therefore
been deleted.








	Bugfix






	In the Python client, client.organization.list() now shows
pagination metadata by default, which is consistent all other
list() statements.


	When not providing an API key in vnode new, there used to be
an unclear error message. Now, we allow specifying an API key
later and provide a clearer error message for any other keys with
inadequate values.


	It is now possible to provide a name when creating a name, both
via the Python client as via the server.


	A GET /role request crashed if parameter organization_id
was defined but not include_root. This has been resolved.


	Users received an ‘unexpected error’ when performing a GET
/collaboration?organization_id=<id> request and they didn’t
have global collaboration view permission. This was fixed.


	GET /role/<id> didn’t give an error if a role didn’t exist.
Now it does.









3.2.0


	Feature






	Horizontal scaling for the vantage6-server instance by adding
support for RabbitMQ.


	It is now possible to connect other docker containers to the
private algorithm network. This enables you to attach services to
the algorithm network using the docker_services setting.


	Many additional select and filter options on API endpoints, see
swagger docs endpoint (/apidocs). The new options have also
been added to the Python client.


	Users are now always able to view their own data


	Usernames can be changed though the API








	Bugfix






	(Confusing) SQL errors are no longer returned from the API.


	Clearer error message when an organization has multiple nodes for
a single collaboration.


	Node no longer tries to connect to the VPN if it has no
vpn_subnet setting in its configuration file.


	Fix the VPN configuration file renewal


	Superusers are no longer able to post tasks to collaborations its
organization does not participate in. Note that superusers were
never able to view the results of such tasks.


	It is no longer possible to post tasks to organization which do
not have a registered node attach to the collaboration.


	The vnode create-private-key command no longer crashes if the
ssh directory does not exist.


	The client no longer logs the password


	The version of the alpine docker image (that is used to set up
algorithm runs with VPN) was fixed. This prevents that many
versions of this image are downloaded by the node.


	Improved reading of username and password from docker registry,
which can be capitalized differently depending on the docker
version.


	Fix error with multiple-database feature, where default is now
used if specific database is not found









3.1.0


	Feature






	Algorithm-to-algorithm communication can now take place over
multiple ports, which the algorithm developer can specify in the
Dockerfile. Labels can be assigned to each port, facilitating
communication over multiple channels.


	Multi-database support for nodes. It is now also possible to
assign multiple data sources to a single node in Petronas; this
was already available in Harukas 2.2.0. The user can request a
specific data source by supplying the database argument when
creating a task.


	The CLI commands vserver new and vnode new have been
extended to facilitate configuration of the VPN server.


	Filter options for the client have been extended.


	Roles can no longer be used across organizations (except for roles
in the default organization)


	Added vnode remove command to uninstall a node. The command
removes the resources attached to a node installation
(configuration files, log files, docker volumes etc).


	Added option to specify configuration file path when running
vnode create-private-key.








	Bugfix






	Fixed swagger docs


	Improved error message if docker is not running when a node is
started


	Improved error message for vserver version and
vnode version if no servers or nodes are running


	Patching user failed if users had zero roles - this has been
fixed.


	Creating roles was not possible for a user who had permission to
create roles only for their own organization - this has been
corrected.









3.0.0


	Feature






	Direct algorithm-to-algorithm communication has been added. Via a
VPN connection, algorithms can exchange information with one
another.


	Pagination is added. Metadata is provided in the headers by
default. It is also possible to include them in the output body by
supplying an additional parameterinclude=metadata.
Parameters page and per_page can be used to paginate. The
following endpoints are enabled:


	GET /result


	GET /collaboration


	GET /collaboration/{id}/organization


	GET /collaboration/{id}/node


	GET /collaboration/{id}/task


	GET /organization


	GET /role


	GET /role/{id}/rule


	GET /rule


	GET /task


	GET /task/{id}/result


	GET /node






	API keys are encrypted in the database


	Users cannot shrink their own permissions by accident


	Give node permission to update public key


	Dependency updates








	Bugfix






	Fixed database connection issues


	Don’t allow users to be assigned to non-existing organizations by
root


	Fix node status when node is stopped and immediately started up


	Check if node names are allowed docker names









2.3.0 - 2.3.4


	Feature






	Allows for horizontal scaling of the server instance by adding
support for RabbitMQ. Note that this has not been released for
version 3(!)








	Bugfix






	Performance improvements on the /organization endpoint









2.2.0


	Feature






	Multi-database support for nodes. It is now possible to assign
multiple data sources to a single node. The user can request a
specific data source by supplying the database argument when
creating a task.


	The mailserver now supports TLS and SSL options








	Bugfix






	Nodes are now disconnected more gracefully. This fixes the issue
that nodes appear offline while they are in fact online


	Fixed a bug that prevented deleting a node from the collaboration


	A role is now allowed to have zero rules


	Some http error messages have improved


	Organization fields can now be set to an empty string









2.1.2 & 2.1.3


	Bugfix






	Changes to the way the application interacts with the database.
Solves the issue of unexpected disconnects from the DB and thereby
freezing the application.









2.1.1


	Bugfix






	Updating the country field in an organization works again\


	The client.result.list(...) broke when it was not able to
deserialize one of the in- or outputs.









2.1.0


	Feature






	Custom algorithm environment variables can be set using the
algorithm_env key in the configuration file. See this Github
issue [https://github.com/IKNL/vantage6-node/issues/32].


	Support for non-file-based databases on the node. See this Github
issue [https://github.com/IKNL/vantage6/issues/66].


	Added flag --attach to the vserver start and
vnode start command. This directly attaches the log to the
console.


	Auto updating the node and server instance is now limited to the
major version. See this Github
issue [https://github.com/IKNL/vantage6/issues/65].


	e.g. if you’ve installed the Trolltunga version of the CLI you
will always get the Trolltunga version of the node and server.


	Infrastructure images are now tagged using their version major.
(e.g. trolltunga or harukas )


	It is still possible to use intermediate versions by specifying
the --image option when starting the node or server.
(e.g. vserver start --image harbor.vantage6.ai/infrastructure/server:2.0.0.post1
)












	Bugfix






	Fixed issue where node crashed if the database did not exist on
startup. See this Github
issue [https://github.com/IKNL/vantage6/issues/67].









2.0.0.post1


	Bugfix






	Fixed a bug that prevented the usage of secured registry
algorithms









2.0.0


	Feature






	Role/rule based access control


	Roles consist of a bundle of rules. Rules profided access to
certain API endpoints at the server.


	By default 3 roles are created: 1) Container, 2) Node, 3) Root.
The root role is assigned to the root user on the first run.
The root user can assign rules and roles from there.






	Major update on the python-client. The client also contains
management tools for the server (i.e. to create users,
organizations and managing permissions. The client can be imported
from from vantage6.client import Client .


	You can use the agrument verbose on the client to output
status messages. This is usefull for example when working with
Jupyter notebooks.


	Added CLI vserver version , vnode version ,
vserver-local version and vnode-local version commands to
report the version of the node or server they are running


	The logging contains more information about the current setup, and
refers to this documentation and our Discourd channel








	Bugfix






	Issue with the DB connection. Session management is updated. Error
still occurs from time to time but can be reset by using the
endpoint /health/fix . This will be patched in a newer
version.









1.2.3


	Feature






	The node is now compatible with the Harbor v2.0 API









1.2.2


	Bug fixes






	Fixed a bug that ignored the --system flag from
vnode start


	Logging output muted when the --config option is used in
vnode start


	Fixed config folder mounting point when the option --config
option is used in vnode start









1.2.1


	Bug fixes






	starting the server for the first time resulted in a crash as the
root user was not supplied with an email address.


	Algorithm containers could still access the internet through their
host. This has been patched.









1.2.0


	Features






	Cross language serialization. Enabling algorithm developers to
write algorithms that are not language dependent.


	Reset password is added to the API. For this purpose two endpoints
have been added: /recover/lostand recover/reset . The
server config file needs to extended to be connected to a
mail-server in order to make this work.


	User table in the database is extended to contain an email address
which is mandatory.








	Bug fixes






	Collaboration name needs to be unique


	API consistency and bug fixes:


	GET organization was missing domain key


	PATCH /organization could not patch domain


	GET /collaboration/{id}/node has been made consistent with
/node


	GET /collaboration/{id}/organization has been made
consistent with /organization


	PATCH /user root-user was not able to update users


	DELETE /user root-user was not able to delete users


	GET /task null values are now consistent: [] is
replaced by null


	POST, PATCH, DELETE /node root-user was not able to perform
these actions


	GET /node/{id}/task output is made consistent with the












	other






	questionairy dependency is updated to 1.5.2


	vantage6-toolkit repository has been merged with the
vantage6-client as they were very tight coupled.









1.1.0


	Features






	new command vnode clean to clean up temporary docker volumes
that are no longer used


	Version of the individual packages are printed in the console on
startup


	Custom task and log directories can be set in the configuration
file


	Improved CLI messages


	Docker images are only pulled if the remote version is newer. This
applies both to the node/server image and the algorithm images


	Client class names have been simplified (UserClientProtocol ->
Client)








	Bug fixes






	Removed defective websocket watchdog. There still might be
disconnection issues from time to time.









1.0.0


	Updated Command Line Interface (CLI)






	The commands vnode list , vnode start and the new
commandvnode attach are aimed to work with multiple nodes at
a single machine.


	System and user-directories can be used to store configurations by
using the --user/--system options. The node stores them by
default at user level, and the server at system level.


	Current status (online/offline) of the nodes can be seen using
vnode list , which also reports which environments are
available per configuration.


	Developer container has been added which can inject the container
with the source. vnode start --develop [source]. Note that
this Docker image needs to be build in advance from the
development.Dockerfile and tag devcon.


	vnode config_file has been replaced by vnode files which
not only outputs the config file location but also the database
and log file location.








	New database model






	Improved relations between models, and with that, an update of the Python
API.


	Input for the tasks is now stored in the result table. This was
required as the input is encrypted individually for each
organization (end-to-end encryption (E2EE) between organizations).


	The Organization model has been extended with the
public_key (String) field. This field contains the public key
from each organization, which is used by the E2EE module.


	The Collaboration model has been extended with the
encrypted (Boolean) field which keeps track if all messages
(tasks, results) need to be E2EE for this specific collaboration.


	The Task keeps track of the initiator (organization) of the
organization. This is required to encrypt the results for the
initiator.








	End to end encryption






	All messages between all organizations are by default be
encrypted.


	Each node requires the private key of the organization as it needs
to be able to decrypt incoming messages. The private key should be
specified in the configuration file using the private_key
label.


	In case no private key is specified, the node generates a new key
an uploads the public key to the server.


	If a node starts (using vnode start), it always checks if the
public_key on the server matches the private key the node is
currently using.


	In case your organization has multiple nodes running they should
all point to the same private key.


	Users have to encrypt the input and decrypt the output, which can
be simplified by using our client vantage6.client.Client __
for Python __ or vtg::Client __ for R.


	Algorithms are not concerned about encryption as this is handled
at node level.








	Algorithm container isolation






	Containers have no longer an internet connection, but are
connected to a private docker network.


	Master containers can access the central server through a local
proxy server which is both connected to the private docker network
as the outside world. This proxy server also takes care of the
encryption of the messages from the algorithms for the intended
receiving organization.


	In case a single machine hosts multiple nodes, each node is
attached to its own private Docker network.








	Temporary Volumes






	Each algorithm mounts temporary volume, which is linked to the
node and the job_id of the task


	The mounting target is specified in an environment variable
TEMPORARY_FOLDER. The algorithm can write anything to this
directory.


	These volumes need to be cleaned manually.
(docker rm VOLUME_NAME)


	Successive algorithms only have access to the volume if they share
the same job_id . Each time a user creates a task, a new
job_id is issued. If you need to share information between
containers, you need to do this through a master container. If a
central container creates a task, all child tasks will get the
same job_id.








	RESTful API






	
	All RESTful API output is HATEOS formatted.
	(wiki [https://en.wikipedia.org/wiki/HATEOAS])













	Local Proxy Server






	Algorithm containers no longer receive an internet connection.
They can only communicate with the central server through a local
proxy service.


	It handles encryption for certain endpoints (i.e. /task, the
input or /result the results)








	Dockerized the Node






	All node code is run from a Docker container. Build versions can
be found at our Docker repository:
harbor.distributedlearning.ai/infrastructure/node . Specific
version can be pulled using tags.


	For each running node, a Docker volume is created in which the
data, input and output is stored. The name of the Docker volume
is: vantage-NODE_NAME-vol . This volume is shared with all
incoming algorithm containers.


	Each node is attached to the public network and a private network:
vantage-NODE_NAME-net.
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Partners

Our community is open to everyone. The following people and organizations made
a significant contribution to the design and implementation of vantage6.
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	Anja van Gestel


	Bart van Beusekom


	Frank Martin


	Hasan Alradhi


	Melle Sieswerda


	Gijs Geleijnse
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	Cunliang Geng


	Djura Smits


	Hector Cadavid


	Lourens Veen


	Walter Baccinelli
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	Johan van Soest


	Luis Sanchez Gomez


	Tim Hendriks




Would you like to contribute? Check out
how to contribute! and reach out!
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Recommended algorithm store policies

Setting up an algorithm store is useful to collect all algorithms that are
relevant to your project. By having an algorithm store, you can choose to only make
algorithms from this store available to the researchers in your project.

The algorithm store allows for the definition of several policies around
algorithm review. The following policies are recommended when using the algorithm on
sensitive data:


	Each algorithm must be reviewed by at least two reviewers.


	The reviewers must not be involved in the development of the algorithm.


	At least one reviewer is a member of a different organization than the
developer.


	If the developer also has the store manager role, they should not be allowed to
assign reviews for their own algorithms.


	If a store manager also has the reviewer role, they may be allowed to assign
themselves as a reviewer.




To ascertain that these policies are followed, they can be enforced by the
algorithm store wherever possible. For instance, if an algorithm
must be reviewed by at least two reviewers, an algorithm will simply not become
available when just a single reviewer approves the algorithm. However, not all
policies can be fully enforced from the software: if developers A and B
collaborate on an algorithm, and A submits it, the algorithm store does not know
that B was involved in developing the algorithm, so it will not be able to
prevent assignment of B as a reviewer.

Together, the recommended policies ensure that at least three authenticated
researchers (a developer and two reviewers) of at least two different institutes
in your project must be involved to approve an algorithm. By involving three trusted
researchers in the process, the risk of approving an inadequate algorithm is minimized.


Note

The policies above could be implemented in the algorithm store configuration file
as follows:

policies:
    min_reviewers: 2
    assign_review_own_algorithm: false
    min_reviewing_organizations: 2
    # ... <other policies>





See the algorithm store configuration file
section for more details on the available policies.
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